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Plankton biovolume is an important measure for different factors, such as water qual-
ity indicator. For that, it is important to monitor plankton, for which, plankton imaging
is one of the predominant means utilized. Nonetheless, 2D images cannot fully repre-
sent 3D information and there is a scarcity of existing 2D-3D paired plankton dataset. A
paired dataset like that is needed to train models that can predict 3D information from 2D
plankton images, which is a significant step towards biovolume estimation. For this the-
sis, a synthetic dataset was built with paired 2D images, rendered from their 3D models,
with their associated ground truth depth maps. The synthetic dataset comprises 672 pairs
of images, with 21 different species. This dataset was then utilized to train three depth
estimation model architectures and evaluated both on synthetic data quantitatively and
real plankton images qualitatively. The three architectures evaluated were a simple CNN,
U-Net, and Depth Anything V2. The scope of this work was relative depth estimation,
which was to act as a stepping stone towards biovolume estimation. In terms of numerical
results, Depth Anything V2 outperformed the other two overall, but the performance var-
ied depending on the morphology of the test species, with rounded shapes yielding better
results than spiny or elongated ones. Owing to the lack of depth ground truth for real
IFCB images, this quantitative lead could not be confirmed qualitatively. Overall, depth
estimation from synthetic plankton data is a feasible foundation as a step towards plank-
ton biovolume estimation, but is limited by the small range of morphologies available and
the synthetic-to-real domain gap.
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1 INTRODUCTION

1.1 Background

All organisms are interrelated in the ecosystem, where each is vital to maintain balance in

the food chain and environment. As a result, any disruption within the ecosystem is felt

through the chain of organisms, although the sensitivity of organisms to that disruption

varies. Similarly, planktonic organisms are essential to the environment; phytoplankton,

for example, conduct photosynthesis and, in the process, remove carbon dioxide from the

air while releasing oxygen, accounting for a substantial fraction of the global supply [1].

Not only that, but they also serve as food for �sh that eventually propagate upwards in

the food chain. Moreover, plankton are some of the more sensitive organisms to envi-

ronmental changes, which is precisely why they are considered as environmental health

indicators, where they play a key role in protecting the marine environment [2].

Consequently, it is essential to monitor plankton behavior. However, there are certain

bottlenecks to this monitoring, including the high diversity and variability in shape, sizes,

and species, making it dif�cult to design a general monitoring process [3]. Additionally,

imaging systems nowadays output a huge volume of data, which cannot be handled manu-

ally by humans in the long term. As a result, for example, machine learning and computer

vision-based methods are increasingly needed in this process to automate [4].

One of the major traits of plankton to examine is biovolume. A main reason is that it

can provide an accurate estimation of biomass, which in turn acts as a key parameter for

determining water quality, amongst other use cases [5]. This surfaces another facet: re-

strictions of 2D measurements. With 2D images of plankton, information on the thickness

of the plankton particle is not available. The same organism can appear different depend-

ing on orientation, and overall, complex shapes make it more dif�cult to systematically

estimate 3D information, such as biovolume, accurately [6], as can be seen in Fig. 1 [7].

Fig. 1 highlights that the same species can look quite different depending on the orienta-

tion and lighting. If 3D information were available along with the 2D images, it would

alleviate the limitations stemming from just having 2D images. It would then be possi-

ble to tell the thickness, and, as a result, the volume. Thus, the discrepancy caused by

different orientations would be less, and it would also be possible to distinguish the ac-

tual complex shape. There are existing 3D plankton imaging approaches, such as digital

holography, which can record high-quality 3D information, but these methods rely on
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Figure 1. A collection of pictures of the same plankton genus (Entomoneis) in different orien-
tations and seemingly different shapes in 2D images. (Images collected and adapted from the
Kaggle plankton dataset [7].)

speci�c hardware, complex processing, higher cost, and are possibly not easy to apply

to gather results, especially given the continuous monitoring needs to capture seasonality

in plankton [8]. All these considered, the focus shifts to more computational alternatives

such as single-image approaches, which would therefore be more scalable and practical.

In general, there are deep learning methods that enable the capture of 3D data from a

single image, but a domain mismatch arises from that, where the models have been trained

on other object categories, overall scenes, or opaque objects [9]. Plankton images, on the

contrary, often showcase transparent or semi-transparent structures, generally on a very

small scale, and have distortions [10]. Furthermore, when considering plankton images,

it is dif�cult to �nd datasets with paired 3D information available, making supervised

learning dif�cult. Following this, a possible solution is to develop synthetic data that will

have the 3D ground truth and also have more controlled variation, but that would also

introduce a domain gap in relation to real images.

Together, these considerations highlight the challenges of building a reliable, practical,

and scalable system to estimate biovolume and depth from 2D plankton images accurately.

The focus of this thesis, therefore, is to take a step towards plankton biovolume estimation

from 2D plankton images by building synthetic ground-truth data and applying single-
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image 3D inference methods.

1.2 Objectives and delimitations

The main goal of this thesis is to effectively take a contributing step towards predicting

biovolume of plankton by �rst building a synthetic paired 2D-3D dataset and then utilizing

depth estimation models on it to review performance. This is to enable having ef�cient

access to the biovolume of plankton from 2D images, that in turn helps with environmental

monitoring.

The objectives of this thesis, also outlined in the pipeline shown in Fig. 2, are achieved

through the following tasks:

1. To build a synthetic dataset of plankton 2D images with known 3D shapes, which

will act as training data for depth estimation.

2. To train models capable of estimating the depth from synthetic plankton images,

by adopting and adjusting existing methods for estimating 3D information from a

single image.

3. To quantitatively check how the trained models perform on the synthetic dataset

itself and qualitatively investigate how models trained on synthetic data perform

on real plankton images, with special focus on addressing the domain gap from

synthetic to real data.

Build synthetic
2D-3D paired

plankton dataset

Train depth
estimation models

Quantitative
evaluation on

synthetic dataset
and Qualitative
evaluation on

real plankton images

Biovolume
estimation

(future work)

Figure 2. Solution pipeline: building the synthetic 2D-3D paired dataset, training depth estimation
models, qualitative evaluation on real plankton images, and biovolume estimation as the eventual
goal (future work).

The scope of this work includes the following limitations:

• Method development and training will primarily use synthetic data. Only qualitative

evaluation will be done on real data.
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• This work is not for focusing on 3D imaging methods for plankton; brief informa-

tion is discussed later here.

• Absolute biovolume estimation in physical units is out of scope. Instead, this thesis

involves relative depth estimation as a step towards actual biovolume estimation for

the future.

1.3 Structure of the thesis

The thesis is structured as follows. Chapter 2 essentially discusses the necessary back-

ground of plankton image analysis, including imaging systems, recognition techniques,

and biovolume estimation methods. Chapter 3 reviews single-image 3D understanding

methods, including both depth estimation and 3D reconstruction. Chapter 4 outlines the

synthetic data generation, including the 3D models utilized, the synthetic images render-

ing pipeline and the �nal composition of the resulting dataset. Chapter 5 presents the

depth estimation model architectures used in this thesis's experiments. Chapter 6 presents

the two experiments conducted as part of this thesis and the associated results. Chapter 7

discusses the results, contributions, and opportunities for future work. Lastly, Chapter 8

concludes the thesis.
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2 PLANKTON IMAGE ANALYSIS

2.1 Plankton imaging

The �rst step to understanding plankton behavior is the process of imaging [3]. That

allows image analysis, which then enables plankton monitoring. Traditional means of

monitoring involved manual microscopy, which, despite being fruitful, is slow and re-

quires a certain level of expertise, causing a hindrance to continuous monitoring. On the

other hand, utilizing imaging systems ef�ciently produces large amounts of image data,

enabling automated analysis.

Nowadays, imaging systems can capture plankton images in samples automatically by

utilizing cameras, microscopes, and optical sensors. In many cases, through the use of

a controlled system, where water �ows through, and the images are captured. These

images, forming a large dataset, can later be used for classi�cation and even biovolume

estimation, making the end result richer in data due to the incorporated automation, in

comparison to more traditional methodologies.

Naturally, there are different methodologies available for modern plankton imaging which

differ in setup and target organisms, starting off with Flow-through imaging systems; an

example of this is the Imaging FlowCytobot (IFCB). The process involves water �owing

through a small chamber-like structure, where each cell is captured separately; hence,

making this suitable for plankton imaging for small plankton like phytoplankton [11].

While the IFCB itself is also an in situ system, another in situ camera system example

is the Underwater Vision Pro�ler (UVP). This is directly put in water to capture images

of plankton in their natural environment, making them also suitable for larger organisms

[12]. Thirdly, there are sample-based scanning systems; an example is ZooScan. In this,

the zooplankton samples are gathered and then scanned on a �atbed scanner to give high-

resolution images [13]. Examples of these three imaging system types can be seen in

Figs. 3 and 4 [11–13].
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(a)

(b)

Figure 3. Examples of different plankton imaging approaches (continued in Fig. 4): (a) example
image from a �ow-through imaging system (Imaging FlowCytobot), showcasing a Pauliella tae-
niata diatom [14]; (b) example image from an in-situ camera system (Underwater Vision Pro�ler),
image taken from [12].
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Figure 4. Sample-based scanning system (ZooScan). Image taken from [13].

Clearly, there are differences in the imaging systems, mostly driven by the difference

in sizes and scales. The systems differ based on the desired resolution of the images,

the sizes of the organisms being captured, and the environment in which the imaging

process will occur. While some systems are better at capturing smaller-sized plankton like

phytoplankton, others are designed for larger ones, such as zooplankton. As a result, no

imaging system is equipped to cover the full spectrum, posing challenges when wanting

to capture plankton images of various sizes [3,15].

Regardless, while the imaging process gets automated, the analysis of it still poses a

bottleneck. Other than the high number of images causing manual classi�cation to be

slow, the variation found in plankton images when it comes to lighting, orientation, trans-

parency, and focus of the imaging instrument also makes the analysis dif�cult. Analysis

also differs due to the speci�c imaging system being used, as the output image's fea-

tures will vary, making it dif�cult to have generalized methods across different image

datasets [3].

2.2 Plankton recognition

Automatic plankton recognition has become important as modern imaging processes pro-

duce large amounts of data [3]. In that case, manual classi�cation would not be scalable
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nor time-ef�cient, making it not easily applicable for real-time, large-scale monitoring.

Consequently, the focus shifted to machine learning-based methods for plankton analy-

sis.

The earlier, traditional methods involved utilizing hand-crafted features such as texture,

shape, and morphology with machine learning models such as Support Vector Machines

(SVMs), Random Forest, and k-Nearest Neighbor (k-NN) [16, 17]. While these were

good as starters, these modeling approaches required speci�c designing of features, and

even then, they could not generalize well across different imaging setups and datasets.

The more recent approaches have shifted away from traditional, manual feature engi-

neering methods and more towards Deep Learning (DL)-based methods, such as Con-

volutional Neural Networks (CNNs). CNNs are equipped to directly capture patterns in

image data [18–20]. Naturally, these DL-based approaches achieved higher accuracy than

the more traditional methods in general, causing models like CNNs to become the more

popular methodology in plankton analysis [3].

Recognition and analysis become challenging when a model, trained on a particular

dataset collected from a particular environment via a particular imaging system, is used

on another dataset and performs poorly due to the domain shift. Not only that, after sam-

ple collection and certain imaging methods, the images produced can have new species

in them (i.e., unknown classes), or even specks or debris, which essentially cannot be

properly dealt with by traditional classi�ers. Moreover, there is a chance of error when

the plankton images in training data are labelled by humans, leading to uncertainty in the

labels [3,21].

A major limitation is of unseen classes due to the assumption of a closed set of seen

classes, where in reality, there is a high likelihood of coming across unknown plankton

species or noise. Open-set recognition (OSR) methods essentially tackle this by enabling

the model to accept or reject a sample based on whether it belongs to a known class or

not, making the framework for plankton monitoring more realistic and effective [3,22].

Today, most recognition methods depend on 2D images, where the performance relies

largely on the type of imaging system and the quality as well [3]. Considering through

the lens of this thesis work, 2D images' limitations essentially motivate the need to ex-

plore 3D approaches so geometric information is also available, for example, leading to

improvement in the subsequent task of biovolume estimation.
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2.3 Plankton biovolume estimation

In this sub-section, certain methodologies about biovolume estimation from images are

to be discussed. This ranges from a more manual, high-level geometric approach to more

detailed approaches.

In the geometric method proposed by Sun and Liu [23], the biovolume of phytoplankton

is calculated utilizing geometric shapes. The authors manually built a standardized set of

31 geometric shapes, which can then be assigned to 284 phytoplankton genera to act as

a dictionary. Later, the expert scientist identi�es the genus of the cell from observations

manually, and then measures its length, width, and height accordingly to enter that infor-

mation in the Excel sheet the authors built, which would then match the associated shape

and calculate the biovolume based on the cell measurements and assigned shape (i.e. a

semi-automatic process). The goal behind this method was to provide a standardized way

for ecological studies.

The main assumption in this paper is that the relatively straightforward, geometric shapes

outlined can approximate the associated genus, which has a similar morphology, although

real plankton cells do not follow exact geometric shapes. Not only that, but naturally, this

assumption is also made that all cells within a genus have a similar shape. Lastly, the

methodology here relies on the averaging of linear dimensions to estimate the average

biovolume for that particular genus population.

This then leads us to the limitations of this approach. The �rst being the errors stemming

from this method, the �rst discussed in the paper is that there can be a misassignment of

geometric shape to a genus, and also imprecise measurements of the cells, i.e., a calibra-

tion error or a failure to follow the standardized approach to measure cells. Additionally,

it is highly unlikely to be able to assign a geometric shape to every genus out there (phy-

toplankton, in this paper's case), and also very dif�cult to say with con�dence that a mere

set of geometric models can accurately capture the diversity found in the cells. These

limitations mainly arise from the measurement uncertainties and geometric assumptions

incorporated in this method.

These limitations call for exploration of more detailed and automated methods for bio-

volume estimation. This leads to the next methodology involving geometric principles

related to Archimedes's idea of estimating volume [24]. This is a more automatic geo-

metric method where the 2D image is utilized directly to estimate the biovolume. It does

not involve creating a dictionary of geometric shape and species but rather relies on calcu-
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lating the volume based on the cross-sectional area, length of cell and a hidden dimension,

such as:

V =
4
3

A

r
dA
�l

(1)

where A is the cross-sectional area we are utilizing to approximate biovolume V , d is

width of the cell (estimating for the hidden dimension), and l is the cell's measured length.

Consequently, the time and effort behind building the shape and genus dictionary is saved,

and so is the processing of a large image dataset. Nonetheless, this method assumes that

plankton are convex and smooth creatures. As a result, this method's accuracy drops with

more complicated plankton shapes [24].

A more detailed approach was developed for volume estimation, where the segmented 2D

image is used to derive distance maps, which are then used to estimate the biovolume [25].

In this method, the distance d(x) of a pixel to the nearest boundary inside the organism is

computed as:

d(x) = min
y2@S

kx � yk (2)

where x is a pixel inside the segmented region of the 2D image and @S denotes the

boundary of the organism. These distance values essentially act as thickness locally for

that pixel area, which is then incorporated across the organism to estimate the volume as

can be seen in Fig. 5 [25]. Nonetheless, this method does have a few assumptions and

limitations. Assumptions include assuming circular local cross-sections, and the thickness

being taken from the distance map, and limitations include that it assumes a smooth shape,

is sensitive to the quality of segmentation, and is more prone when it comes to more

complex, irregular organisms [25].

All of these methods have some common limitations where they rely on needing man-

ual steps, are sensitive to quality of segmentation or approximate 3D information based

on geometric assumptions extrapolated from 2D images. They do not retrieve 3D infor-

mation directly from the 2D image, especially where geometric assumptions would not

hold. As a result, this motivates exploring single-image 3D understanding for retrieving

3D information as discussed in the next chapter.
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Figure 5. An example of the distance map-based biovolume estimation approach for plankton.
(A) Original image and (B) associated distance map for a diatom chain (genus Thalassionema). In
the distance map, values range from 0 pixels (dark blue) to 15 pixels (red). Adapted from [25].
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3 SINGLE-IMAGE 3D UNDERSTANDING

Retrieving 3D information from 2D images is a key computer vision problem. This chap-

ter speci�cally covers the single-image setting, where the 3D information must be ex-

tracted from a 2D image. Two central sub-topics discussed here are depth estimation

(depth value per pixel) and 3D reconstruction (recovering the 3D structure itself). Single-

image methods are relevant to this thesis because plankton imaging often produces a

single 2D image of an organism, rather than multiple images from different angles (i.e., a

multiview setting).

3.1 Depth estimation

Single-Image Depth Estimation (SIDE) is a way to estimate the dense depth value for

each pixel in a given image [26]. Nevertheless, the issue in this process is that there is

ambiguity involved, i.e., many 3D scenes could be associated with the same 2D image.

As a result, depth should be estimated using techniques involving statistical methods or

prior knowledge about said scenes.

The early approaches for SIDE utilized geometry and assumptions, where the scenes were

broken down into semantic areas or geometric shapes. Then, depth was estimated utilizing

handcrafted features and assumptions about the scene structure. One of the approaches

broke down the scenes into ground, sky, and vertical objects [27] while another broke

down scenes into superpixel or planar regions [28]. Those early methods came with the

assumption that the world is structured enough to be explained by semantic or geometric

structures. Naturally, the limitations revolved around the strong assumption made, and as

a result, the inability to generalize when considering more complex scenes [27,28].

Following this, more recent approaches involve a Convolutional Neural Network (CNN)

for SIDE [29]. In this paper, the depth estimation is posed as a supervised regression

problem which is proposed to be solved by an architecture involving a coarse network,

to capture global context, and a �ne network, for re�ning local predictions [29]. This

method assumes that the depth can be estimated from image features utilizing large, la-

beled datasets. The method also came with its own set of limitations, starting with how

the framework had many parameters, was slow computationally, and the resolution of the

output was very low [29].
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More approaches extend the depth estimation in different ways. One such is the multi-

task learning framework [30]. Here, the prediction of the depth is made along the surface

normals while using the semantic labels to essentially have the model not only learn about

depth but also learn about the orientation of the object and what it actually is. The frame-

work involves one network that collects the image features, and then those features are

utilized to predict all three components. This method's limitations revolve around high

model complexity and more labeled data.

Another method is the relative depth learning method discussed in [31].This method es-

sentially predicts relative depth ordering. Hence, for example, instead of saying the dog

is 5 meters away, the model outputs that the dog is closer to the cat. Utilizing pairwise

comparisons between pixels, the model learns which pixels are closer or further away.

Moreover, this method not only informs of the relative ordering of depth and does not

estimate the actual metric scale.

Synthetic data training [32] method explored the synthetic datasets for training DL based

models. Since these methods create scenes digitally on the computer, the exact depth

values are naturally available without the need for any real-world sensors. Massive labeled

datasets can be created this way, allowing for large-scale supervised training that would

be hard or costly to gather from real images. One of the assumptions is that patterns seen

in synthetic images can translate accurately to real world images. This gives birth to the

limitation of the domain gap between synthetic and real images.

Another technique is the Unsupervised Depth estimation [33]. This method utilized con-

tinuous frames from the camera to learn about depth from video sequences. This utilizes

view reconstruction by �rst predicting the given frame and then the camera motions be-

tween frames to predict the following frame, after which that is compared with the actual

image to tweak changes to reduce the errors.

Overall, the problem of single-image depth estimation is by nature ambiguous, and there

a number of applicable methods as seen in the survey [26], but they rely on strong as-

sumptions about the scene. This can include structured scenes, static scenes, and access

to large datasets. There are also issues with some of these methods, such as those trained

on synthetic data and then applied to real images. This is important with plankton images

due to the small scale of the organisms and their tendency to be transparent and irregularly

shaped.

More recent approaches involve looking into transformer-based modelling architecture

for depth estimation (dense prediction) tasks [34]. An example in this case is Dense
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Prediction Transformer (DPT), which utilizes a transformer encoder instead of a convo-

lutional neural network by replacing the CNN backbone with Vision Transformer. The

image is basically represented as a series of tokens that is then processed by self-attention

layers of the encoder [34]. An example can be seen in Fig. 6 [34]. Now, CNNs have the

ability of capturing features locally and slowly gather more and more intricate informa-

tion. Therefore, they need deeper layers to properly capture the global context. On the

contrary, Transformers have self-attention layers, which allow them to observe the inter-

action of each region of the image with every other one. It also allows the architecture

to capture long-range dependencies, which then helps to make more cohesive predictions

about depth estimation. Due to the nature of the architecture, it requires a large dataset to

perform well, and naturally, that implies a high computational cost [34].

Figure 6. Sample results for monocular depth estimation. Compared to the fully-convolutional
network used by MiDaS, DPT shows better global coherence (e.g., sky, second row) and �ner-
grained details (e.g., tree branches, last row) Taken from [34].

While DPT requires large amount of training data and computation time, foundation mod-

els have a different approach, where one large model pretrained on a wide-range of data

and utilized across varied domains without retraining. MiDaS [35] is one such founda-

tion model for depth estimation where essentially the model is trained on various depth

datasets to avoid limitations of using only one dataset. Furthermore, Depth Anything

V1 [36] builds on that concept by adding 62M unlabeled images for training (through a

teacher-student system), and utilizes DINOv2 [37] as the encoder backbone and DPT as

the decoder. Depth Anything V2 [38] further develops V1 to also have training on syn-

thetic images for improved quality of labeling, but still utilizes the same type of encoder

and decoder. This kind of foundation models can be especially valuable when labeled
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data is limited, which is applicable to paired data of 2D plankton images and associated

3D information.

3.2 3D reconstruction

3D reconstruction is de�ned to be a process via which 3D surfaces and structure is re-

covered from videos or images [39]. For this �eld, DL-based methods have increased

accuracy and a more realistic reconstruction. However, the problem becomes more am-

biguous when there are not many views available to work with for the reconstruction.

There are different available approaches that allow the reconstruction of an object from an

image [39]. These approaches mainly involve encoder-decoder architectures that connect

image features to their 3D representative points, but their difference lies in the type of 3D

representative points they estimate, such as meshes, point clouds, and voxel grids.

In voxel-based representation, a 3D space is divided into smaller cubes, where each voxel

can be an occupied entity or an empty region [40]. Then, encoder-decoder CNNs map im-

age features to these voxels. While it can be incorporated into neural networks easily, this

approach assumes that the object will actually �t in the voxel grids, and the selected reso-

lution will be accurate for capturing the shape. It also has the limitations of huge memory

consumption and low resolution, making it more dif�cult to retain and reconstruct more

minute details. An example can be seen in Fig. 7 [40].

Due to the memory issues, another method was proposed to address this by utilizing point

cloud-based reconstruction [41]. In this case, the model outputs a set of three-dimensional

points that inform us of the approximation of the object surface since each point represents

some part of the surface. This can be seen in Fig. 8 [41]. Therefore, instead of cubes, a

cloud of points becomes the representative points, making the process more �exible and

less memory-intensive. Nonetheless, this approach comes with its limitations – there is no

connectivity between the points, which means extra processing is required to reconstruct

a continuous surface.

Other approaches include mesh-based reconstruction, which means that the polygon mesh

is directly reconstructed, resulting in a direct representation of the surface [42]. This can

be seen in Fig. 9 [42]. The process involves predicting the positions of vertices and their

edges & faces (connectivity), leading to more realistic geometry in comparison to point

cloud or voxel representations. These kinds of approaches rely on the assumption that the
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Figure 7. Reconstruction samples. Reproduced from [40].
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Figure 8. Example of point cloud-based 3D reconstruction from a single image. Input image (left)
and the reconstructed point cloud(right). Taken from [41].

topology of the object can be predicted or is known, while for limitations, they face more

complex training since the model needs to retain the topology and surface information.

Figure 9. Mesh-based 3D reconstruction from a single image, compared against voxel and point
cloud representations. Taken from [42].

Overall, the different methods of object-level 3D reconstruction come with their own set

of representation types, bene�ts, and drawbacks, such as one being better for memory

usage while the other is better for geometric accuracy. Regardless, the process of 3D

reconstruction is ambiguous in nature and requires large datasets. These bottlenecks are

relevant in the context of this thesis as well and contribute to exploring which method or

methods would be the most apt for this speci�c use case.
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3.3 3D plankton imaging

There is a limited amount of research and study conducted that involve generating 3D

data for plankton. This section discusses some of the relevant work. For 3D plankton

imaging, Sun et al. [43] proposes a framework involving a combination of photogramme-

try and Scanning Electron Microscope (SEM) in order to develop realistic phytoplankton

3D models. The process essentially starts by capturing multiple SEM images of a single

cell in different ways (i.e., orientation and angle), which are then aligned to form a sparse

point cloud. That point cloud is then transformed into a dense point cloud, and a mesh

is generated upon which texture is applied using SEM images. Finally, manual editing

is done to essentially address missing information or orientation issues. Some of the as-

sumptions that this process works with are that the symmetry of the structure is assumed

to reconstruct missing information, and 3D symmetry is also assumed for some species.

There are naturally limitations to this process involving the need for manual re�nements,

lack of capturing of natural shapes and sizes due to involvement of only one specimen

at a time, the experiments are expensive, and also expertise is required both in utilizing

the equipment and software [43]. Consequently, this method captures a way to do 3D

plankton imaging but relies heavily on assumptions and resource-heavy processes.

Additionally, holographic plankton imaging is another process utilized in observing plank-

ton in its natural environment (i.e. in-situ) [8]. Underwater digital holography is consid-

ered one of the most effective method for studying plankton in-situ. Digital holography

provides a non-invasive option to observe plankton in real-time and collect 3D informa-

tion about the plankton. One of the methods is to use a submersible digital holographic

camera, which essentially utilizes a special kind of laser beam to illuminate a particular

section of the water where the plankton is. The beam produces two parts - the reference

wave, which basically simply passes through water, and the object wave, which inter-

acts with particles like plankton to then scatter. Eventually when these two waves come

together in the camera sensor, it creates a collective interference pattern, known as the

digital hologram. The system then captures that as a 2D image which is then converted

to 3D information by computational methods to numerically reconstruct layers of the 3D

structure.




	INTRODUCTION
	Background
	Objectives and delimitations
	Structure of the thesis

	PLANKTON IMAGE ANALYSIS
	Plankton imaging
	Plankton recognition
	Plankton biovolume estimation

	SINGLE-IMAGE 3D UNDERSTANDING
	Depth estimation
	3D reconstruction
	3D plankton imaging

	SYNTHETIC DATA GENERATION
	3D models for plankton
	Data generation pipeline
	Data composition

	MODEL ARCHITECTURES FOR EXPERIMENTS
	EXPERIMENTS AND RESULTS
	Depth estimation model training
	Experiment 1: Quantitative analysis on synthetic data
	Experiment 2: Qualitative analysis on real data

	DISCUSSION
	Current study
	Future work

	CONCLUSION
	REFERENCES

