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This thesis investigates the role Large Language Models (LLMs) play within automated
software testing workflows, focusing specifically on their capacity to detect software bugs.
Given that software applications are increasingly becoming complex, there is a need to find
smart ways to carry out software testing in order to identify bugs which cannot be detected
through conventional means. To achieve this, this study adopts a mixed methodology
involving systematic literature review, a web-based survey of 18 software experts and
development of a software bug detection system called BugLens.

The literature review focuses on the evaluation of LLMs for tasks including test case
generation, bug discovery, vulnerability discovery, test oracle generation and automated
software fixing. The online survey collects the opinions of practitioners on the use, reliability
and readiness of using LLMs for testing purposes. BugLens uses a six-phase pipeline that
includes code embedding, retrieval augmented CWE generation, few-shot prompt creation,
multiple LLM runs, self-consistency voting and severity weighting.

Evaluation of Python, JavaScript, Java and C showed that there were a total of 15 bugs and
languages that are compiled had higher risk scores because of memory safety problems.
Findings suggest that LLMs can provide some benefits in semantics, but they are also subject
to errors such as hallucinations and lack of consistency. This research shows that LLMs can
perform better if used alongside established security data sources.



SYMBOLS AND ABBREVIATIONS

Abbreviations

Al Artificial Intelligence

API Application Programming Interface
CWE Common Weakness Enumeration
CVSS Common Vulnerability Scoring System
JSON JavaScript Object Notation

LLM Large Language Model

NLP Natural Language Processing
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RAG Retrieval-Augmented Generation
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1 Introduction

The use of software systems is becoming more widespread in areas like medicine,
education, banking, transport and communication; hence the process of validating their
quality becomes quite difficult. Errors that remain undetected in the software can result in
poor user experience, financial loss, security breach, or even failure of the system itself.
With the increasing size and complexity of applications, there is also a challenge for the
conventional bug-detection techniques, which have to be manual. This thesis seeks to
explore the extent to which large language models (LLMs) can assist in testing with the
specific emphasis on bug detection. Understanding this potential has implications not only
for current development practices but also for the future direction of automated quality

assurance.

Ongoing advances in Artificial Intelligence have opened new possibilities for automated
software testing, especially through the emergence of Large Language Models. The LLM
tools like GPT, CodeBERT, CodeT5, Star Coder, & other such tools are trained on massive
sets of natural as well as source code. These tools show remarkable competency levels
concerning code understanding and generation of valid test cases. A broad survey covering
LLM applications across software engineering tasks found that these models can support
coding, testing, debugging and even automatic bug repair, though hallucinations and non-
deterministic outputs remain persistent obstacles, pointing to the need to pair LLMs with
established software engineering practices (Fan et al., 2023). Apart from that, they are
efficient tools that understand the bug descriptions and are effective in the identification of
faults as well as the generation of corresponding test runs. There are many research and
studies that took place recently and gave very hopeful answers and analyses regarding the

use of LLM tools for the purpose of automated software testing.

Beyond this, several studies have examined related applications: the viability of LLM-
driven test generation tools as mentioned in Ibrahimzada et al. (2023), the use of LLMs to
support test oracle creation (Binta Hossain & Dwyer, 2024) and the capacity to generate
test cases directly from bug reports (Plein et al., 2024). Well-organized reviews on results
of LLM-based tests refers that use of LLMs surpass the conventional method in various

scenarios, particularly when tests require semantic understanding or human-like reasoning



(Wang, J. et al., 2024). In addition, a large-scale systematic review covering 395 papers
published between 2017 and 2024 confirms widespread LLM adoption across tasks like
code generation, testing, and bug detection, while also flagging unresolved challenges
around dataset quality, inconsistent evaluation standards, and prompt optimization (Hou et
al., 2024). Despite this progress, benchmarking against realistic software engineering
problems shows current LLMs still fall short on genuinely difficult tasks. In an example
given by Jimenez et al. (2024), who developed SWE-bench, containing 2,294 real-world
GitHub issues, the top-performing model was capable of solving just under 2% of the
questions. Also, LLM-driven methods have the ability to save considerable human effort
while increasing the comprehensiveness of automated test suites. Despite these advantages,
however, a number of challenges appear, including inconsistent outputs, hallucinations,
lack of determinism and variations in performance for different programming languages

and problem domains.

Given these developing capabilities alongside their unresolved limitations, this thesis sets
out to examine how LLMs can be applied to bug identification. Its aim is to assess how
well LLMs detect bugs in source code and to benchmark this performance against more
traditional tools, in order to clarify their relative strengths and weaknesses. The actual
usefulness, reliability and constraints of LLMs-based bug detection methods will be
pursued by analysing the result given by the LLM in different test cases and code samples.
The long-term objective is to contribute the growing literature on Al- driven software
testing and the investigation of how LLMs will shape the future of automated quality

assurance.
The study is guided by the following research questions:

e How do large language models find applications at present in the automated testing
of software and identification of bugs?

e What are the strengths and limitations in the studies available that talked about
LLM-based testing?

e How does LLM performance compare with traditional automated testing tools?

e How do practitioners perceive the reliability and usefulness of using LLM to assist

bug detection?



This thesis covers three components: a review of relevant academic literature, an online
survey of software practitioners, and the development of an LLM-based bug-detection
application called BuglLens. The latter serves as practical validation of the research,
demonstrating how literature findings and survey insights can be translated into a working
system. This research paper deals with a synthesis of current knowledge and practitioner

insights as well as provides a prototype of the LLM-based automated testing system.

The remainder of this thesis is organized as follows. The chapters ahead lays out
background concepts on software testing, conventional automated testing methods, Al in
software engineering, and LLM fundamentals followed by literature thematically across
test case generation, bug/vulnerability detection, test oracle generation, automated program
repair, and evaluation metrics. Subsequently, the research methodology used for analysing
the literature and conducting the survey is presented, followed by the results and findings
from the literature review, survey and practical system implementation. The thesis
concludes with answers to the four research questions and directional ideas for future

researchers.

2 Background and Literature Review

This chapter provides the theoretical and conceptual foundation required to understand the
role of Large Language Models in automated software testing and bug identification and
reviews existing academic research on this topic. It begins with fundamental concepts related
to software testing, traditional automated testing techniques, artificial intelligence in
software engineering and the emergence of LLMs. This is followed by a thematic review of
recent literature covering test case generation, bug and vulnerability detection, test oracle
generation, automated program repair and evaluation metrics, concluding with the

identification of key research gaps that motivate the system developed in this thesis.



2.1 Software Testing and Bug Identification

Software Testing is an integral process of software development. The purpose of this process
is ensuring that software behaves as expected and satisfies quality standards. Software
defects may be simple syntax problems, complicated problems of logic, security issues and
so on. In case of untested defects, they could result in failed systems, breach of data security,
loss of funds and loss of customer trust (Wang, J. et al., 2024). With sophisticated software
applications becoming increasingly complex, defects identification in initial stages of

software development has become a grave requirement.

Historically, the process of identifying a bug requires manual or automated testing or a
combination of both. Manual testing requires test scenarios to be performed by a person or
test activities to be performed through the system by a person using the system and
automated testing involves test activities or scenarios being performed by a machine or
computer using the system (Winteringham, 2024). Manual testing consumes more time and
is error-prone and less scalable. For the above-mentioned reasons, automated testing can
only go so far and serve the intended purposes to a limited extent and hence the need for
more advanced and intelligent methods to test the systems or applications and hence the need

for the developing and implementing a bug detection system

2.2 Traditional Automated Testing Techniques

The traditional methods of automated testing include code analysis, as well as the dynamic
and search-based approaches to testing. It is explained by the name code analysis itself that
an examination of the code of the software was entailed that can be used to determine the
faults associated with the code without necessarily executing the code itself. The principal
benefit associated with the code analysis approach to automated testing of the software
relates to the fact that problems associated with syntax and potential security holes can

quickly be identified within the software (Wang, J. et al., 2024).

Dynamic testing techniques are done by the execution of the program compiled while
observing the outcome of the programs given different inputs. On the other hand, the
execution programs is searched down by search programs, such as search algorithms and

examined to advance the level of coverage. They are always more precise, systematic and



trustworthy, thus more effective in pinpointing any flaw related to the control flows and data
inputs. However, the search programs also conduct some mechanisms which are always
difficult and require an immense calculation process. Furthermore, the testing data is

difficult to comprehend (Schéfer et al., 2023).

Despite their effectiveness, traditional methods of software testing often lack flexibility and
face difficulties to manage informal specifications or natural-language requirements. They
typically function without semantic understanding of the program and fail to easily interpret
developer comments or bug reports, which constrain their ability to detect any context-

dependent or high-level logical errors (Celik & Mahmoud, 2025).

2.3 Artificial Intelligence in Software Engineering

Artificial Intelligence has found growing application within software engineering,
supporting tasks such as defect prediction, code summarization, program analysis, and
automated testing. The initial approaches in Al-based prediction models are primarily
conventional machine learning models that utilized hand-crafted features extracted from
source code as input. Even if there are improvements in the prediction capability beyond
what a mere rule-based technique can offer, the high domain knowledge required is a
limiting factor in their ability to be adapted to a particular situation (Celik & Mahmoud,
2025). A notable milestone in this area was CodeBERT, a bimodal model trained to
understand both natural and programming languages including Python, Java, and JavaScript.
As per study, CodeBERT outperformed competing models on code search and code-to-text

generation tasks (Feng et al., 2020).

There have been significant changes in the application of Al in software engineering
influenced by recent advances in deep learning. Deep learning models are able to learn
representation directly from the raw input data without requiring human design of features,
thus improving generalisation performance on a variety of tasks and programming
languages. All these innovations opened the door for more sophisticated models that can
handle natural language as well as source code concurrently in such a way that Al systems
are able to comprehend software artifacts like comments, documentations or bug reports
effectively. Therefore, deep learning models are also an important aspect in more

sophisticated research in automated software testing and analysis.



2.4 Large Language Models

Large Language Models (LLMs) are deep learning architectures trained on vast text corpora,
with next-token prediction as their core training objective. Through this training, they
acquire an understanding of intricate syntactic and semantic patterns in language. Similarly,
these models can capture patterns related to program structure, logic and common coding
ideas when they are trained on both natural and programming languages so they can perform
a wide range of programming tasks. An important study related to this scope proposed the
Codex architecture, a GPT-based model trained on large volumes of publicly available code,
capable of generating working Python programs from natural-language prompts. It solved
28.8% of benchmark problems on a single attempt, rising to 77.5% when multiple
completions were allowed (Chen et al., 2021). More recently, Code Llama further advanced
the field with a range of open source LLMs specialised for code generation purposes,
allowing processing up to 100,000-token contexts and outperforming other open models on

code generation tasks (Roziere et al., 2023).

Furthermore, a strong performance has been demonstrated by LLM models such as
CodeBERT, GPT, CodeT5, etc., in tasks including completion and summarisation of code,
generating test cases and bug detection. Apart from conventional methods that depend on
predefined rules or static analysis techniques, informal descriptions, comments and bug
reports provided in natural language can easily be interpreted with the help of LLM-based
tools. This ability allows them to explain the code behaviour in more comprehensive ways

making LLMs particularly promising for automated testing and bug identification.

2.5 Large Language Models for Automated Test Case Generation

The use of Large Language Models has been evaluated through the large number of recent
studies dealing with the generation of an automatic test case, due to the limitations of the
conventional automated testing tools. Search-based testing, a common traditional method,
focuses on exploring execution paths but often outputs test code that is difficult to read.
LLMs offer an advantage here: having been trained on extensive code and natural-language
data, they tend to generate unit tests that more closely resemble those written by human

developers. LLM-based tests often contain syntactically correct code written in accordance



with prevailing programming traditions and are therefore easier to comprehend than code-
generated tests by EvoSuite or other testing tools (Schéfer et al., 2023). The same findings
have been published by Siddiq which enhanced readability promotes acceptance and

simplifies testing efforts by developers (Siddiq et al., 2024).

Comparatively, the studies show that LLM-based test generation tools provide notable
advantages in terms of usability and developer productivity. The efficacy of LLM tools has
been shown in rapidly producing test cases with little effort on parameterization, which is
quite valuable during initial development stages where test suites frequently contain gaps
(Bhatia et al., 2024). Similarly, Yang have noted the remarkable ability of LLMs in
amortizing the cost of unit test bootstrapping, particularly for straightforward or modestly
complex functions, since unit test generation through LLM tools takes almost no time,
contrary to traditional automated tools which may take considerable time (Yang et al., 2024).
Despite these advantages, both studies have shown test correctness and completeness as still

significant issues, affecting the trustworthiness of auto-generated tests by LLM tools.

Some authors have pointed out that the tests generated by LLMs systematically contain
incorrect or too general statements and these tests do not cover deep execution roots of the
program. Dakhel asserted that these tests systematically have low scores on mutations, which
demonstrate weaker fault coverage than traditional search methods (Dakhel et al., 2024).
Similarly, Zapkus & Slotkiené¢, (2024) asserted that these tests systematically do not cover
edge and exception cases, which are crucial tasks of software validation and verification
activities. These shortages are mostly explained by the stochastic process of LLM, which is
based on pattern generation instead of internal logic analysis of the program under test.
Therefore, the current trend of research indicates that LLM is unfit as an alternative method
by itself in traditional automated testing tools and should be alternatively used as supportive
tools, which help developers generate readable and initial tests, which could be improved by

more systematic methods of test generation and development.

2.6 Bug Detection and Vulnerability Identification Using LLMs

Beyond test generation, a growing body of literature has focused specifically on using LLMs
for bug and vulnerability detection. This shift partly responds to the limits of rule-based

static analysis tools, which struggle to capture context-dependent bugs not easily reduced to



fixed patterns. Having been trained on enormous volumes of code, LLMs can instead take a
more holistic view, potentially surfacing bugs that rule-based tools would miss (Ibrahimzada

etal., 2023).

Ibrahimzada et al. (2023) investigated LLM-based bug generation and detection, showing
that these models can recognize common bug patterns and suggest plausible fixes. Their
experiment clearly indicates the strong applicability of LLMs when the bug patterns are very
widely known, like when there are bugs in the conditional statements or within the API calls.
It has also been identified in vulnerability detection experiments that LLMs successfully
identified widely known security bugs, mainly the ones which are commonly seen in open-

source projects.

LLM-generated code has also been extensively researched from a security perspective. One
research analysing code generated by GitHub Copilot found that about 40 percent of
recommendations included weaknesses that were from the list of MITRE's top 25 CWEs,
suggesting that LLMs trained on code datasets learn and implement weak programming
practices through training (Pearce et al., 2025). Similarly, an empirical evaluation of deep
learning-based vulnerability detectors found inconsistency and instability in predictions
made by the models, with models trained to detect vulnerabilities of each type performing

better than models trained to detect all vulnerabilities together (Steenhoek et al., 2023).

However, some relatively newer studies have identified major flaws in the use of LLMs for
bug and vulnerability identification. Chang & Shokrolah Shirazi, (2025) observed that while
LLM performance is acceptable within non-complex bug domains, they lack effectiveness
in more complex logical bug identification that involves detailed control flow or data flow
or state reasoning (Chang & Shokrolah Shirazi, 2025). This is further identified in the study
'Understanding the Effectiveness of Large Language Models in Detecting Security
Vulnerabilities,! wherein it is identified that the wvulnerabilities that involve refined
interactions between program entities or flow paths tend to be overlooked by LLMs. Such
observations indicate that while early bug identification and vulnerability identification may
be aided with the help of LLMs, they do not yet conform to the reliability of dedicated static
or security testing tools. Beyond software testing, a broader assessment of ChatGPT within
professional analytical environments similarly determined that while useful for generating

ideas and code, the model consistently produced inaccuracies and logical fallacies in



technical subject areas, further cementing the necessity of always using LLMs in conjunction

with human expertise and validation (Scanlon et al., 2023).

2.7 Test Oracle Generation and Bug Report—Driven Testing

The generation of a test oracle is an area with great scope for incorporating LLMs in
automated software testing solutions. A test oracle is the component that decides if the output
of a particular test is right or not; otherwise, the effectiveness of automated testing will be
severely compromised without efficient test oracles. The development of test oracles has
been a largely human-based process, wherein the assertion conditions have been generated
manually. A solution called TOGLL leverages LLMs in generating test oracles and its
effectiveness has been assessed based on mutation testing, thereby proving that oracles
generated by LLMs enhance the fault revealing capabilities of mutation testing more than

their alternatives generated automatically (Binta Hossain & Dwyer, 2024).

Nevertheless, the correctness of the oracle based on LLM strongly depends on how such
oracles are developed. In case of mistakes in the development of hypotheses by the system,
incorrect expected results are obtained, which leads to incorrect results after the test. It seems
that although LLMs are able to get semantic information regarding the functioning of the

program, this does not ensure the correctness of the oracle.

Apart from being used in oracle generation, LLMs have also been used to create test cases
from bug reports. Plein et al. (2024) explored the use of LLMs for this purpose and found
that they can understand the natural language description of bugs and produce test cases for
reproducing the bugs. Taking this concept one step forward, the LIBRO framework has
shown that LLMs can successfully reproduce 33% of the 750 Defects4] bugs based on the
natural language descriptions of those bugs. The performance of LIBRO is well ahead of
other crash-only reproduction tools in the area and this saves a lot of debugging efforts
(Kang, Yoon & Yoo, 2023). This approach has added value because bug reports serve as

unofficial specs of buggy functionality in the software projects.



2.8 Automated Program Repair Using LLMs

One of the aspects that should have rightly caught people's attention is the use of LLMs in
automatic program repair. In automatic program repair, the objective is to make it possible
for the models to automatically generate repair code to fix bugs in software. Traditional
methods of repairing programs usually involve the use of predefined templates or search
techniques, but as the problems become more complex, these methods become hard to scale.
The LLMs are capable of generating repair codes according to the context of the program.
A massive study found that modern pre-trained LLMs of sizes between 125M and 20B
parameters could already outperform any automated program repair tools available (Xia,

Wei & Zhang, 2023).

An analysis of the performance of OpenAl's Codex on QuixBugs revealed that Codex could
fix as many as 23 Python errors and 14 Java errors even without explicit training for bug
fixing tasks, with the use of prompt engineering techniques having an important role in the
quality of the generated fixes (Prenner, Babii & Robbes, 2022). Dakhel et al. (2024) have
suggested that the patches generated by LLMs usually pass test suites in most cases

especially when the bug is straightforward and conforms to standard repair practices.

However, there exist some critical drawbacks in the application of LLMs to program repair.
Many patches that are generated by LLMs have semantic errors or overfit to the already
available test cases, which means that while the patches are able to pass the existing tests,
they do not address the problem that is being fixed. There is an evident consensus in the
literature about the validation of the patches created by LLMs through testing or other

techniques.

2.9 Evaluation Metrics, Benchmarks and Tools Comparisons

According to Schifer et al. (2023), the comparison of testing techniques using LLMs is
especially challenging because there is no universal evaluation metric used throughout
different studies. Although most papers employ typical metrics like code coverage, mutation
score, compilation ratio and defect removal capability, they fail to account for several
practical aspects, including test code readability, test writing efforts, or the usability of the

tool itself (Yang et al., 2024).



Wang et al. (2024) conducted a comprehensive study of LLM-based software testing and
noted irregularities in the testing methods, which pointed to a lack of a common
benchmarking system and reproducibility in testing. This is supported by systematic reviews,
which cite how LLMs perform better in testing involving a deep understanding or human
intelligence, but fare poorly in testing involving exhaustive exploration and determinism.
These trends indicate a need for a standard benchmarking system and a hybrid approach for
testing various tools, including LLM-based testing tools, with established automated testing

tools.

2.10 Identified Research Gaps

The research gaps that have been identified within this field can be classified into three broad
classes. First, most of the research papers written about this subject still use small scale
experiments or only one type of language. The problem with this approach is that it makes
it difficult to generalize the results of such tests to production systems running across

multiple stacks.

Secondly, all studies almost focus on LLMs as standalone tools rather than as component of
a large integrated testing pipeline. There is a notable lack of research examining how LLMs
can be combined with standardized vulnerability classifications like the Common Weakness
Enumeration (CWE), effective information searches and existing static analysers. This
problem is quite relevant since existing sources emphasizes that LLMs are most effective

when they work in combination with other methods.

The third one is the problem of hallucination, refers to instances where LLMs claim there
are bugs that do not actually exist. It is another important open research question without
many proposals in the current literature. Though the occurrence of hallucination is known to
be a significant drawback, there have only been a few papers that have discussed methods
for reducing the occurrence of hallucinations. Methods such as sampling with multiple runs
and self-consistency voting, where results from multiple calls to an LLM are combined to
remove any results that are low confidence, have proven successful in other fields in Natural

Language Processing (NLP) (Wang, X. et al., 2022).



These are the gaps that are directly addressed in the design practical system presented in this
thesis in Section 3.5, which incorporates multilingual capability, CWE-driven retrieval-

augmented prompting and self-consistency voting to address all three shortcomings.

2.11 Summary

In this chapter, a review of the literature on the application of LLMs in automated software
testing was carried out, focusing on five important aspects: test case generation,
bug/vulnerability detection, test oracle generation, automated program repair and evaluation
metrics. All the literature reviewed showed a clear indication of the benefits of using LLMs,
including improved semantic understanding, better readability of test cases and improved
natural language processing of bugs. However, some of the limitations of LLMs, such as
hallucinations, inconsistent results, poor coverage of edge cases and poor performance on
complex logical bugs, were also evident in the literature reviewed. Overall, the literature
reviewed indicates that LLMs are best used in combination with other automated testing
tools, not as a replacement, as indicated in this study, which directly informs the research

questions of this thesis as presented in the following chapters.

3 Research Methodology

In the following chapter, the research method used during this thesis will be elaborated in
detail. The objective of the research is to test the efficacy, limitations and readiness of Large
Language Models (LLMs) in automated bug identification. To test the efficacy of the LLMs
in automated bug identification, a mixed mode of research has been used during the thesis
that involves a literature review and an online survey of people who possess experience in

software development or software testing.



3.1 Research Approach

The research adopts a two-fold approach. Firstly, a qualitative study based on existing
research is done to examine the usage and assessment of LLMs in automated software
testing. Secondly, an online survey is performed to gather opinions on the use of LLMs for
bug detection and testing purposes by professionals and students alike. Figure 1 illustrates
the four-phase research methodology adopted in this study, spanning from background study

and literature review through to model development and final thesis submission.
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Figure 1: Research Design and Methodology Framework

This blended methodology is apt for the Bachelor’s thesis, as it helps to learn from the
findings of the theories of previous research and enrich them with practical inputs. Though

the literature review gives insights into the capabilities and limitations, the survey aids in



understanding the perceptions of usefulness, trust and adoption readiness of the LLM-based

testing tools.

3.2 Data Collection

This study employs two main data sources to address the research objectives: academic

literature and survey responses.

3.2.1 Literature Data

The main academic literature sources include research papers from journals, conferences,
surveys and other studies associated with the use of LLMs in automated testing and bug
detection. All these sources were chosen depending on their relevance to the research goals.
Main focus has been given to the literature that studies the use of LLMs for tasks including
test case development, bug detection, vulnerability detection or automated program repairs.
Others papers including surveys or literature studies have been considered in order to get a

general idea about the research trends.

322 Survey Data

Besides the literature study, this paper also employs an online survey using an online survey
service. The purpose of the online survey is to gain insights from practical experiences in
using LLMs in the automated testing and the identification of bugs. The targeted population
for this study involves software developers, software testers as well as computer science
students who have experience or awareness concerning software development practices. The
online survey aims at eliciting data on the awareness level among the respondents concerning
the use of LLMs. Additionally, other details include usage levels, advantages and levels of

trust among the respondents concerning the use of LLMs in the identification of bugs.



3.3 Selection Criteria

The review of the literatures was conducted on research papers that are relevant to Large
Language Models in software testing, bug detection or related tasks. Similarly, for the
survey, participation was open to individuals with basic knowledge of software development

or testing. No personal or sensitive data were collected and participation was voluntary.

3.4 Data Analysis Method

The literature review was explored using thematic analysis, categorizing results under core
themes such as test generation, bug detection, oracle generation and program repair. The
results of surveys were explored using descriptive statistics in conjunction with qualitive

insights, focusing on observations from study participants instead of predicting quantities.

After that, the finding from the two sources were compared to identify the places where the

views of academics and practitioners coincide or contradict each other.

3.5 System Design and Implementation

To complement the theoretical results of the literature review and empirical data obtained
from the survey, BugLens, a web-based bug detection platform, was developed as a practical
application of the thesis. The platform illustrates the application of LLMs within an
evidence-based process for automated bug detection. This addresses the research gaps
highlighted in Section 2.10. The development fulfils three essential technical elements,

namely, the core algorithm, the backend server and the frontend user interface.

3.5.1 System Architecture Overview

BugLens has adopted a multistep process that turns the input raw code into an organised and
confidence-scored bug report. As illustrated in Figure 2, the entire process consists of six

consecutive stages: Code Embedding, CWE Vector Retrieval, RAG Prompt Construction,



Multi-run LLM Analysis (N=5), Self-Consistency Voting and Severity Scoring, ultimately

producing a structured Final Bug Report. Each stage is described in detail below.

Code Input Code CWE Vector RAG Prompt
P Embedding Retrieval Construction
Final Bug Severity Self-consistency Muf;l;llmsiLM
Report Scoring Voting (N:yS)

Figure 2: Buglens six-stage bug detection pipeline
Stage 1: Code Embedding

The source code presented is mapped to its corresponding dense vector form through
OpenAl’s text-embedding-3-small, resulting in an embedding vector with a
dimensionality of 1536. The semantic meaning of the source code is contained in this
numeric vector, allowing for its comparison with other similar source codes in the

CWE repository.
Stage 2: CWE Knowledge Base and Vector Retrieval

A knowledge base specific to this project has been created with respect to the list of
Top 25 Most Dangerous Software Weaknesses as per CWE definitions provided by
MITRE. The importance of standardised vulnerability classification is further
highlighted by the OWASP Top Ten, which identifies the most critical web
application security risks and is widely used alongside CWE in security-aware
software analysis tools (Fredj et al., 2020). For each of the 25 entries in the database,
information such as the CWE ID number, vulnerability name, description, an
example of vulnerable code and a recommendation for fixing it has been stored. All

25 records have been embedded in memory as a NumPy vector index.

At inference time, cosine similarity is computed between the code embedding and

each CWE embedding using the formula:

similarity (a, b) = (a - b) / (||a|| x ||b||)




The use of cosine similarity for semantic comparison of code embeddings is
grounded in distributional semantics, where vector representations capture
contextual meaning and similarity between code constructs (Mikolov et al., 2013).
The top three CWEs that have high semantic similarities are identified and employed
in the next stage of prompt generation. This technique allows the LLM to analyze
vulnerabilities based on established vulnerability information instead of relying on
its training data alone, as suggested by the RAG methodology proposed by Lewis et
al. (2020). Subsequent surveys regarding RAG have shown that providing external
knowledge sources to ground the outputs of LLMs is effective in increasing the

accuracy of facts and reducing hallucinations (Gao et al., 2023).
Stage 3: Few-Shot Prompt Construction

The retrieved CWE records are then embedded within the prompt as few-shot
prompts before the LLM analyses the provided source code. The use of such a
prompt-engineering strategy, based on the insights of Wei et al. (2022) and Brown
et al. (2020), guides the machine learning model to discover and report any software
flaws in a structured manner within a predefined JSON schema. The effectiveness of
few-shot prompting has further been substantiated through models like InstructGPT,
where structured example prompts and human feedback helped in ensuring low
levels of hallucination and consistent responses from the language model in technical
settings (Ouyang et al., 2022). In each detected bug schema, the record includes the
bug ID, bug severity, bug location, bug type (and related CWE number), bug

description and possible solution.
Stage 4: Multi-Run LLM Analysis

The iterations are performed five times(N=5) independently using the same prompt
created for GPT-40-mini with a temperature of 0.7 to add some degree of variation.
GPT-40-mini was selected based on its demonstrated capability in structured
reasoning and code analysis tasks, building on the architecture described in the GPT-
4 technical report (OpenAl, 2023). Each iteration yields a separate bug report.
Multiple iterations are necessary since LLMs have stochastic behavior; hence, the
same input may yield different outputs in different iterations. The non-determinism

of LLMs is a documented property that renders single-shot evaluations unreliable for



detecting bugs since one output cannot determine whether there is a bug or a
hallucination (Ouyang et al., 2022). In other words, only one iteration is not enough

to detect genuine bugs and hallucinations.
Stage 5: Self-Consistency Voting

These five independent bug reports are combined using a self-consistency voting
scheme, which was derived from the work of Wang et al. (2022). First, each
individual bug is normalized to have a unique key, depending on the bug's severity,
location and category. Next, the number of occurrences of each unique bug report
among the five runs is calculated. All bugs that were detected in three or more runs
(k=3) out of the five are accepted as reliable results. All other bugs are considered
hallucinations and are not included. Each unique bug is associated with a confidence

score given by:

confidence = confirmed_runs / total runs

For instance, a bug that appeared in four out of five runs will have a confidence score

0f 0.80 (or 80%).
Stage 6: Severity Scoring

The bugs discovered in code are categorized into three categories: High, Medium and
Low, depending on the effects they might have on the security and correctness of the
code. The severity scoring approach adopted in BugLens is informed by the Common
Vulnerability Scoring System (CVSS), an industry-standard framework that assigns
weighted numerical scores to vulnerabilities based on their potential impact,
exploitability and scope (FIRST, 2015). The risk score of the whole code submitted

is determined through the following equation:

Risk Score = (High % 3) + (Medium % 2) + (Low X 1)

According to the calculated risk score, different levels of risks are established: A risk
score of 0 implies that there is no bug and the code is "clean," while a risk score
between 1 and 3 means Low risk, one between 4 and 9 is Moderate risk and one equal

to 10 or more is considered High risk.



3.5.2 Backend and Frontend Implementation

The backend is written in Python using the Flask framework. It offers an API endpoint that
takes in source code and language from the frontend, runs all six stages of the process and
returns the result in a structured JSON object of a bug report. The API key used to
authenticate the request sent to the OpenAl service is maintained on the server side only.
There is a health check endpoint that gives out the system status, CWE index size and the

configuration of the pipeline.

The frontend consists of a web-based user interface designed using HTML, CSS and
JavaScript. It consists of the code editor with line numbering for 12 supported programming
languages, real-time character count, an analysis button and a results panel with structured
output. The results panel displays severity summary cards showing the risk score formula,
the list of CWE entries retrieved for the analysis, severity-based filtering controls and
individual bug cards showing the severity badge, CWE identifier, confidence score, location,

description and suggested fix.

The complete source code for Buglens is publicly available at: https://github.com/Code-
Aashik/Bugl ens.git

4 Results and Discussion

This chapter presents and discusses the outcomes of both the literature review and the online

survey, illustrating how LLMs influence both academic research and practical application.

4.1 Findings from the Literature Review

The literature review revealed that the Large Language Models are being a great help in test
automation and bug identification. They are very helpful where the understanding of the
meaning is a major factor, such as helping in test script writing, code explanation and helping
to transform bugs from the code form to a more easily readable form. A comprehensive

review of LLM-based software testing reveals that LLMs have better performance in tasks


https://github.com/Code-Aashik/BugLens.git
https://github.com/Code-Aashik/BugLens.git

requiring semantic richness and poor performance in exhaustive path-based testing when
compared with traditional automated testing tools (Wang, J. et al., 2024). Moreover, this
research finds that LLMs are used for tasks that are not best handled by traditional testing
and debugging tools, especially for natural language bug description comprehension and test

case generation (Schifer et al., 2023).

Nevertheless, the above papers do not ignore the critical limitations as well. One such critical
limitation is the input variability, for which different outputs are possible for similar inputs.
The second such limitation is the hallucination aspect, wherein false information is
generated, especially for less familiar code. Another such limitation could be the impact on
the test coverage, wherein the code generated for the purpose of testing would focus only on
the normal execution of the code and not the testing of the corners (Zapkus & Slotkiené,

2024).

In general, it appears that LLMs do have an effect of increasing the applicability and
functionality of automated testing tools, although LLMs do not appear mature enough to act
independently as testing tools. It is evident from the literature that the optimal approach
would be to use a combination of LLMs and traditional automated testing techniques because
LLMs are adept at semantic reasoning and lack the determinism and exhaustive coverage
qualities of traditional automated testing tools (Celik & Mahmoud, 2025). It is from this idea
that the hybrid pipeline of BuglLens has been designed.

4.2 Findings from Survey

This section highlights the results that have been derived from the online survey carried out
in March 2026 involving a sample size of 18 participants comprising of software engineers,
students and academics. This survey was carried out in order to collect practical views
regarding Large Language Models concerning their awareness, use, efficacy, trust and

adoption in automated bug detection.



4.2.1 Participant Demographics

A total of 18 valid answers were obtained through the questionnaire from software
developers, students and academicians. The majority of the respondents were students
(83.3%) and there were three professors (16.7%). As for the experience in the field, eight
(44.4%) of the respondents had an experience period of less than one year in software
development or testing, six (33.3%) had an experience period of one to three years, one
(5.6%) respondent had an experience period of three to five years and three (16.7%)

respondents had experience periods of over five years.

Table 1: Survey Participant Demographics (n = 18)

Characteristic Category No. of Participant Percentage(%)
Student 15 83.3
Role
Professor 3 16.7
Less than 1 year 8 44 .4
1-3 years 6 333
Experience
3-5 years 1 5.6
More than 5 years 3 16.7
Regularly 10 55.6
Occasionally 5 27.8
LLM Usage
A few times 2 11.1
Never 1 5.6
Total 18 100
422 Awareness and Usage of LLMs (RQ1)

The respondents had shown a reasonably good level of familiarity with Large Language

Models. With a rating scale of 1 to 5, the mean score of respondents' familiarity is 4.06



(SD=0.6). In other words, most participants were already familiar with LLM tools before
taking this survey. Notably, no one gave the score less than 3, meaning that the visibility of

LLM models is relatively high among developers and academics represented in our sample.

As to the usage of these tools in debugging and finding bugs, all but one respondent had used
them for the task before participating in this study. Thus, 10 people (55.6%) use LLM tools
regularly, another 5 people (27.8%) do it occasionally and 2 people (11.1%) used them only
several times for code debugging. Interestingly, just one respondent (5.6%) claimed not

using LLM tools in debugging.

Concerning particular tools used for bug detection, the vast majority of participants choose
ChatGPT/GPT-4. It was mentioned by 17 people (94.4%). The following tool was GitHub
Copilot, chosen by 8 participants (44.4%). The same number of people (44.4%) preferred to
use Google Gemini. As for Claude, 3 people chose it (16.7%). Therefore, the most popular
tool for bug detection is still ChatGPT/GPT-4.

423 Perceived Effectiveness and Strengths (RQ2, RQ3)

Asking about the relative efficiency of using LLMs versus traditional automation to detect
bugs on a scale of 1 to 5, resulted in a mean of 3.56 (SD=0.7). This suggests a moderately
positive attitude towards the ability of LLMs to detect bugs, without assuming superiority
over other automated testing tools. It correlates with Chapter 2, where the reviewed literature
showed that LLMs were better than traditional tools at performing semantic tasks, but failed

to surpass them in exhaustive and deterministic tests.

As for the strengths that users perceive, the top three are understanding natural language bug
descriptions, chosen by 11 people (61.1%); providing clear explanations for what a piece of
code does and suggesting fixes along with detection — both of which were selected by 8
people (44.4%); and generating comprehensible test cases, selected by 2 people (11.1%). As
stated above, the reviewed literature emphasized semantic analysis as the strength of LLMs,
making this finding consistent. The large selection of fix suggestions along with detection

as another important feature of LLMs should be highlighted here.



424 Trust, Limitations and Adoption Readiness (RQ4)

While effectiveness was positively rated, LLMs still received only moderately high scores
for the trustworthiness of bug reports produced. Specifically, the mean trust score was 3.11
out of 5 points. A difference of 0.56 points between perceived effectiveness (3.56) and the
trust score (3.11) shows that, although practitioners recognize LLMs' ability to identify bugs,

they do not trust the output produced and cannot confidently use it in actual projects.

The most frequent limitation mentioned was LLMs' tendency towards hallucination or
providing wrong outputs, pointed out by 13 respondents (72.2%). Both inconsistency when
working with the same input data and low capability of detecting complex logic and control
flow bugs were raised by 7 respondents (38.9%). Security and privacy concerns connected
with sharing code were mentioned by 7 respondents (38.9%) and poor coverage of edge
cases — by 6 respondents (33.3%). Such problems are consistent with those stated in the
literature review, specifically, the limitations related to the lack of determinism and
unreliable quality of output presented by Schéfer et al. (2023) and Zapkus & Slotkiene,
(2024).

Regarding the usage mode that is considered to be more appropriate, 12 participants (66.7%)
agreed that LLMs need to be used together with the traditional testing tools and should not
be used independently. Four participants (22.2%) stated that LLMs can only be employed
for simple or initial tasks, one person thought LLMs are standalone tools and another one
said LLMs cannot be used professionally. This significant preference for combining LLMs
with other testing methods gives an important answer to RQ4 and supports the conclusion

made during the literature review — LLMs should be used only as additional instruments.

Regarding willingness to employ LLMs more often in testing processes, 3.56 on a scale of
5 was the mean score. It means that people are moderately willing to use LLMs. It can be

explained by their doubts about accuracy and reliability.

4.2.5 Qualitative Feedback

The six participants who answered in the open-text format in response to the optional

question asked about what would have to change in order for LLMs to be a reliable bug



detection tool mentioned the necessity to gain better context-awareness about the entire code
base, decrease the number of false-positive detections and give better rationales about the
suggested changes. In particular, one participant explicitly stated that a prerequisite for an
LLM being a good bug detector would be its ability to execute the code, make observations
on its behavior and then draw conclusions based on those observations, rather than making
inferences purely by analyzing the code statically. Another participant mentioned the
improvements in terms of precision and decreased hallucination as two key improvements

necessary for making LLMs a reliable bug detection tool.

4.3 Comparison and Discussion

This section compares and interprets the findings obtained from the literature review and the
online survey conducted in this study. By examining the areas of agreement and divergence
between academic research and practitioner perspectives, this section aims to provide a
comprehensive understanding of the current state of LLM-based bug detection and its
practical implications. The discussion is structured around the four research questions

guiding this thesis.

43.1 RQ1: Current Applications of LLMs in Automated Testing

The literature review showed widespread LLM adoption across automated testing tasks such
as: test case generation, bug and vulnerability detection, oracle creation, and automated
program repair, supported by applications built on GPT, CodeBERT, and CodeT5
architectures. The findings of the survey study offer substantial validation of this scenario.
Considering that more than 94.4% of the participants have already utilized ChatGPT/GPT-
4 for debugging purposes and above 88% regularly or occasionally use LLMs in searching
for bugs, the application of LLMs in automated software testing has progressed from mere
theoretical speculation to practical implementation. The high level of familiarity score (4.06

out of 5) further affirms this conclusion.



432 RQ2: Strengths and Limitations of LLM-Based Testing

It can be said with certainty that the most important advantages of LLMs in the area of bug
detection are semantic understanding, the ability to process the meaning of bug descriptions
with NLP and the possibility of generating human-readable test cases. All of these
conclusions coincide with the survey results completely. In particular, the ability to
understand natural language bug descriptions was considered by 61.1% of the survey
participants as the most critical advantage of LLMs and the ability to explain code behavior

correctly and provide solutions as well as detect problems was considered by 44.4% of them.

The same correlation can be seen in the results concerning disadvantages of LLMs. As far
as the academic literature goes, there were four main limitations, including hallucination,
inconsistent output, poor handling of edge cases and inability to detect complex logical
errors. These disadvantages were confirmed by the survey respondents. Hallucination was
pointed out by 72.2% of them, inconsistent results by 38.9%, weak handling of complex
logical bugs by 38.9% and poor handling of edge cases by 33.3%. One disadvantage was

mentioned by survey respondents only and it was security concerns related to code sharing.

433 RQ3: LLM Performance Compared to Traditional Tools

In terms of comparison between the performance of LLMs and traditional instruments, there
are some interesting nuances. First, according to the studies conducted by Schéfer et al.
(2023) and Dakhel et al. (2024), despite their outputs' readability and developer-friendliness,
the use of LLMs has been shown to be inferior in mutation score and fault coverage, as well
as edge case detection, compared to traditional search-based instruments. Second, in his
review, Wang et al. (2024) mentioned the problem of non-standardized benchmarking that

does not allow for easy comparison of performance.

From the point of view of the survey results, this statement is true. On average, practitioners
consider the bug detection capability of LLMs compared to traditional tools as quite good,
but not exceptional; on a scale of 5 points, the average rate amounted to 3.56 points. It should

be noted that the difference between effectiveness (3.56 points) and trust (3 points) is rather



instructive — while practitioners believe LLMs have a certain level of capability, they do not

show complete trust to them in their works.

434 RQ4: Practitioner Perceptions of Reliability and Usefulness

The survey offers concrete empirical data regarding practitioner views, which add to the
mainly theoretical discourse within the academic literature. The average trust rating of 3.00
out of 5 reflects a rather neutral position; hence, although LLMs are seen as assistants, they
are not viewed as being reliable enough to be used professionally without supervision. This
is supported by the literature that warns against the presence of hallucinations and lack of

deterministic output, which reduces the reliability of LLM-generated bug reports.

Concerning the answer to RQ4, it was found that there is an overwhelmingly convincing
tendency towards the hybrid model. Out of the 18 respondents, 12 agreed that the use of
LLMs should be hybrid with traditional test creation techniques instead of being used
separately, while an additional 4 participants stated that even if LLMs were to be utilized, it
should be for elementary or basic tests only. This answer matches the findings of the
literature review done in Section 2.11 where it was stated that LLMs should be used as part
of a larger testing procedure, not as a replacement of any kind. On average, the likelihood of
increasing their use in the future is 3.44 out of 5, which means that there is hope but with

some caution regarding the quality of output.

4.4 Practical System Evaluation

This section provides the results achieved by applying BugLens for detecting vulnerabilities
in samples of source code deliberately introduced with vulnerabilities. This analysis was
carried out to give proof that the tool could detect vulnerability patterns in the real world and

prove the importance of the pipeline introduced in Section 3.5.

4.4.1 Evaluation Approach

A total of four intentionally vulnerable codes were used in this evaluation; the four codes

were created using Python, JavaScript, Java and C languages. In addition, all four codes



contained several vulnerabilities that had been identified in the CWE Top 25. All four codes
underwent the complete Buglens pipeline that involved code embedding, CWE vector
extraction, generation of prompts for RAG, running the five independent GPT-40-mini
models, voting for self-consistency with a threshold value k = 3 and severity scores for the
confirmed bugs. The four test cases covered both two interpreted and two compiled
languages, enabling a cross-language analysis of BugLens. Figure 3 shows the user interface

of BugLens with the source code editor on the left and the bug report section on the right.

Figure 3: BugLens web interface showing the code editor, language selector and bug report

panel

4.4.2 Test Case 1: Python Security Vulnerabilities

The first test case used a Python script containing multiple deliberately introduced security
flaws including SQL injection, unsafe deserialization, hardcoded credentials, weak hashing,

command injection and an unclosed file handle. The source code is shown in Figure 4.



def get_db_connect

conn = sql nnect("users.db")
return conn

def authenticate(username, password):

'" + username + "' AND password='" + password + "'"

cursor. fetchone()
sult

)

password.encode()) . hexdigest ()

def run_backup(filename):
system("tar -czf backup.tar.gz " + filename)

def load_session(s
1ith open(

amounts = )

print(amounts|

Figure 4: Python source code with intentionally introduced security vulnerabilities

Buglens ran five independent analyses and applied self-consistency voting with k=3. The

outcome is shown in Figure 5.

3 susLens

Figure 5: BugLens output for Python code

BugLens identified two critical flaws. Flaw 1 involved SQL Injection (CWE-89) through
the authenticate function, which concatenated user-provided inputs in the query and was
found with 60% confidence. Flaw 2 included unsafe deserialization of user-controllable data
(CWE-502) by load_session using pickle.load() at a confidence level of 60%. The total

weighted risk score turned out to be 6 and the code is considered Medium Risk. There were



several other possible flaws found in the code (hardcoded credentials, MD5 password hash,
command injection via run_backup, open file descriptors in save user data) that could

not reach the voting threshold of k=3 votes and thus are considered low-confidence findings.

443 Test Case 2: JavaScript Web Application Vulnerabilities

The second test case used a JavaScript file simulating a web application backend, containing
SQL injection, cross-site scripting, code injection via eval(), hardcoded API keys and

missing input validation. Figure 6 shows the JavaScript test code.

" + username + "'";

sponseText;

=1) {
document.getElementById("msg").innerHTML = "Welcome Admin";

~ password = localStorage.getItem(userId);
n password;

n renderProfile(userInput) {
document . getElementById("profile").innerHTML = userInput;
eval(userInput);

ion deleteUser(userId) {
ete?id=" + use
"+ d + " with key: " + apiKey);

input = document.getElementById("searc|
document . getElementById("output™).innerHTML = input;

Figure 6: JavaScript source code with intentionally introduced web application

vulnerabilities

BugLens ran five independent analyses and applied self-consistency voting with k=3. The

result of the test is shown in Figure 7.



Figure 7: BugLens output for JavaScript code

Three high-severity vulnerabilities were confirmed through Buglens. The first bug
identified is the SQL Injection vulnerability (CWE-89), found in the searchUsers function
in which the user input is used to construct the query string directly, at a confidence level of
80%, the maximum confidence level for any vulnerability. The second bug is the Cross-Site
Scripting vulnerability (CWE-79), found in the renderProfile function when the unescaped
user input is used to populate the innerHTML variable, at 60% confidence level. The third
vulnerability is the Code Injection vulnerability (CWE-94), which is again present in the
renderProfile function using eval() to run the unescaped user input, also at a confidence level

of 60%. The risk level is 9, meaning that the code is medium risk.

4.4.4 Test Case 3: Java Authentication and Input Handling

In the third testing scenario, a Java class was employed to simulate a user management
backend that included SQL injection, hard-coded database credentials, OS command
injection, path traversal and array indexing out-of-bounds. The test code is presented below

in Figure 8.



DB_URL = "jdbc:mysqgl://localhost/mydb™;
DB_USER = "root™;
DB_PASS = "adminl23";

ic = - Connection getConnection() throws SQLEx 1
return DriverManager.getConnection(DB_URL, DB_USER, DB_PASS);

ubli c ResultSet getUser(5tring username) throws SQLEx

Conn n conn = getConnection();

Statement stmt = conn.createStatement();

String query = "SELECT * FROM users WHERE username = " + username +

return stmt.executeQuery(query);

3

- void runSystemCommand(String userInput) throws
Runtime.getRuntime().exec("ping " + userInput);

c void writeToFile(S5tring filename, String data) throws IOException {
ter fw = new FileWriter(filename);
fw.write(data);

c 5tring decryptPassword(String encoded)
decoded = java.util.Base64.getDecoder().decode(encoded);
return new String(decoded);

c void loadUserConfig(String path) throws Exception {
ctInputStream ois = new ObjectInputStream(new FileInputStream({path});
ct co g = pis.readObject();

ic void main(5tring[] args) rows Exception {
cmds = {"1s", "pwd", "whoami"};

ring cmd : cmds
ess p = Runtime.getRuntime().exee({cmd);

o

trin

£

Proc

int[] data = {18, 28, 3@8};:
System.out.println(data[5]);

Figure 8: Java source code with authentication and input handling vulnerabilities

BugLens ran five independent analyses and applied self-consistency voting with k=3. The

outcome is shown below in Figure 9.

—Javo - 42.63s § confirmed bugs|

rHanager {

Hlocalnost/myab®;

(String userTnput) —

+ userTnput)

ng tilename, String of
eWriter(filenane);




cess is within the bounds of the array by checking the length before accessing elements

Figure 9: Buglens output for Java code

In terms of bug detection, BugLens identified five bugs in this test case which is more than
that detected in other test cases, having a risk score of 13, indicating that this test case code
is classified as high risk along with the fourth test case being the only two cases having high-
risk codes. In Bug 1, there was SQL Injection (CWE-89) in the method called 'getUser' by
passing the variable username in the query string with 80% confidence. In Bug 2, there was
Hardcoded Credentials (CWE-798) at the variable DB_PASS in the source file where the
password was hardcoded. Bug 3 was related to OS Command Injection (CWE-78) in
runSystemCommand, ~ where  user  input was  passed  unsanitized to
Runtime.getRuntime().exec(), confirmed at 60% confidence. In Bug 4, there was Path
Traversal (CWE-22) in writeToFile() where any filename could be used and saved without
being validated. In Bug 5, there was ArraylndexOutOfBoundsException in the main
method when trying to access element index 5 from the three-element array, which was
confirmed with 60% confidence. For the third stage of CWE retrieval, CWE-89, CWE-22
and CWE-798 were properly identified.

4.4.5 Test Case 4: C Memory and Security Vulnerabilities

The fourth test case used a C program containing memory safety issues and security
vulnerabilities typical of low-level systems code, including buffer overflow, command
injection, path traversal, memory leaks and format string vulnerabilities. The source code is

shown in Figure 10.



<stdio.h>
<stdlib.h>
<string.h>

char admin_password[] = "supersecretl23";
r db_connection[] = "mysql://admin:password@localhost/db";

void copyInput{char *userInput) {
char buffer[64];
strcpy{buffer, userInput);
printf{"Input: %s\n", buffer);
T

volid processRequest{char *input) {
char cmd[128];
sprintf(cmd, "echo %s »>»> log.txt", input);
system{cmd);

H

int* createArray(int size) {
= (int*)malloc(size * =

void readFile{char *filename) {
FILE *fp = fopen(filename,
char content[256];
fgets(content, 256, fp);
printf{"%s", content);

r

H

int authenticate({char *password) {
stored[] = "adminl23";
{(strcmp(password, stored) == @)
return 1;

h o8

void formatString(char *userInput) {
printf{userInput);

T

int main() {
char *input = malloc(1e8);
strcpy(input, "test™);

copyInput{ "AAAAAAAAAAARAARAAARAAAASAAAAASAAAASAAAAAAAAAASAASAAAALAAAPAASSAALAAAPSAARAAAAT ) 5

int *=ptr =
*ptr = 42;

h 8

Figure 10: C source code with memory safety and security vulnerabilities

BugLens ran five independent analyses and applied self-consistency voting with k=3. Th

result of the test is shown in Figure 11.

— G- 79825  confirmed bugs

ay(int size) {

(int=)nalloc(size = siz

if (strcap(password,
return 1

}

return 8

Use stracpy instead of strepy to limit the nusber of bytes copied and ensure it does not exceed the buffer size

nt main() {
char *input = mallec(168)
strepy (input, “test®)

r functions or libreries to handle shell commands, or validate and sanitize the input thoroughly before using it.




The function readFi
? SUGGESTED FIX

Validate and sanitize the filename input to ensure it does not contain path traversal characters like '../'.

MEDIUM

The function ¢ nory for an integer array but does no ogram terminate

? SUGGESTED FIX

Ensure to free the allocated memory when it is no longer needed.

The function forma nat string in printf, which ¢

? SUGGESTED FIX

Use a format string with a specific format specifier, e.q., printf('%s', userInput);

Figure 11: BugLens output for C code

As per outcome of the test, the bugs detected by BugLens were five, all having a risk score
of 12. Therefore, the code could be classified as High Risk. The first bug found (Stack-based
Buffer Overflow (CWE-121)) was located in function copyInput in which strcpy copied
user input into a 64-byte stack buffer without performing any checks on length, being
confirmed with 60% confidence. The second one (OS Command Injection (CWE-78))
occurred in processRequest function where sprintf was used to construct shell commands
using user input and system() to execute those commands, being confirmed with 60%
confidence. The third one (Path Traversal (CWE-22)) happened in readFile, where a
potentially harmful filename that a user was able to provide was used in fopen without being
validated, leading to file access from any other directory apart from the desired one, being
confirmed with 60% confidence. The fourth one (Memory Leak (CWE-401)) happened in
createArray where a block of memory was allocated using malloc but never freed, being
confirmed with the highest confidence, namely, 80%. The fifth one was (Format String
vulnerability (CWE-134)) occurring in formatString where user input was supplied as an

argument for printf, being confirmed with 60% confidence.



4.4.6 Evaluation Summary

Across all four test cases, BugLens confirmed a total of 15 bugs spanning Python, JavaScript,

Java and C. The results are summarised in Table 2.

Table 2: BugLens Practical Evaluation Summary

Metric TC1-Python | TC2-JS TC3-Java TC4-C
Confirmed bugs | 2 3 5 5

High severity 2 3 3 3
Medium severity | 0 0 2 1

Low severity 0 0 0 1

Risk Score 6 9 13 12

Risk Level Medium Risk | Medium Risk | High Risk High Risk
Analysis time 51.07s 62.06s 42.63s 79.82s
LLM runs 5 5 5 5

The outcome of tests indicates a few recurring trends from the testing phase of the evaluation.
Firstly, Buglens consistently detects the most structurally evident types of security
vulnerabilities in the four programming languages, with SQL Injection, OS Command
Injection and hardcoding of passwords appearing as confirmed findings with confidence
levels of 60%-80%. Secondly, the self-consistency voting mechanism works as planned —
inconsistencies in vulnerability detection between multiple trials lead to the rejection of
findings, thus removing false positives and ensuring that the most accurate findings remain.
Finally, the CWE search method relying on RAG consistently leads the model to find the

appropriate class of vulnerabilities in all cases, except one.

The compiled language examples (Java and C) revealed more number of validated defects
and higher risk scores compared to the interpreted language examples (Python and
JavaScript). This could be because there exists a different category of vulnerabilities in
systems programming languages such as C and Java, as compared to Python and JavaScript,
due to memory safety issues in the former two. In fact, the C example took the maximum

time to analyze, which was 79.82 seconds.



A significant drawback seen in all test cases is the conservative use of k=3 in terms of false
positive filtering, which caused the loss of several actual bugs in the program but which were
found only inconsistently over five trials. These include the hardcoded credentials bug in
Python, API key leakage in JavaScript and null pointer dereference in C. In such situations,
one should consider the purpose of the static analysis tool used, which is to detect bugs with
high confidence. In this case, it is more important for the analysis tool to have fewer false

positives rather than being more thorough in detecting all possible bugs.

Overall, the practical evaluation confirms that BuglLens successfully addresses the three
research gaps identified in Section 2.10. The system demonstrates multilingual capability
across four languages, integrates CWE-based retrieval-augmented prompting to ground
analysis in standardised vulnerability taxonomy and employs self-consistency voting to
reduce hallucinations. The findings provide empirical evidence that an LL.M-based pipeline
with these design features can produce reliable, structured and actionable bug reports across

diverse programming languages and vulnerability classes.

5 Summary and Discussion

This chapter provides an overall synthesis of the findings presented in Chapter 4, summarises
the answers to the four research questions, evaluates the contribution of the BugLens system

and identifies the limitations and directions for future research.

5.1 Summary of Findings

It was established from the literature review that LLMs have found applications in a variety
of software testing tasks, such as test case creation, bug and vulnerability identification, test
oracle creation and program repair. LLMs are mainly characterized by their strength in
semantic reasoning, in that they can comprehend natural language input, analyze the
behavior of codes and produce comprehensible results. Limitations include hallucination,

inconsistency in results, inability to handle edge cases well and inefficiency when handling



logic problems. The general observation is that LLMs are useful as an additional layer in

hybrid testing approaches.

Findings obtained from an online survey administered to 18 software professionals and
academics in March 2026 corroborated these observations. With an average level of
familiarity of 4.06 out of 5, this indicated that LLMs were actively adopted in practice, with
88% using them frequently or occasionally for debugging purposes. The low score of 3.56
for effectiveness and 3.11 for trustability indicated that there was a clear gap between the
perceived capacity of LLMs and their actual efficacy. Hallucinations continued to be the

most prevalent issue, with 72.2% citing it as an ongoing challenge.

5.2 Research Questions Answered

The answers to the four research questions are as follows. Large language models are already
being used in all domains of automated software testing, from generating test cases to finding
vulnerabilities (RQ1). The main strengths of LLMs are their ability to do semantic reasoning
and provide readable outputs, while the main weaknesses are that they tend to hallucinate
and be nondeterministic (RQ2). They underperform traditional tools on exhaustive measures
like mutation scores and edge case coverage but outperform traditional tools on problems
involving natural language understanding (RQ3). Researchers see large language models as

useful helpers rather than reliable tools in the absence of supervision (RQ4).

5.3 BugLens System Evaluation

Buglens system was created to solve three research problems mentioned in Section 2.10: no
multi-language evaluation, missing CWE-integration pipelines and low hallucination
mitigation techniques. This system uses a six-step pipeline including code embedding,
retrieval-augmented generation using CWE, multi-run evaluations using GPT-40-mini
language models and self-consistency voting method. Testing for Python, JavaScript, Java
and C revealed 15 bugs altogether, where programs written in compiled languages achieved
higher risk scores due to one more category of security issues related to memory safety. Self-
consistency filtering technique proved effective at eliminating hallucinations, while RAG

prompted CWE classes in all cases. The evaluation results also highlighted a key design



trade-off inherent in the system. The conservative voting threshold of k=3 prioritised
precision over recall, meaning that some genuine vulnerabilities detected inconsistently
across runs were filtered out alongside hallucinations. This trade-off is consistent with the
thesis objective of producing reliable and actionable bug reports rather than exhaustive

detection.

5.4 Limitations

The study has some limitations that need to be addressed. First, the survey included only 18
participants who, for the most part, were students (83.3%) and thus might lack
generalisability to professional software development environments in terms of practitioner
perception. Secondly, the BugLens testing relied on code samples with intentionally added
errors and not on production code in complex systems; therefore, its performance in real-
world conditions has yet to be tested. Third, since a self-consistency voting criterion with
the value of k equal to 3 was applied in all test cases, some actual vulnerabilities were
eliminated due to their inconsistent detection during runs. Fourth, the testing was performed
using GPT-40-mini and hence the results may be different in the case of other LLMs. Lastly,

the CWE database includes the 25 most dangerous software weaknesses only.

5.5 Future Work

Some possible directions for future research include: first, combining BugLens with a static
analysis tool like Bandit for Python and ESLint for JavaScript would allow cross validation
of results detected by the LLM with those based on rules; second, conducting experiments
on real world datasets, rather than artificially generated ones; third, conducting experiments
using different adaptive values of the voting threshold, such as setting k=2 for High severity;
and fourth, conducting longitudinal studies where multiple consecutive iterations of an LLM

are tested on a common bug benchmark dataset.



6 Conclusions

The thesis examines the usage of LLMs in automated software testing and bug discovery
using a mixed approach of systematic literature review, an online questionnaire to 18
software developers and a working automated bug reporting system called BugLens. The
results show that while LLMs excel at semantic comprehension, they are constrained by
issues such as hallucinations, inconsistent outputs and low accuracy for logical bugs. The
empirical evidence from the survey corroborated the aforementioned results and exposed the
discrepancy between the perceived effectiveness and the developer’s confidence level in
LLMs. It was shown that the application of a proper pipeline including CWE-augmented
generation and voting based on self-consistency could generate accurate bug reports
regardless of the programming language used. In summary, it was concluded that the
effective use of LLMs requires their inclusion into the automation testing process pipeline

coupled with a vulnerability repository standardisation and multi-run techniques.
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Appendix:

Appendix 1. Survey Questionnaire

The following questions were used in the online survey conducted in March 2026.

Participation was voluntary and anonymous. No personal or sensitive data were collected.
1. What is your current role?
e Student
e Software Developer
o Software Tester
e Professor
e Other
2. How many years of software development or testing experience do you have?
e Lessthan 1 year

e 1-3years



e 3-5years
e More than 5 years

3. How familiar are you with Large Language Models (e.g. ChatGPT, GitHub Copilot,
CodeBERT)? (Scale 1-5)

4. Have you ever used an LLM tool to help identify or debug code issues?

Regularly

Occasionally

A few times

Never

5. Which LLM tools have you used? (Select all that apply)

ChatGPT / GPT-4

GitHub Copilot

Google Gemini

Claude

Other

6. How effective do you think LLMs are at detecting bugs compared to traditional tools?
(Scale 1-5)

7. What are the biggest strengths of LLMs for bug detection? (Select all that apply)

Understanding natural language bug descriptions

Explaining code behaviour clearly

Suggesting fixes alongside detection

Generating readable test cases

Other

8. What are the biggest limitations of LLMs for bug detection? (Select all that apply)



e Hallucinations / incorrect outputs

o Inconsistent results for the same input

e Weak on complex logic or control flow bugs

e Poor coverage of edge cases

e Security and privacy concerns with sharing code
e Other

9. How much do you trust LLM-generated bug reports or fixes in a real project? (Scale

1-5)

10. Do you think LLMs should be used as standalone testing tools or combined with

traditional methods?
e Standalone — they are capable enough on their own
o Combined with traditional tools
e Only for simple or initial tasks
e Not suitable for professional use

11. How likely are you to increase your use of LLM-based testing tools in the future? (Scale

1-5)

12. In your own words, what would need to improve for LLMs to become reliable bug
detection tools? (Optional, open text)



