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Short-term forecasting of fine particulate matter (PM2.5) still remains a challenge in
sparsely monitored regions like Finland, which is influenced by episodic pollution sources
like re-suspended road dust and burning wood. The state-of-the-art techniques usually fo-
cus on the forecasting of single-pollutant or urban monitoring network with high-density,
and focus is rarely sparsely monitored region. In this work, we adapt the AQ-Net, a
deep spatiotemporal neural network originally proposed for (PM2.5) forecasting in north-
ern China, to multi-horizon forecasting in Finnish air quality monitoring networks. Our
model extends the original AQ-Net to include multiple pollutants, meteorological fac-
tors, utilizes a residual prediction formula, and incorporates traffic volume from Fintraf-
fic to predict air quality. As a demonstration of the efficiency of our model, we adopt
approximately ten years of open access data of FMI air quality and meteorological con-
ditions of twenty Finnish stations from 2016 to 2026. Through comprehensive experi-
ments with different configurations of sequence length, normalization method, loss func-
tion, and model architecture, we show that the extended AQNet consistently outperforms
PatchTST, iTransformer, and a persistence baseline across all four forecasting horizons
(6, 12, 24, and 48 hours), with traffic information reducing 24-hour RMSE by 17.4%
during the Nordic spring road-dust season.
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1 INTRODUCTION

1.1 Background

Air pollution is recognized as one of the most important global health and environmental
issues in the 21st century. In accordance with the World Health Organization (WHO)
report [1], 99% of the global population is exposed to air quality that is beyond the rec-
ommended safe levels. Recent global assessment reports [2] have estimated that around
7 million premature deaths are caused by air pollution each year, which is one of the top
contributors to mortality. While the effects are most intense in densely populated and
industrialized areas, even countries with relatively clean air, such as Finland [3], are sub-
ject to episodic pollution events caused by long- range transport, biomass burning, and
unfavorable meteorological conditions. Therefore, it is essential to develop accurate and
reliable air quality forecasting tools.

Understanding the composition and behavior of the pollutants is very important in the pro-
cess of forecast system’s development. Air pollution consists of a blend of harmful gases
and particulate matter, with carbon monoxide CO, ozone O3, nitrogen dioxide NO2, re-
garded as the most critical pollutants in terms of their impact on human health and the
environment. Many studies [1, 4, 5] have demonstrated that PM2.5 presents the greatest
direct health risk due to its ability to penetrate deep into the lungs and bloodstream, while
the gases NO2 and O3 contribute to respiratory and cardiovascular stress and drive the for-
mation of secondary pollutants. A major problem faced during air pollution forecasting is
that pollutants do not act independently. Instead, their concentrations are influenced not
only by meteorological factors such as temperature, humidity, wind, and atmospheric sta-
bility, but also by chemical reactions among pollutants [6]. Moreover, pollutant behavior
is shaped by their emission sources, chemical properties, and prevailing meteorological
conditions [1,6]. Although global- scale research has shown valuable results, local obser-
vational research is equally important for understanding pollutant behavior [7].

Figure 1 is a depiction of the temporal representation of the selected air pollutants and
meteorological parameters in Finland for the past ten years [9]. The figure is a represen-
tation of the measurements collected from various stations across Finland. The values
shown in the figure represent the overall average value from the total number of stations
at a given time. The varying range for each pollutant is due to the availability of sen-
sors data for each pollutant across stations and preprocessing, such as quality filtering
and invalid data removal. All variables (pollutant and meteorological) are harmonized to
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Figure 1. Temporal variations of pollutant concentrations (PM10, PM2.5, PM1, ultrafine par-
ticles (UM003) [8], NO2, SO2, and O3) and meteorological parameters measured at fixed-site
monitoring stations across Finland.

a common hourly resolution, and a consistent 24- time- step (24- hour) moving average
filter is applied uniformly to all variables.

The parameters show a strong variability with respect to time. Temperature is seen to
change seasonally, with considerably low temperatures during the winter season and
higher temperatures during the summer season. Some pollutants, like NO2, PM10, and
PM2.5, are more likely to show increased levels during colder periods and decreased lev-
els during warmer periods. However, for others like ozone (O3), the opposite is the case;
here increased levels are recorded during warmer periods and vice versa.

Meteorological variables exhibit clear seasonal patterns, particularly temperature, which
follows an annual cycle with cold winters and warm summers. Relative humidity varies
more moderately throughout the year. These meteorological factors play a crucial role in



11

shaping air quality by influencing pollutant dispersion, transport, and chemical transfor-
mations [6, 7]. Overall, these interactions illustrate the complexity of air quality systems,
including non- linearity and spatio- temporal effects [6, 7].

The temporal variability and strong interdependence between air pollutants and meteo-
rological conditions pose challenges for traditional modeling approaches [10, 11]. For
example, these air quality systems are non- linear and dynamic, and modeling these sys-
tems must account for both spatial and temporal patterns. This has led to the application
of advanced machine learning and deep learning methods, which have shown promise for
learning these patterns for accurate air quality forecasting [12–18].

Research on air- quality modelling spans emission inventory development [6], numerical
atmospheric simulation [7,19–21], and short- term concentration forecasting [10]. Earlier
studies adopted chemical transport models(CTM) [6] and online coupled meteorology-
chemistry models [6] to simulate the pollutant emission, chemical transformation, trans-
port, and deposition using a three- dimensional representation of the atmosphere. These
models explicitly resolve pollutant- meteorology interactions and simulate aerosol vari-
ability and large- scale atmospheric processes within a physically consistent framework.
However, the inclusion of detailed chemistry, aerosol microphysics, and meteorological
processes makes the model complex. High- resolution simulation is often needed in order
to capture spatial variability in aerosol concentrations and regional pollution gradients,
which usually makes these models computationally expensive as well as configuration
and processor- intensive [6, 7]. Moreover, model performance strongly depends on the
availability and quality of the underlying emission and meteorological input data, and
uncertainties in these data may affect the model’s performance. Although CTMs [6] re-
main indispensable for regulatory and meteorological applications, their computational
demands and structural rigidity limit their adaptability for rapid, real- time forecasting.
These limitations have motivated the development of data- driven approaches [10] that
rely directly on observational data rather than full physical simulation.

To overcome these limitations, data- driven approaches have gained importance. Tra-
ditional statistical methods such as Kalman filters, linear regression, and the Autore-
gressive Integrated Moving Average (ARIMA) [22] model have historically improved
short- term air- quality predictions, however, ARIMA and similar time- series approaches
rely on linear assumptions and cannot capture the nonlinear chemical and meteorologi-
cal interactions that govern pollutant dynamics. Machine- learning methods like random
forests [23], support vector regression [24], and boosting algorithms [25], show further
improvements but still faced challenges in capturing long- range temporal dependencies
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and spatial relationships among monitoring stations. Recent advances in deep learning
have significantly transformed the field [11]. Recurrent neural networks (RNNs) [26],
long short- term memory networks (LSTMs) [27], and gated recurrent units (GRUs) [28]
have been used to model temporal pollutant dynamics, while convolutional neural net-
works (CNNs) [29] have been applied to spatial modelling. Hybrid architectures such
as the CMAQ- CNN model [30], attention- based LSTM models [31], and spatiotempo-
ral neural networks have demonstrated improved predictive performance. More recently,
large- scale foundation models such as Aurora [32] and GraphCast [33] have demon-
strated competitive performance in large- scale weather and environmental prediction
tasks.

Despite these advances, existing models still exhibit several important limitations. Many
are designed for specific pollutants or restricted geographical regions, limiting their ap-
plicability. For example, AQ-Net [31] is developed exclusively for PM2.5 forecasting and
does not support multi- pollutant forecasting, while the AirCast model [34] is tailored to
the Middle East and North Africa (MENA) region and adapted primarily for PM1, PM2.5,
and PM10. Moreover, several models including hybrid CMAQ- CNN [30] and DNN
PM2.5 systems [13] still rely on chemical transport model outputs and are not suitable for
real- time applications or ingestion of heterogeneous data sources such as meteorology,
emissions, and traffic information. Finally, although state- of- the- art models such as AQ-
Net [31], Aurora [32], and GraphCast [33] achieve strong predictive performance, they
remain fully deterministic and do not incorporate uncertainty quantification, limiting their
reliability for operational decision-making in regions such as Finland where uncertainty
aware forecasts are essential for public health and environmental management.
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Figure 2. System architecture of the AQ-Net [31]-based multi- horizon PM2.5 forecasting for
Finland

1.2 Objectives and Delimitations

This thesis investigates the applicability of AQ-Net [31] in real- time PM2.5 forecast-
ing in Finland under a set of practical and scientifically motivated assumptions. In the
Finnish context, total emissions are relatively stable over short time horizons, and no un-
expected major emission spikes are observed within the forecasting window. Therefore, it
is assumed that the main drivers of short- term air- quality variability are meteorological
conditions: temperature, humidity, wind speed, and atmospheric pressure. Under such
an assumption, pollutant concentrations observed during the previous two days are ex-
pected to reflect the underlying emission pattern for the following two days; it lets the
model focus on learning how meteorology affects and shapes pollutant dispersion and
accumulation.

Figure 2 demonstrates the end- to- end system architecture with which we aim to reim-
plement AQ-Net [31] on multivariate historical air pollutant and meteorological mea-
surements observed across various stations in Finland, such as ingesting spatio- temporal
measurements of pollutants and meteorological features, combined with engineered fea-
tures such as cyclic time encodings, heating degree days(HDDs) and seasonal flags. Next
in the preprocessing stage model processes the missing values and outliers and the con-
struction of spatial-temporal sequences of fixed window (here 48 hours). These sequences
are then used as input to the AQ-Net [31] based on the combination of LSTM layers, the
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multi-head attention mechanism, which is then followed by softmax and mean pooling
across sequence dimensions. The forecasts generated by each model variant include pre-
dictions for 48-hour, 24-hour, 12-hour and 6-hour windows ahead, and these forecasts
are later combined through a summation aggregation function to produce a final rolling
forecast ŷ(t+ h).

In this work, about ten years of open- source Finnish air quality and meteorological
data [9] are used for training, validation, and testing of the model. This extended his-
torical record allows the model to learn seasonal patterns, pollutant- meteorological in-
teractions, and effects of long- range pollutant transport. In order to improve the original
AQ-Net [31] architecture, this thesis extends the model to handle multiple pollutants such
as CO, O3, NO2, PM1, PM2.5, and PM10 particles, which enables the network to learn
the correlations between various pollutants and the chemical interactions responsible for
short- term changes in concentration. Moreover, instead of feeding in the current pollu-
tant reading only, a short history of input is provided to the model to capture temporal
dynamics because a single snapshot cannot define any future trends. This coincides with
the hypothesis that recent pollutant behavior carries meaningful information about the
conditions of the near future in case of steady emissions.

The objectives of this thesis are therefore as follows:

• Reimplement and adjust AQ-Net [31] for the Finnish context of air quality, aim-

ing to include several pollutants and meteorological conditions that influence each

other.

• Develop a multi-horizon PM2.5 forecasting pipeline, capable of generating predic-

tions over multiple short horizons.

• Explore uncertainty quantification as an extension of the AQ-Net [31] framework

in Finnish context.

• Investigate the effect of short historical input windows on the accuracy of the fore-

cast results, focusing on how recent sequences of pollutants enhance accuracy com-

pared with point inputs.

The delimitations of this study follow from the data used. Given that short- term anthro-
pogenic emissions in Finland are relatively stable compared to meteorologically driven
variability, this work assumes quasi- stationary emissions within the 48- hour forecasting
window. These may not always be the case, especially for special events such as forest
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fires or industrial accidents. Other limitations follow from the fact that we do not include
emission modeling or chemical transport simulation in the current thesis. Not all pollu-
tants are covered in open- source data available in Finland. Sparse observations affect the
resolution.

1.3 Structure of the Thesis

The thesis consists of six chapters. Chapter 1 introduces the motivation, background,
objectives, and scope of the study, and presents the challenges of air quality prediction
that motivate the adaptation of AQ-Net [31] to the Finnish context. Chapter 2 consists of
a literature review of existing models and approaches. Chapter 3 presents the proposed
methodology, including the complete model pipeline, and the experimental framework.
Chapter 4 presents the experimental results, including comparisons with baseline models,
ablation studies, and an analysis of the model’s performance across different forecasting
horizons and monitoring stations. Chapter 5 discusses the findings of the thesis, experi-
mental results, and examines the strengths, limitations, and practical implications of the
proposed approach. Finally, Chapter 6 summarizes the main contributions of the thesis,
presents the conclusions, and outlines potential directions for future research.
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2 RELATED WORK

In this section we discuss previous studies on physically based numerical and chemical
transport models, such as the Community Multiscale Air Quality model (CMAQ) [30]
and other online- coupled regional systems [6]. As forecasting demands increased, these
models were complemented by statistical post- processing approaches, including ARIMA
models [22], Random Forests [23], and Support Vector Machines [24], that provided
improved short- term accuracy but remained limited in the representation of nonlinear
atmospheric processes. This section analyzes these developments in order to clarify the
methodological progression and determine the gaps to be covered by the thesis.

2.1 Numerical and Chemical Transport Models

The Chemical Transport Models (CTMs), which include the Community Multiscale Air
Quality model (CMAQ) [30], Weather Research and Forecasting model coupled with
Chemistry (WRF-Chem) [6], and the System for Integrated Modeling of Atmospheric
Composition (SILAM), have historically played an important role in air quality forecast-
ing. Atmospheric models solve governing equations for emissions, advection, turbulent
diffusion, chemical reactions, and dry and wet deposition on structured domains using
numerical methods [6]. The CMAQ [30] model uses a modular approach and an Eule-
rian framework that includes coupling with meteorology and both gas-phase and aerosol
chemistry. The Weather Research and Forecasting model, on the other hand, uses an on-
line approach, coupling the meteorology and chemistry using a single model that solves
the atmospheric chemistry and meteorology simultaneously, enabling bidirectional cou-
pling between the two. The SILAM [6] model uses a combination of the Lagrangian and
Euler methods. However, CTMs have structural limitations that impact operational fore-
casting. They are very sensitive to uncertainties in emission inventories, meteorological
drivers, boundary conditions, and chemical parameters. Systematic errors in CTM ozone
and particulate matter concentration forecasts have been well documented; for instance,
GEOS-Chem has been shown to overestimate surface ozone concentrations compared to
observed maximum daily 8-hour averages, while multi-model comparisons have revealed
non-negligible bias and error statistics for both O3 and PM2.5 [35]. In addition, high-
resolution multi-day simulations are computationally expensive, making them unsuitable
for rapid regional implementation. Although CTMs do not require a dense observational
network for simulation generation, sparse observation networks limit validation, bias cor-
rection, and data assimilation, which are critical for operational forecasting.
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To overcome these challenges, statistical post- processing and data- driven correction
methods were developed. Some of the early methods used include linear regression, ran-
dom forests [23], support vector machines [24], and Autoregressive Integrated Moving
Average (ARIMA) models [22]. Although these models were able to improve short- term
forecasting by leveraging temporal correlations, their dependence on linear models and
poor spatial representation hindered their capacity to model nonlinear chemical- meteo-
rological interactions. These limitations led to the need of deep learning models that can
learn these nonlinear interactions from data.

2.2 Deep Learning for Temporal and Spatiotemporal Forecasting

Deep learning was developed as a response to the representational limitations of statistical
models. Convolutional Neural Networks (CNNs) [29] were some of the first models to be
developed to make air quality forecasts. In CNN Spatial correlations between monitoring
station data and model output are used. The CMAQ- CNN hybrid model [30] is a good
example of CNNs improving 14- day ozone prediction over using CMAQ only. The ap-
plication of Deep neural networks(DNN) [13] to correct CTM forecast biases is another
model. DNNs are effective in correcting systematic CTM forecast biases in PM2.5 these
models are still limited as they are normally based on CTM output. Despite the improve-
ments, these methods are still reliant on the output of CTM simulations and share the
same structural and spatial constraints. This limits their capacity to generalize outside the
simulated area.

Recurrent Neural Networks (RNNs) [11] have been used for non- linear sequence mod-
eling without using physical prior information. Later, LSTM and GRU architectures [12]
have been proposed to improve long- term prediction stability. However, the use of re-
current structures to represent temporal information in a constant- size vector space limits
the ability to selectively focus on distant but influential events. As forecasting prob-
lems have been extended to cover multi- station and multi- pollutant cases, this limitation
of recurrent structures becomes critical. The shift towards using attention- based struc-
tures overcame this limitation by enabling direct interaction between all temporal steps.
STARes-SaLSTM(residual neural network with spatiotemporal attention- a temporal self-
attention based on long short-term memory network) [36] showed that using temporal
self- attention within spatiotemporal convolutional structures reduces forecasting errors.

Following this idea, AirFormer [14] was proposed, a hierarchical spatiotemporal trans-
former model for air quality forecasting. In the model, the architecture utilizes multiple
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temporal attention layers to capture short- term emission- driven patterns and long- range
transport patterns. In contrast to the hybrid model, the use of recurrence is replaced with
stacked transformer blocks, allowing for global temporal dependency modeling. In the
model, spatial relationships are modeled using structured attention, unlike the use of con-
volutional kernels. Although the model can capture long- range dependency, the use of
attention results in quadratic complexity, requiring sufficient density between stations to
ensure stability.

The Spatiotemporal Transformer (ST- Transformer) models in terms of spatial and tem-
poral coupling breaks down representation learning into separate temporal, spatial, and
value embedding components before using multi- head self- attention [15, 37]. The mul-
tivariate station observations are first projected into a latent space with a fixed number
of dimensions and then enriched with structured temporal features such as hour of day,
day of week, and season to capture periodicities in pollutant concentration. Spatial fea-
tures are learned from normalized physical adjacency matrices that reflect the geographic
locations of stations or dynamically estimated correlation matrices based on similarities
in station- based time series information. Finally, value embeddings are learned using
one- dimensional convolutional layers to account for interactions between pollutants and
meteorological variables. Self- attention is applied across all learned embeddings simul-
taneously to account for periodic behavior, station- to- station interactions, and inter-
variable relationships. Some of these models also utilize additional graph convolutional
layers to enhance spatial representation learning. However, it is still highly dependent on
the accuracy of correlation matrices and potentially suffers from spatial bias during infer-
ence in sparsely sampled monitoring networks. This is unlike AQ-Net [31], which does
not rely on explicit spatial relationships and learns them directly in feature space, making
it potentially more robust for irregularly and sparsely sampled monitoring networks.

Subsequent transformer- based and hybrid models have continued to refine and extend al-
ternative approaches to the balance of spatial structure, temporal depth, and computational
efficiency. A sparse attention-based transformer was proposed for PM2.5 time series fore-
casting [38]. It uses a multi- head sparse attention mechanism in an encoder-decoder
setup. This setup lowers the quadratic complexity tied to standard self- attention while
still catching long-term dependencies in pollution concentrations. Unlike ST-Transformer
and its graph- based versions, this method skips the separate graph convolution and tem-
poral encoding steps. That makes it more flexible for modeling cross-station relations.
Still, it only does single-station forecasting and ignores spatial links between monitoring
sites. Because of this, it might not be the best fit for multi-station areas where pollutant
flow depends heavily on how stations interact.
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Attention- Based Spatial- Temporal Graph Convolutional Networks (ASTGCN) [39] ex-
tend the spectral graph convolution models by integrating the adaptive spatial and tem-
poral attention mechanisms with the Chebyshev graph convolution models [40]. In the
ASTGCN [39] model, the traffic or environmental monitoring network is represented us-
ing a weighted graph, with each node in the graph representing the sensors deployed in
the network and the edges representing the connectivity between the nodes. The spa-
tial dependencies between the nodes in the network are addressed using the Chebyshev
polynomial- based spectral graph convolution operation [40], which facilitates the lo-
cal filtering operation over the graph structure. The flexibility of the graph convolution
operation over the adjacency matrix is addressed using the spatial attention mechanism,
which adapts the influence between the nodes based on the input features. Similarly, the
temporal convolution operation is used to capture the dynamic time correlation using the
temporal attention mechanism.

However, ASTGCN mainly concentrates on capturing dynamical correlations without
explicitly considering static spatial and periodic temporal characteristics, a limitation
which was addressed in the Multi-Attention Spatial-Temporal Graph Convolution Net-
works (MASTGCN) [41]. In terms of the effectiveness of ASTGCN [39] highly relies on
both the pre-defined graph structure and temporal dynamics. Even though ASTGCN [39]
proved to be improvement to other models based on convolutional and recurrent neu-
ral networks, in capturing spatial-temporal features in comparison to them [39], its re-
liance on the predefined graph structure and non-exploration of static features might be
the factors hindering the generalization of the network in sparsely distributed monitoring
systems. In this regard, it must be stated that unlike ASTGCN, AQ-Net [31] does not
incorporate a predefined graph structure in its model.

Overall, the development of deep learning models for temporal and spatiotemporal fore-
casting has followed a pattern of increasing movement from the extraction of features
based on localized spatial structures and sequential recurrence relations towards globally
attentive and graph-structured models. The initial CNN and recurrent models were mostly
focused on addressing the spatial and temporal dependencies individually, while the more
recent models based on attention and transformers have enabled the direct modeling of
long- range temporal dependencies. The recent graph-attention models have also enabled
the incorporation of spatial topology into deep learning models for spatiotemporal fore-
casting. However, these models also have limitations, which make it necessary to develop
models that offer a balance of spatiotemporal modeling with flexibility and scalability,
which forms the basis for the design choices made for the AQ-Net [31] model.
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2.3 Foundation Models for Earth System Forecasting

Recent work in the field of machine learning have led to the development of foundation
models that can learn generalizable representations of atmospheric and environmental dy-
namics directly from the data [32]. Unlike traditional deep learning models that are gen-
erally used for the prediction of specific tasks and locations [14, 15], foundation models
are generally trained on various meteorological and climate datasets in order to learn the
fundamental patterns that govern the Earth’s system’s dynamics. The application of large
neural networks such as graph neural networks(GNNs) [42], transformers [43], and neu-
ral operators [44] has enabled these models to learn complex nonlinear relationships over
spatial and temporal scales, making them an attractive alternative to traditional CTMs due
to the low computational costs required once they have been trained [33].

One of the most prominent recent advancements in data- driven weather prediction is the
GraphCast [33] graph neural network, which is tailored towards medium- range global
weather prediction. In the GraphCast [33] approach, the atmospheric grid is represented
as a graph, with nodes representing the spatial grid and edges capturing the interac-
tion between neighboring regions. Through iterative message passing, the approach is
able to capture the spatial dependencies and the large-scale atmospheric transport mecha-
nisms. The approach has been found to have comparable skill to state-of-the-art numerical
weather prediction methods when trained on decades of global atmospheric forecasting
data for several atmospheric variables.

Following these developments, subsequent studies have focused on the design of neural
architectures that can represent the three-dimensional structure of the atmosphere. Pangu-
Weather [45] has proposed a deep neural architecture that can represent the atmospheric
state at multiple vertical pressure levels. By learning the interactions across the horizon-
tal and vertical dimensions, the model can represent the complex interactions of various
meteorological variables such as temperature, wind, humidity, and geopotential height.
This allows the model to attain forecasting accuracy comparable to numerical weather
prediction while reducing the computational cost. In addition to the grid-based neural
architectures, other studies have explored the learning of atmospheric dynamics in the
spectral domain. FourCastNet [46] has proposed the usage of Fourier Neural Operators
to represent the dynamics of the atmosphere in the spectral domain. By performing the
computations in the frequency domain, the model can efficiently represent the large-scale
atmospheric circulation patterns and wave structures. This allows the model to attain the
generation of high-resolution global forecast while maintaining computational efficiency.
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Researchers parallel to these advancements have also started to explore the idea of pre-
trained foundation models for Earth system science. ClimaX [47] is a significant contribu-
tion in this area, presenting a transformer architecture for heterogeneous climate datasets.
By pre-training on large datasets, it is able to obtain shared representations of various
environmental variables and prediction tasks, which it can then finetune for tasks such
as weather or climate prediction. Transformer architectures have been considered for
use in spatiotemporal environmental data. EarthFormer [48] is a spacetime transformer
framework that incorporates structured attention to model spatial and temporal dependen-
cies in environmental data. By using these structured attention mechanisms, it is able to
effectively capture local and non-local environmental interactions, which are critical in
atmospheric systems.

More recently, a new class of unified Earth system foundation models has been intro-
duced, aiming to expand this paradigm even further. Aurora [32] is a large-scale model
based on the transformer architecture, pre-trained on a variety of different geophysical
data sets to learn universal representations of various atmospheric and environmental
phenomena. By incorporating various meteorological parameters, the model shows the
potential of foundation models to enable a broad spectrum of Earth system prediction
tasks. Besides global forecasting models, deep learning models are also used in oper-
ational meteorological forecasting systems. MetNet-3 [49] uses a combination of radar
and satellite data, as well as deep neural networks, to make high-resolution precipitation
forecasts, showing the increasing involvement of machine learning models in operational
meteorological forecasting systems.

While these models [32, 33, 45, 46] show promising results in global weather and climate
prediction, most of these foundation models are built to function with dense grid- based
atmospheric data and require large training datasets and resources for training. However,
applying these models to air quality forecasting at the regional level may be challenging
in environments with sparse data sampling. Generally, air quality monitoring networks
are composed of fewer stations that are unevenly distributed in the region, making it chal-
lenging to apply grid-based models [6,10] directly. Therefore, specialized spatiotemporal
models that operate on station- level data are still essential for regional air quality predic-
tion tasks [14, 15]. However, in this regard, specialized models such as AQ-Net [31] are
developed to focus on learning flexible spatiotemporal representations from data while
maintaining robustness in sparse data sampling environments.
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2.4 Time-Series Processes via Neural Networks

The evolution of time series modeling approaches to address the issue of meteorological
and air pollutant prediction has followed different methodological steps, from initial lin-
ear stochastic methods to more contemporary large-scale neural models that are able to
capture the complexities of temporal dependencies. The initial forecasting frameworks
learned the patterns from the pollutant time series using the Autoregressive Integrated
Moving Average Model (ARIMA) [22], based on the processes of autoregressive, in-
tegrated, and moving average values. While the initial framework provided a solid basis
rooted in mathematical derivations of linear processes with constant stationarity, the struc-
tural properties of the process failed to capture the complexities of nonlinear chemistry,
meteorology, or spatial dependencies.

Following the deep learning architectures, there has been an increased adoption of re-
current and attention-based neural networks in time series modeling. Recurrent Neural
Networks (RNNs) [11], which added recursive states to capture sequence dependencies.
RNN variants improved ARIMA [22] models by learning nonlinear patterns, but they
faced their own set of limitations, which makes it difficult to learn long sequences. Long
Short- Term Memory networks (LSTMs) [27] were proposed to overcome this problem
by using memory mechanisms to learn long sequences. Later, Gated Recurrent Units
(GRUs) [28] were introduced as a computationally efficient alternative with comparable
forecasting performance. Despite the improvements GRUs faced one critical issue: they
compressed the information into fixed- dimensional hidden representations, which can be
a limitation in modeling complex long- range dependencies in the sequence.

Attention- based sequence modeling was proposed to address this problem by allowing
all time steps in a sequence to interact with each other. STARes-SaLSTM [36] showed
that the application of temporal self- attention can lead to a substantial decrease in the
forecasting error by concentrating on the most informative parts of the data. AQ-Net [31]
builds on this approach and combines attention- enhanced temporal modeling with spatial
interpolation, creating a comprehensive framework for spatiotemporal time series recon-
struction for both observed and unobserved monitoring stations. The proposed model’s
design takes into account temporal expressiveness, spatial adaptability, and computational
efficiency, making it well-suited for regional air quality forecasting with sparse monitor-
ing.

Another difficulty in the neural time series forecasting task is the estimation of predic-
tive uncertainties. The use of conformal prediction for dynamic time series offers a



23

distribution- free framework for building valid prediction intervals by adjusting the model
outputs based on past residuals [50–52]. For instance, sequential conformal methods can
be used to adaptively re- estimate residual quantiles to ensure coverage [51] and Confor-
mal forecasting frameworks can be used to jointly calibrate multi- step prediction intervals
in the presence of time- dependence, leveraging past errors [52]. In contrast to the rough
estimates of predictive uncertainties, conformal prediction offers strong coverage guaran-
tees with mild assumptions, which makes it very attractive for sequential tasks such as
forecasting. In the environmental time series forecasting task, where there is a high level
of uncertainty due to sparsity and meteorological factors, the task of calibrated interval
estimation is critical.

The evolution of linear statistical models to recurrent and attention- based models in-
dicates a gradual improvement in the representation capabilities of models for nonlin-
ear dynamics in time series. Nevertheless, current time series models seldom combine
attention- based multi- pollutant forecasting with uncertainty quantification in sparse ob-
servation settings. Attention- based hybrid models, such as AQ-Net [31], form a basis for
addressing the mentioned issues and directly inform the approach of the current thesis.

Table 1 presents a summary of the modeling approaches of the various methods discussed
in this section, indicating the main distinctions in design, spatial assumptions, computa-
tional properties, and treatment of uncertainty for the main methodological families of
recurrent, graph, transformer, hybrid, and foundation models. This section positions the
AQ-Net [31] framework in the evolution of data- based air quality forecasting methods.

As observed from the literature, there has been a clear progression of physically based
CTMs toward more expressive data- driven spatiotemporal forecasting models. Although
physically based CTMs are capable of simulating atmospheric chemistry and transport
processes, they are operationally limited by computational costs as well as sensitivity
to input data uncertainties. Early machine learning models employed convolutional and
recurrent structures to enhance forecasting capabilities, as they are capable of directly
learning complex relationships between data points. Recurrent models, such as LSTM-
based models [11,12], were used to improve temporal modeling capabilities, while graph-
based models, such as ASTGCN [39], incorporated spatial relationships between moni-
toring stations.

However, more recent studies have employed attention- based and transformer models to
address the long- range spatiotemporal dependencies in air quality data. For example,
AirFormer [14] and Sparse Attention Transformer [38] are two models based on attention
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Table 1. Representative deep learning approaches for air-quality forecasting discussed in the
related work.

Category Models Key Idea Limitations

CNN-based ap-
proaches

CNN models [30] Use spatial convolutions over
CTM outputs or gridded obser-
vations to capture local spatial
correlations.

Depend on grid-based data
representations and provide
limited temporal modelling ca-
pability.

Recurrent tempo-
ral models

RNN / LSTM /
GRU [11, 12]

Model sequential pollutant dy-
namics through recurrent hid-
den states to capture nonlinear
temporal dependencies.

Compress long histories into
fixed-size states, which can
limit long-range dependency
modelling.

Graph-based spa-
tiotemporal mod-
els

ASTGCN [39] Represent monitoring stations
as nodes in a graph and learn
spatial dependencies through
graph convolutions combined
with temporal modelling.

Require predefined adjacency
structures and can be sensitive
to sparse or irregular monitor-
ing networks.

Transformer-based
spatiotemporal
models

AirFormer, Sparse
Attention Trans-
former, ST-
Transformer [14,
15, 38]

Use attention mechanisms to
model long-range spatial and
temporal dependencies across
monitoring stations.

Computationally expensive
and often require relatively
dense observation networks.

Hybrid spatiotem-
poral architectures

STARes-
SaLSTM,AirCast [34,
36]

Combine convolutional, recur-
rent, or attention-based mod-
ules to jointly model spatial
transport and temporal evolu-
tion.

Model complexity and scal-
ability challenges in sparse
monitoring environments.

Foundation-scale
environmental
models

GraphCast, Au-
rora [32, 33]

Large-scale neural architec-
tures trained on global atmo-
spheric datasets to learn gen-
eral environmental representa-
tions.

Designed for dense gridded at-
mospheric data and not di-
rectly applicable to sparse
station-level air quality predic-
tion.

Deep Spatio-
Temporal Neural
Network

AQ-Net [31] LSTM with multi-head atten-
tion for temporal modelling,
cyclic temporal encoding, and
neural kNN-based spatial in-
terpolation.

Handles sparse monitoring
networks and enables spa-
tiotemporal PM2.5 estimation
at both observed and unob-
served stations.

mechanisms, which are shown to perform well in modelling complex air quality dynam-
ics using air quality monitoring networks. Other studies, like AQ-Net [31], employed
a hybrid approach to address the problem of sparse monitoring networks in air quality
studies using attention- based temporal modeling and spatial interpolation mechanisms.
Other studies, like GraphCast [33] and Aurora [32], are based on transformer models and
demonstrate the scalability of neural network approaches for global atmospheric predic-
tions, though they are less relevant for air quality predictions in regional domains with
sparse monitoring networks.
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3 Methodology

The development of reliable PM2.5 forecasting models requires more than selecting an
appropriate deep learning architecture. Forecasting accuracy is strongly affected by the
quality of the input data, the representation of atmospheric processes through engineered
features, the design of the learning algorithm, and the experimental protocol used for
model evaluation. Each of these components contributes to the model’s ability to learn
meaningful spatio-temporal relationships while maintaining robustness and generaliza-
tion under operational forecasting conditions. Consequently, the forecasting framework
developed in this research was designed as an integrated pipeline in which data prepara-
tion, feature construction, model development, optimization, and validation are treated as
interconnected stages rather than independent tasks.

The proposed methodology combines physically informed feature engineering with a
deep learning architecture that integrates residual learning, Long Short-Term Memory
(LSTM) networks, and Multi-Head Attention for simultaneous prediction of PM2.5 con-
centrations at multiple forecasting horizons. Rather than directly estimating future con-
centrations, the model predicts residual changes relative to the most recent observation,
allowing the network to focus on the dynamic evolution of atmospheric conditions while
exploiting the temporal persistence inherent in air-quality time series. To ensure that the
reported performance reflects realistic deployment scenarios, model development is sup-
ported by a chronological validation strategy incorporating temporal embargo periods to
eliminate information leakage between training and evaluation datasets.

The methodology is designed to provide a rigorous and reproducible framework for as-
sessing deep learning models for air-quality forecasting. Every forecasting architecture
considered in this study was developed using the same preprocessing pipeline, engineered
feature set, optimization strategy, validation protocol, and evaluation criteria, ensuring
that differences in predictive performance arise solely from the modelling capabilities of
the competing approaches.

3.1 Dataset for model development

The forecasting framework was developed using environmental observations collected
from the Finnish national air-quality monitoring network (FMI). Finland has a sparse
monitoring network for PM2.5 as seen in Figure 3 because pollutant concentrations are
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generally low, while episodic pollution events arise from diverse sources including res-
idential wood combustion, springtime road dust, long-range atmospheric transport, and
urban traffic emissions. These characteristics produce substantial temporal and spatial
variability despite the relatively clean atmospheric background, making the forecasting
problem particularly challenging under low-signal conditions.

The dataset was constructed by integrating hourly observations from three complementary
data sources describing air quality, meteorological conditions, and traffic activity avail-
able on Finnish Meteorological Institute (FMI) and Fintraffic respectively. Air-quality
measurements provide the target pollutant concentrations together with supporting atmo-
spheric observations, meteorological variables characterize the environmental conditions
influencing pollutant evolution, and traffic measurements provide an indirect representa-
tion of local anthropogenic emissions. Combining these heterogeneous datasets enables
the forecasting model to learn relationships between pollutant dynamics and their princi-
pal environmental drivers using a unified multivariate representation.

Air-quality observations were obtained from the Finnish Meteorological Institute (FMI)
monitoring network, which continuously records atmospheric pollutant concentrations
at stations distributed across Finland. Meteorological variables were acquired from the
ERA5 forecasting and corresponding FMI weather observations to provide hourly mea-
surements describing atmospheric conditions. Traffic information was obtained from Fin-
traffic automatic traffic counting stations located in the vicinity of selected air-quality
monitoring locations. All datasets were harmonized to a common hourly temporal reso-
lution before further processing.

Monitoring stations were selected according to data completeness, temporal continuity,
and the availability of corresponding meteorological and traffic observations throughout
the study period. Applying consistent selection criteria ensured that every location con-
tributed sufficiently long and reliable observation sequences for both model development
and independent evaluation while minimizing the influence of excessive missing data.

Figure 3 illustrates the spatial distribution of the monitoring stations included in this study.
The selected locations represent a range of urban and regional environments distributed
across Finland, allowing the forecasting framework to learn from diverse environmental
conditions while evaluating its ability to generalize across different geographical regions.
Table 2 summarizes the datasets incorporated into the forecasting framework together
with their principal characteristics.

Although the observations originate from independent measurement systems, each dataset
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Figure 3. Spatial distribution of the 20 Finnish air-quality monitoring stations used in this study.
Marker colour and label indicate the mean PM2.5 concentration (µg m−3) at each station over
the selected observation period, illustrating the geographical spread of the network from southern
urban areas to more sparsely monitored northern regions.

describes complementary aspects of the same atmospheric processes. Integrating these
sources therefore provides a more complete representation of the environmental condi-
tions influencing PM2.5 concentrations than any individual dataset alone. Before the data
can be supplied to the forecasting model, however, inconsistencies arising from missing
observations, temporal alignment, differing measurement scales, and heterogeneous data
formats must be addressed through a structured preprocessing pipeline.

3.2 Proposed Architecture

To accurately predict multi-horizon PM2.5 concentrations over the diverse atmospheric
environments of Finland, this study proposes AQ-Net-Finland, a deep learning framework
specifically designed to integrate meteorological observations, historical air-pollutant mea-
surements, temporal values, spatial information, and traffic conditions within a combined
forecasting architecture. Unlike convolutional neural network(CNN) that directly esti-
mate pollutant concentrations, AQ-Net-Finland combines temporal cyclical encoding,
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Table 2. Summary of the datasets used for PM2.5 forecasting.

Dataset Variables Resolution Unit Purpose

Air Quality PM2.5, PM10, PM1,
NO2, SO2

Hourly µg/m3 Target pollutant and co-
pollutant observations

Meteorology Temperature, relative
humidity, wind speed,
atmospheric pressure

Hourly Various Characterization of
atmospheric conditions
influencing pollutant
evolution

Traffic Vehicle count, traffic
intensity

Hourly Vehicles/hour Representation of local
anthropogenic emission
activity

Figure 4. Architecture of AQ-Net-Finland, combining engineered environmental features with an
LSTM encoder and temporal attention to produce multi-horizon residual forecasts, followed by
spatial interpolation for station-level PM2.5 predictions across Finland.

stacked Long Short-Term Memory (LSTM) networks, Multi-Head Attention (MHA),
residual learning, and horizon-specific regression heads within a single end-to-end model.
This design enables the network to simultaneously use the temporal persistence of air pol-
lution, capture long-range sequential dependencies, identify the most informative histori-
cal events, and generate forecasts for multiple prediction horizons.

Figure 4 illustrates the overall architecture of AQ-Net-Finland. Following data prepro-
cessing and feature engineering, each historical observation window is represented as
a multivariate time series composed of traffic data Xi, meteorological data Yi, air pol-
lutant data Hi, and PM2.5 data Ii, alongside spatial descriptors and temporal features,
collected from observed stations P = {P1, P2, . . . , PN}. The resulting feature sequence
is first encoded by stacked LSTM layers to learn temporal dependencies. A Multi-Head
Attention module subsequently refines the learned representations by assigning adaptive
importance to different historical observations, and a temporal mean pooling operation
produces a fixed-size latent representation. This shared representation is then processed
by four independent regression heads corresponding to the 6-, 12-, 24-, and 48-hour fore-
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casting horizons for all visible stations F , while a Neural kNN module propagates these
predictions to hidden stations C via spatial interpolation. Rather than predicting absolute
concentrations directly, each prediction head estimates the future residual concentration
relative to the most recent observed PM2.5 value, which is added back to reconstruct the
final forecast across all prediction horizons Z. The input integrates multiple sources of
environmental information, including measured pollutant concentrations, ERA5-derived
meteorological variables, autoregressive PM2.5 lag features, spatial descriptors, traffic
observations, and engineered temporal variables. Learning these heterogeneous features
jointly enables AQ-Net-Finland to model the complex interactions among atmospheric
dynamics, anthropogenic emissions, and temporal variability that govern PM2.5 evolu-
tion.

Temporal Cyclical Encoding

Air pollution exhibits pronounced daily, weekly, and seasonal periodicity resulting from
recurring emission patterns and meteorological cycles. Directly representing temporal
variables as integers introduces artificial discontinuities; for example, hours 23 and 0 are
numerically distant despite representing consecutive observations. To preserve temporal
continuity, AQ-Net-Finland employs cyclical encoding using sine and cosine transforma-
tions.

For a temporal variable u with period P , the cyclical representation is computed as

usin = sin
(
2π

u

P

)
, ucos = cos

(
2π

u

P

)
. (1)

Accordingly, the hour of day (P = 24), month of year (P = 12), and day of week (P = 7)
are transformed into continuous periodic representations before being supplied to the fore-
casting model. These encodings preserve the cyclic structure of environmental processes
while providing smooth temporal transitions throughout the observation window.

Proposed AQ-Net-Finland for PM2.5 prediction

Following feature extraction, the multivariate observation sequence is processed by stacked
LSTM layers. LSTM networks effectively capture long-term temporal dependencies
while mitigating the vanishing-gradient problem encountered by conventional recurrent
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neural networks.

For each time step t, the LSTM updates its internal memory according to

ft = σ(Wf [ht−1,xt] + bf ) ,

it = σ(Wi[ht−1,xt] + bi) ,

c̃t = tanh(Wc[ht−1,xt] + bc) ,

ct = ft ⊙ ct−1 + it ⊙ c̃t,

ot = σ(Wo[ht−1,xt] + bo) ,

ht = ot ⊙ tanh(ct).

(2)

where xt denotes the multivariate input vector, ht is the hidden state, ct represents the
cell state, σ(·) denotes the sigmoid activation function, and ⊙ represents element-wise
multiplication.

Instead of relying on a single recurrent layer, AQ-Net-Finland stacks multiple LSTM
layers to progressively learn increasingly abstract temporal representations. Lower layers
primarily capture local temporal fluctuations, whereas deeper layers encode high-level
atmospheric evolution over extended historical periods. The resulting sequence of hidden
states is represented as H = [h1,h2, . . . ,hL] .

Multi-Head Attention

Although stacked LSTM networks effectively model sequential dependencies, historical
observations do not contribute equally to future air-quality conditions. Episodes of atmo-
spheric stagnation, abrupt meteorological transitions, or transient emission events often
make certain time intervals substantially more informative than others. To adaptively
identify these critical observations, AQ-Net-Finland incorporates a Multi-Head Attention
mechanism following the LSTM encoder.

The hidden-state sequence is projected into query, key, and value matrices according to
Q = HWQ, K = HWK , V = HWV , where WQ, WK , and WV denote
learnable projection matrices. Scaled dot-product attention is computed as

Attention(Q,K,V) = Softmax

(
QKT

√
dk

)
V, (3)
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where dk denotes the dimensionality of the key vectors. Instead of learning a single
attention distribution, multiple attention heads operate simultaneously,

headi = Attention(Qi,Ki,Vi), (4)

and their outputs are concatenated to produce the final attention representation,

MHA = Concat(head1, . . . , headH)W
O, (5)

where H denotes the number of attention heads and WO is the output projection ma-
trix. The attention-enhanced representation provides a compact summary of the historical
atmospheric evolution by emphasizing the most informative observations while suppress-
ing less relevant temporal information. This shared latent representation is subsequently
supplied to four independent regression heads that simultaneously generate forecasts for
the 6h, 12h, 24h, and 48h prediction horizons. The residual learning strategy employed
by these prediction heads is described in the following subsection.

Residual Learning

Atmospheric PM2.5 concentrations generally exhibit strong temporal persistence, whereby
successive observations often differ only by relatively small changes over short forecast-
ing intervals. Consequently, directly predicting future concentrations requires the fore-
casting model to repeatedly learn information already contained in the latest observation,
increasing the complexity of the optimization problem. To alleviate this limitation, AQ-
Net-Finland adopts a residual learning strategy in which the network predicts the expected
concentration change relative to the most recent observation rather than estimating future
concentrations directly.

Let yt denote the observed PM2.5 concentration at the final time step of the historical
observation window and let yt+h represent the concentration at forecasting horizon h.
Instead of learning yt+h, the forecasting target is formulated as the residual concentration

rh = yt+h − yt, (6)
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where rh denotes the future change in PM2.5 concentration over horizon h. Given the
historical multivariate observation, AQ-Net-Finland learns a nonlinear mapping

r̂ = f(X,Y,H,Z; θ), (7)

where r̂ = [r̂6, r̂12, r̂24, r̂48] , is the vector of predicted residuals corresponding to the four
forecasting horizons, f(·) denotes the proposed forecasting architecture, and θ represents
the learnable model parameters.

The final PM2.5 concentration forecasts are reconstructed by combining the predicted
residuals with the latest observed concentration,

ŷt+h = yt + r̂h, h ∈ {6, 12, 24, 48}. (8)

Accordingly, the complete prediction vector can be expressed as

ŷ = [yt + r̂6, yt + r̂12, yt + r̂24, yt + r̂48] . (9)

Unlike conventional forecasting approaches that independently estimate each future con-
centration, residual learning allows the network to exploit the intrinsic persistence of air-
quality observations by treating the current concentration as a baseline estimate. The neu-
ral network therefore focuses exclusively on modelling deviations induced by changing
meteorological conditions, emission sources, atmospheric transport, and temporal vari-
ability. Since these residual variations generally exhibit lower variance than the original
concentration series, the optimization process becomes considerably more stable while
reducing the learning burden imposed on the network.

The residual formulation is particularly advantageous for multi-horizon forecasting. Short-
term predictions typically involve relatively small concentration changes, whereas longer
forecasting horizons require modelling progressively larger deviations caused by evolv-
ing atmospheric processes. By expressing all forecasting tasks as residual estimation
problems, the prediction heads share a common learning objective while remaining suffi-
ciently flexible to capture the different uncertainty levels associated with each forecasting
horizon.
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Furthermore, residual learning naturally complements the temporal encoder and atten-
tion mechanism introduced in the previous subsection. The stacked LSTM layers learn
long-term atmospheric dynamics from historical observations, while the Multi-Head At-
tention module selectively emphasizes the most informative temporal patterns for future
prediction. Rather than reproducing the absolute concentration trajectory, the attention-
enhanced latent representation is optimized to estimate only the future concentration in-
crements, thus improving the overall learning efficiency of AQ-Net-Finland.

Another advantage of the proposed formulation is its physical interpretability. The re-
constructed forecast preserves the observed concentration at the current time step while
explicitly modelling the expected atmospheric evolution over the prediction horizon. Pos-
itive residuals indicate increasing pollution levels resulting from unfavorable meteorolog-
ical conditions or enhanced emission activity, whereas negative residuals correspond to
improving air quality caused by atmospheric dispersion, precipitation, or reduced emis-
sion intensity. Consequently, the residual prediction provides both accurate concentration
forecasts and an intuitive description of the anticipated direction and magnitude of future
PM2.5 changes.

By reformulating multi-horizon forecasting as a residual estimation problem, AQ-Net-
Finland effectively combines the strong temporal persistence of air-quality observations
with the expressive capability of deep neural networks. This residual learning strategy
simplifies optimization, accelerates convergence during training, and improves the ro-
bustness of long-range PM2.5 forecasting while maintaining the physical consistency of
the predicted concentrations.

Spatial Feature Engineering.

Although the proposed forecasting framework generates predictions independently for
each monitoring station, pollutant concentrations are inherently influenced by geograph-
ical location and regional atmospheric transport. Monitoring stations distributed across
Finland experience varying emission sources, land-use characteristics, and meteorologi-
cal conditions, resulting in distinct spatial patterns of air quality. To provide the forecast-
ing model with spatial context while maintaining a computationally efficient architecture,
compact statistical descriptors were derived from the geographical arrangement of the
monitoring network.

For monitoring stations i and j, the Euclidean distance between their geographical coor-
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dinates is computed as

dij =
√

(xi − xj)2 + (yi − yj)2. (10)

The complete pairwise distance matrix was subsequently summarized using four statisti-
cal descriptors for each monitoring station: the minimum neighbouring distance, the mean
neighbouring distance, the maximum neighbouring distance, and the standard deviation
of neighbouring distances. These variables provide a concise representation of the spatial
configuration of the monitoring network while avoiding the computational complexity as-
sociated with graph-based neural networks. Consequently, the forecasting model incorpo-
rates geographical context without substantially increasing model complexity or training
requirements.

Neural kNN Spatial Interpolation

AQ-Net-Finland is trained using measurements collected from a subset of monitoring sta-
tions. Although the temporal forecasting network produces accurate multi-horizon pre-
dictions for stations included during training, practical nationwide air-quality forecasting
also requires estimating pollutant concentrations at locations where historical observa-
tions are unavailable. To enable prediction at such unseen monitoring stations, AQ-Net-
Finland incorporates a neural k-nearest neighbour (Neural kNN) interpolation module that
transfers the learned forecasts from observed stations to neighbouring locations based on
their spatial proximity.

Unlike conventional inverse-distance interpolation applied directly to raw observations,
the proposed approach interpolates the predicted outputs of the forecasting network. Con-
sequently, temporal dynamics are first learned by the LSTM–Multi-Head Attention model,
while the Neural kNN module subsequently propagates these learned predictions to nearby
locations. This separation allows temporal and spatial modelling to be optimized indepen-
dently while maintaining computational efficiency.

Assume that predictions are available for N observed monitoring stations with spatial
coordinates P = {p1,p2, . . . ,pN}, where each station location is represented by pi =

[xi, yi], with longitude xi and latitude yi. For an unseen query station located at q, the
Euclidean distance to every observed station is computed as
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di = ∥q− pi∥2. (11)

The k nearest monitoring stations are then identified according to the smallest distances.
Let Nk(q) denote this neighbourhood. Rather than assigning equal importance to neigh-
bouring stations, AQ-Net-Finland computes inverse-distance weights,

wi =
1/(di + ε)∑

j∈Nk(q)

1/(dj + ε)
, (12)

where ε is a small positive constant introduced to avoid numerical instability when dis-
tances approach zero. The weights satisfy

∑
i∈Nk(q)

wi = 1. (13)

Suppose that the temporal forecasting network produces a multi-horizon prediction vector
ŷi = [ŷi,6, ŷi,12, ŷi,24, ŷi,48] for each observed station. The prediction at the unseen location
is obtained as the weighted combination

ŷ(q) =
∑

i∈Nk(q)

wiŷi. (14)

In the proposed implementation, the number of neighbours is fixed to k = 20, or the
total number of available stations if fewer than twenty monitoring locations exist. The
interpolation is performed independently for every forecasting horizon, producing 6-, 12-
, 24-, and 48-hour predictions for previously unseen stations.

This Neural kNN interpolation strategy enables AQ-Net-Finland to generalize beyond the
monitoring locations observed during training while requiring no retraining or station-
specific model adaptation. Because interpolation is applied to the learned forecasts rather
than the raw measurements, the approach preserves the temporal dynamics captured by
the forecasting network while exploiting the spatial continuity of atmospheric pollutant
concentrations.
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3.3 Data Preprocessing

The integrated environmental observations cannot be used directly to the forecasting
model because they originate from multiple measurement systems with differing formats,
temporal coverage, and characteristics. Missing observations, inconsistent timestamps,
heterogeneous feature scales, and irregular sampling intervals introduce sources of vari-
ability that can adversely affect model convergence and predictive performance. Conse-
quently, the raw datasets were transformed into a consistent learning-ready representation
through a structured preprocessing pipeline designed to improve data quality while pre-
serving the temporal characteristics of the original observations.

The preprocessing workflow adopted for AQ-Net-Finland proceeds as follows. Beginning
with the integrated air-quality, meteorological, and traffic datasets, the pipeline performs
data quality assessment, missing-value treatment, temporal synchronization, feature nor-
malization, and supervised sequence generation before producing the multivariate input
tensors used during model training.

Data quality assessment constituted the first stage of preprocessing. Each variable was ex-
amined for missing observations, duplicated records, inconsistent timestamps, and phys-
ically unrealistic measurements that could arise from sensor malfunction or communica-
tion failures. Records exhibiting structural inconsistencies were corrected where possible
or removed when reliable imputation could not be achieved. This initial verification en-
sured that subsequent preprocessing steps operated on temporally consistent observations.

Missing observations were then reconstructed using time-based interpolation whenever
neighboring measurements provided sufficient temporal continuity. Short gaps commonly
encountered in environmental monitoring were interpolated to preserve continuous ob-
servation sequences, whereas extended periods of missing data were excluded to avoid
introducing artificial temporal patterns. This strategy maximizes data utilization while
maintaining the integrity of the underlying environmental processes represented by the
observations.

Following data quality assessment, all datasets were synchronized to a common hourly
temporal resolution. Air-quality measurements, meteorological observations, and traf-
fic records were aligned according to their timestamps to ensure that every observation
represented the same physical time interval. Temporal synchronization is particularly im-
portant in multivariate forecasting because even small temporal offsets between variables
may introduce inconsistencies that degrade the learning of cross-variable relationships.
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The predictor variables span different numerical ranges: pollutant concentrations are re-
ported in micrograms per cubic meter, meteorological variables are expressed in phys-
ical units such as degrees Celsius or hectopascals, and traffic variables represent ve-
hicle counts. Combining variables of such different scales directly can bias gradient-
based optimization, since large-valued variables tend to dominate parameter updates. To
let all predictors contribute proportionally during training, two normalization strategies
were considered and compared as part of the model-configuration search: Min–Max
scaling,xnorm = x−xmin

xmax−xmin
, and the Z-score standardization,xnorm = x−µ

σ
, where x is

the original feature value; xmin and xmax are the minimum and maximum values; and µ

and σ are the mean and standard deviation, each computed only from the training data.
The resulting normalization parameters were then applied unchanged to the validation and
test sets, preventing any leakage of information across partitions. For the final reported
model, Z-score standardization was the method retained.

The forecasting problem was formulated as a supervised sequence learning task using
a sliding-window approach. Rather than predicting future pollutant concentrations from
isolated observations, the model learns from consecutive historical measurements that
preserve temporal continuity. Each training sample consists of a fixed-length observa-
tion window containing multivariate environmental measurements followed by the corre-
sponding forecasting targets.

In this thesis, the sequence length was fixed at 48 hours consecutive measurements af-
ter evaluating multiple window sizes (72, 48 and 24 hours), corresponding to 48 hours
(two days) of historical environmental conditions. This window provides sufficient tem-
poral context to capture both short-term fluctuations and longer periodic behaviours as-
sociated with atmospheric processes while maintaining computational efficiency during
model training. Each input sequence was paired with forecasting targets corresponding to
prediction horizons of 6, 12, 24, and 48 hours ahead, enabling simultaneous multi-horizon
learning within a unified forecasting framework.

The preprocessing pipeline transforms heterogeneous environmental observations into
temporally aligned and normalized multivariate sequences suitable for deep learning.
These sequences provide the structured input representation upon which additional domain-
specific predictors are constructed through the feature engineering process described in
the following section.
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3.3.1 Traffic-informed Prediction

Vehicular traffic constitutes one of the dominant anthropogenic sources of particulate mat-
ter in urban environments, particularly through exhaust emissions, brake and tire wear,
and road dust resuspension. Numerous studies have demonstrated that traffic intensity
and driving conditions substantially influence short-term variations in ambient PM2.5

concentrations, especially in densely populated metropolitan regions. Consequently, in-
corporating traffic observations into the forecasting model provides complementary in-
formation beyond conventional meteorological and air-quality measurements. To exploit
these emission-related characteristics, AQ-Net-Finland explicitly integrates traffic obser-
vations into the multivariate input representation.

The traffic dataset consists of hourly observations collected from the Finnish road traffic
monitoring network(Fintraffic). Since traffic monitoring stations and air-quality monitor-
ing stations are geographically independent, the two datasets cannot be directly combined.
Therefore, each air-quality monitoring station is associated with its nearest traffic monitor-
ing station using geographical coordinates. This nearest-neighbor matching assumes that
nearby traffic conditions provide the most representative estimate of local traffic-related
emissions affecting the corresponding air-quality station.

For every observation time t, three traffic-related variables are extracted from the matched
traffic station hourly traffic volume (Vt), mean vehicle speed (St), and traffic availability
indicator (It). The corresponding traffic feature vector is defined as tt = [Vt, St, It]

The hourly traffic volume represents the total number of vehicles passing the monitoring
location during one hour, providing a direct indicator of traffic-related emission inten-
sity. The mean vehicle speed characterizes driving conditions, which influence both fuel
combustion efficiency and non-exhaust particulate emissions. The binary availability in-
dicator distinguishes valid traffic observations from missing measurements, enabling the
network to differentiate unavailable traffic data from genuinely low traffic activity.

After spatial matching, the traffic feature vector is concatenated with the remaining en-
vironmental variables to construct the complete multivariate observation vector. Unlike
traditional forecasting approaches that model traffic emissions separately or employ pre-
defined emission inventories, AQ-Net-Finland integrates traffic observations directly into
the deep learning architecture. Consequently, the LSTM encoder learns the temporal
evolution of traffic conditions jointly with atmospheric variables, while the Multi-Head
Attention mechanism automatically determines the relative importance of traffic observa-
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tions under different meteorological and seasonal conditions.

This joint learning strategy enables the forecasting model to capture complex nonlinear
interactions between traffic emissions and atmospheric processes. For example, identical
traffic volumes may produce substantially different PM2.5 concentrations depending on
wind speed, atmospheric stability, boundary-layer height, precipitation, or seasonal heat-
ing emissions. Rather than explicitly modelling these interactions through handcrafted
physical relationships, AQ-Net-Finland learns them implicitly from historical observa-
tions during end-to-end optimization.

Furthermore, traffic information contributes differently across forecasting horizons. Dur-
ing short-term forecasting, recent traffic conditions often exert a direct influence on local
particulate concentrations, whereas longer forecasting horizons increasingly depend on
evolving meteorological conditions and regional pollutant transport. By combining traffic
observations with the temporal attention mechanism, AQ-Net-Finland adaptively adjusts
the contribution of traffic-related information for each forecasting task without requiring
manually designed weighting factors.

3.3.2 Loss Function

The proposed AQ-Net-Finland simultaneously predicts PM2.5 concentrations at four fore-
casting horizons (6, 12, 24, and 48 hours). Since not every training sample contains valid
ground-truth observations for every prediction horizon, a conventional Mean Squared Er-
ror (MSE) loss would incorrectly penalize predictions corresponding to unavailable tar-
gets. Furthermore, extreme pollution episodes are relatively rare but considerably more
important from an environmental and public-health perspective than low-concentration
observations. To address these challenges, AQ-Net-Finland employs a weighted masked
Mean Squared Error objective that incorporates horizon-specific weighting, hotspot em-
phasis, and asymmetric penalties for underestimating pollution events.

Let yi = [yi,1, yi,2, . . . , yi,H ] and ŷi = [ŷi,1, ŷi,2, . . . , ŷi,H ] denote the observed and pre-
dicted PM2.5 concentrations for the i-th training sample, respectively, where H = 4

represents the number of forecasting horizons.
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To accommodate missing target observations, a binary validity mask is introduced,

mi,h =

1, if the target at horizon h is available,

0, otherwise
(15)

Only prediction errors associated with valid targets contribute to the optimization process.
The squared prediction error for each forecasting horizon is defined as ei,h = (yi,h−ŷi,h)

2.
To emphasize severe pollution episodes, AQ-Net-Finland assigns larger weights to obser-
vations exceeding a predefined hotspot threshold τ . The hotspot weight is formulated as
ωi,h = 1+αmax(0, yi,h−τ), where α controls the influence of high-concentration obser-
vations. Consequently, prediction errors associated with elevated PM2.5 concentrations
contribute more strongly to the optimization objective, encouraging the network to better
capture pollution episodes that are of greatest practical importance.

Accurate prediction of high pollution levels is particularly important for air-quality warn-
ing systems. Since underestimating hazardous pollution events is generally more detri-
mental than overestimating them, AQ-Net-Finland further introduces an asymmetric penalty
that increases the loss whenever the predicted concentration is lower than the observed

concentration. The asymmetric weighting factor is defined as γi,h =

1 + β, ŷi,h < yi,h,

1, otherwise,
where β denotes the underestimation penalty coefficient. This formulation encourages the
model to avoid systematic underprediction of pollution peaks while maintaining balanced
regression performance across normal atmospheric conditions.

Combining the masking strategy, hotspot weighting, and asymmetric penalty yields the
weighted masked error ℓi,h = mi,h ωi,h γi,h (yi,h− ŷi,h)

2. Since prediction difficulty gener-
ally increases with forecasting horizon, AQ-Net-Finland further assigns independent im-
portance weights to each prediction task. Let w = [w6, w12, w24, w48] denote the horizon-
weight vector, where larger weights may be assigned to forecasting horizons considered
more important for the intended application.

The overall training objective is therefore expressed as

L =

N∑
i=1

H∑
h=1

wh ℓi,h

N∑
i=1

H∑
h=1

whmi,h

, (16)
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where N denotes the number of training samples.

This method has several advantages over the conventional MSE loss. First, the mask-
ing mechanism enables efficient utilization of incomplete multi-horizon datasets without
discarding partially observed training samples. Second, hotspot weighting increases the
contribution of severe pollution episodes during optimization, thereby improving predic-
tion performance under hazardous air-quality conditions. Third, the asymmetric penalty
explicitly discourages underestimation of pollution peaks, which is particularly impor-
tant for environmental monitoring and public-health warning systems. Finally, horizon-
specific weighting allows the optimization process to balance learning among short-,
medium-, and long-term forecasting tasks within a unified multi-output framework. These
allow AQ-Net-Finland to achieve a more robust optimization strategy while maintaining
stable convergence across all prediction horizons.
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4 Experiments

4.1 Dataset

The experimental evaluation of AQ-Net-Finland was conducted using the integrated en-
vironmental dataset. The dataset combines hourly air-quality observations, ERA5 mete-
orological variables, traffic measurements, spatial descriptors, autoregressive PM2.5 lag
features, and temporal cyclical features collected from monitoring stations across Finland.
These heterogeneous data sources were integrated into a unified multivariate time-series
dataset to support multi-horizon PM2.5 forecasting.

Prior to model training, all datasets underwent a consistent preprocessing pipeline to
improve data quality and ensure compatibility with the proposed deep learning frame-
work. First, observations from different data sources were temporally synchronized using
a common hourly timestamp. Air-quality, meteorological, and traffic measurements were
then merged according to both their observation time and location. Traffic observations
were associated with each air-quality monitoring station through nearest-neighbor spatial
matching, allowing local traffic conditions to be incorporated into the forecasting model.

Missing observations were handled before feature construction to ensure complete input
sequences. Numerical variables were standardized using Z-score normalization,x′ = x−µ

σ
,

where x denotes the original observation, µ is the mean computed from the training
dataset, and σ represents the corresponding standard deviation. The same normalization
parameters were subsequently applied to the validation and testing datasets to prevent
information leakage.

To enhance the temporal representation of the environmental observations, autoregres-
sive lag features of historical PM2.5 concentrations, cyclical temporal encodings, spatial
descriptors, and traffic-related variables were incorporated into the multivariate feature
vector. The resulting feature sequences were organized using a sliding-window strategy,
where each input sample consisted of a fixed-length historical observation window and
four corresponding prediction targets representing forecasting horizons of 6, 12, 24, and
48 hours.

To evaluate forecasting performance under realistic operational conditions, the complete
time series was partitioned chronologically into training, validation, and testing subsets.
Unlike random data partitioning, chronological splitting preserves the temporal ordering
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of observations and prevents future information from influencing model training. The
training dataset was used to optimize model parameters, the validation dataset supported
hyperparameter selection and early stopping, and the testing dataset remained completely
isolated until the final model evaluation.

Let the complete environmental time series be represented as D = {x1,x2, . . . ,xN} ,
where N denotes the total number of hourly observations. The dataset was partitioned
into three mutually exclusive subsets, D = Dtrain∪Dval∪Dtest, subject to Dtrain∩Dval =

Dtrain ∩ Dtest = Dval ∩ Dtest = ∅.

To further eliminate potential temporal leakage caused by overlapping sliding windows,
an embargo period was introduced between consecutive data partitions. Samples within
the embargo interval were excluded from both training and evaluation, ensuring that no
historical observation window was shared across different subsets. This strategy provides
an unbiased assessment of forecasting performance by guaranteeing that each prediction
is generated exclusively from information available prior to the forecasting time.

The same preprocessing pipeline, feature engineering procedures, and chronological data
partitions were applied to AQ-Net-Finland and all benchmark forecasting models. Main-
taining identical experimental conditions ensures that differences in predictive perfor-
mance arise from the modelling approaches themselves rather than inconsistencies in
data preparation or dataset partitioning, thereby providing a fair and objective compar-
ison across all evaluated methods.

4.2 Model Optimization

Model parameters were optimized using the AdamW optimizer with a learning rate of
1×10−3, combining adaptive gradient estimation with decoupled weight decay to improve
convergence and generalization. A Reduce-on-Plateau learning rate scheduler dynami-
cally reduced the learning rate upon validation loss stagnation, enabling smooth transition
from rapid early-stage learning to fine parameter refinement. Overfitting was controlled
through dropout regularization, weight decay, and early stopping, retaining the model
checkpoint corresponding to the minimum validation loss for final evaluation. Training
was performed using mini-batch gradient descent with mixed-precision computation to
improve computational efficiency and reduce GPU memory consumption.

Unlike conventional regression models that optimize only the Mean Squared Error, AQ-
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Net-Finland was trained using the weighted multi-horizon loss function, incorporating
target masking, horizon-specific weighting, hotspot emphasis, and asymmetric underes-
timation penalties to balance forecasting accuracy across all prediction horizons while
improving the prediction of severe PM2.5 episodes. Architecture-specific hyperparam-
eters were selected empirically using the validation dataset, balancing forecasting accu-
racy, optimization stability, and model complexity; the final configuration is summarized
in Table 3.

Table 3 summarizes the final hyperparameter configuration adopted in AQ-Net-Finland.

Table 3. Hyperparameter configuration of AQ-Net_Finland.

Hyperparameter Value Rationale

Input sequence length 48 hours Captures recent temporal evolution of

atmospheric conditions

Number of LSTM layers 2 Balances representation capacity and

computational cost

Hidden dimension 128 Learns expressive temporal representations

Attention heads 4 Captures multiple temporal dependency patterns

Attention dimension 128 Consistent with the LSTM hidden representation

Dropout rate 0.30 Improves generalization performance

Forecast horizons 6, 12, 24, 48 h Simultaneous multi-horizon forecasting

Output heads 4 Independent residual prediction for each horizon

Optimization

Optimizer AdamW Combines adaptive gradients with decoupled

weight decay

Learning rate 3× 10−4 Provides stable convergence for the

LSTM–attention backbone

Weight decay 1× 10−3 Strong regularization to mitigate overfitting on

sparse Finnish data

LR scheduler Cosine

Annealing

Smoothly reduces LR over epochs; avoids

early-stopping desynchronization

Batch size 64 Balances GPU memory and gradient stability

Max epochs 50 Sufficient iterations for convergence with early

stopping

Continued on next page
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Table 3 – continued from previous page

Hyperparameter Value Rationale

Early-stopping patience 3 epochs Strict criterion: validation loss must improve

every 3 epochs

Loss function (weighted masked MSE)

Horizon weights

(w6, w12, w24, w48)

[1.0, 0.7, 0.5,

0.3]

Prioritises short-term (6 h) forecasts over longer,

noisier horizons

Hotspot threshold (τ ) 0.5 (z-score

space)

Defines “elevated” events ∼0.5σ above mean

PM2.5

Hotspot weight (α) 0.0 (off by

default)

Neutral to avoid overfitting; activation (∼2.0)

reserved for future work

Underestimation penalty

(β)

1.0 (off by

default)

Neutral; β > 1 activates asymmetry, disabled

for stability on sparse peaks

All experiments were implemented in Python using the PyTorch deep learning framework. Data

preprocessing and feature engineering were performed using NumPy, Pandas, and Scikit-learn,

while visualization and statistical analyses employed Matplotlib and Seaborn. Model training

utilized CUDA-enabled GPU acceleration under a Linux operating system with mixed-precision

computation to improve computational efficiency and reduce memory consumption. The same

software environment, optimization settings, and hardware configuration were used for AQ-Net-

Finland and all benchmark models to ensure a fair and reproducible comparison.

Using a common optimization strategy, fixed hyperparameter configuration, and identical com-

putational environment ensures that all forecasting models are evaluated under consistent ex-

perimental conditions. This standardized training procedure provides a reliable foundation for

the comparative analysis presented in the following sections while minimizing the influence of

implementation-specific differences.

4.3 Evaluation Metrics

The forecasting performance of AQ-Net-Finland and the benchmark models was evaluated us-

ing four complementary statistical metrics that quantify prediction accuracy, error magnitude,

explained variance, and temporal agreement between the predicted and observed PM2.5 con-

centrations. Since no single metric completely characterizes forecasting performance, multiple

evaluation criteria were employed to provide a comprehensive assessment across different predic-
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tion horizons. Mean Absolute Error (MAE) and Root Mean Squared Error (RMSE) measure

the magnitude of prediction errors in the original concentration units, whereas the coefficient

of determination (R2) and Pearson’s correlation coefficient (r) evaluate the agreement between

the predicted and observed temporal variations. The Mean Absolute Error (MAE) measures the

average magnitude of prediction errors without considering their direction and is computed as

MAE = 1
N

∑N
i=1 |yi − ŷi| , where yi and ŷi denote the observed and predicted PM2.5 concentra-

tions, respectively, and N is the total number of predictions. Since MAE assigns equal importance

to all prediction errors, it provides an intuitive measure of the average forecasting accuracy.

The Root Mean Squared Error (RMSE) is defined as RMSE =
√

1
N

∑N
i=1 (yi − ŷi)

2, which

assigns greater weight to larger prediction errors because of the squared error term. Conse-

quently, RMSE is particularly informative for evaluating model performance during high-pollution

episodes where large forecasting errors are undesirable. The coefficient of determination (R2)

measures the proportion of variance in the observed data that is explained by the forecasting model

and is calculated as R2 = 1 −
∑N

i=1(yi−ŷi)
2∑N

i=1(yi−ȳ)2
, where ȳ denotes the mean observed PM2.5 concen-

tration. Values of R2 approaching one indicate that the model successfully captures the variability

of the observed air-quality data.

Pearson’s correlation coefficient evaluates the strength of the linear relationship between the pre-

dicted and observed concentrations and is given by r =
∑N

i=1(yi−ȳ)(ŷi−¯̂y)√∑N
i=1(yi−ȳ)2

√∑N
i=1(ŷi−¯̂y)

2
, where ȳ and

¯̂y denote the mean observed and predicted concentrations, respectively. A correlation coefficient

close to one indicates that the forecasting model successfully reproduces the temporal evolution

and variability of the measured PM2.5 concentrations. Together, these metrics provide the assess-

ment of forecasting performance by evaluating average prediction error, sensitivity to large devi-

ations, explained variance, and temporal consistency. The same evaluation protocol was applied

to AQ-Net-Finland and all benchmark models to ensure an objective and consistent comparison

across all forecasting horizons.

4.4 Overall Comparison

This section presents a comprehensive evaluation of the proposed AQ-Net-Finland framework

through a series of comparative experiments designed to assess its forecasting capability under

different operational scenarios. Rather than relying solely on aggregate performance metrics, the

evaluation examines the model from multiple perspectives to provide a comprehensive understand-

ing of its predictive performance and generalization ability.

The experimental analysis is organized into two complementary components. First, the spatial

comparison evaluates the forecasting performance of AQ-Net-Finland against benchmark models

across the complete monitoring network using multiple evaluation metrics. This analysis further
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investigates station-level performance and seasonal variations to determine the robustness of the

proposed framework under diverse environmental conditions and to quantify the contribution of

traffic information during different seasons. Second, the temporal comparison evaluates the ability

of the proposed model to generalize to monitoring stations excluded from model training, thereby

assessing its capability to predict future air quality at previously unseen locations.

Together, these experiments provide a comprehensive assessment of the proposed forecasting

framework from both spatial and temporal perspectives. The following sections present the de-

tailed analyses and discuss the key observations obtained from each experimental setting.

4.4.1 Spatial Comparison

This subsection evaluates the spatial forecasting performance of AQ-Net-Finland across the Finnish

air-quality monitoring network, considering overall prediction accuracy, station-level performance,

and seasonal variability. The proposed model is compared with the persistence baseline, PatchTST,

and iTransformer using the evaluation metrics. Figure 5 presents an overview of the comparative

results, while Tables 4 and 5 summarize the Pearson correlation coefficient and RMSE obtained at

the four forecasting horizons. Figure A2.1 illustrates the spatial distribution of forecasting errors,

and Figures 6 and 10 examine the seasonal influence of traffic information.

Figure 5. Forecast accuracy across prediction horizons, seasonal contribution of traffic infor-
mation, and station-level error comparison for AQ-Net-Finland and the benchmark forecasting
models.

Overall, AQ-Net-Finland consistently achieved the highest forecasting accuracy among all eval-

uated models, maintaining stronger agreement with observed PM2.5 concentrations and lower

prediction errors across every forecasting horizon. These results indicate that integrating resid-

ual learning, recurrent temporal modeling, attention-based feature refinement, and traffic-aware
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predictors enables the model to capture both short-term pollutant persistence and longer-term at-

mospheric evolution more effectively than the benchmark approaches. Transformer-based models

exhibited lower predictive performance under Finnish monitoring conditions, with PatchTST and

iTransformer experiencing larger forecasting errors and weaker temporal correlation, particularly

at longer horizons. The persistence baseline provided competitive performance only at the shortest

prediction horizon, deteriorating rapidly thereafter, highlighting the limitations of relying solely

on temporal persistence.

Comparison Using Pearson’s Correlation Coefficient Pearson’s correlation coefficient

evaluates the ability of each forecasting model to reproduce the temporal evolution of observed

PM2.5 concentrations, emphasizing agreement between predicted and observed temporal patterns

rather than absolute prediction error. Table 4 summarizes the results obtained across the four

forecasting horizons.

Table 4. Pearson’s correlation coefficient (r) for each forecasting horizon. Values are reported as
mean ± standard deviation over multiple runs.

Model 6 h 12 h 24 h 48 h

AQ-Net-Finland + Traffic 0.645± 0.012 0.532± 0.018 0.471± 0.022 0.305± 0.035

AQ-Net-Finland 0.642± 0.014 0.521± 0.020 0.457± 0.025 0.290± 0.038

PatchTST 0.407± 0.025 0.381± 0.028 0.334± 0.031 0.251± 0.042

iTransformer 0.218± 0.030 0.209± 0.032 0.193± 0.035 0.171± 0.040

Persistence 0.180± 0.022 0.162± 0.027 0.143± 0.030 0.098± 0.038

AQ-Net-Finland consistently achieved the highest Pearson correlation across all forecasting hori-

zons, with the traffic-enhanced variant delivering the strongest performance, indicating that traffic

information provides additional temporal cues that improve the prediction of pollutant dynam-

ics. Although correlation gradually decreased with increasing horizon, reflecting the accumu-

lation of forecasting uncertainty, the proposed framework maintained a clear advantage over all

benchmarks. Among the benchmark models, PatchTST consistently outperformed iTransformer,

suggesting that patch-based temporal representations are more effective than variable-wise at-

tention for this forecasting task, though both produced substantially lower correlation than AQ-

Net-Finland at longer horizons. The persistence achieved the lowest correlation throughout the

evaluation, with its rapid performance degradation confirming that simply extrapolating the most

recent observation is insufficient for representing the evolving atmospheric processes governing

future PM2.5 concentrations.
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Comparison Using Root Mean Squared Error RMSE quantifies the magnitude of predic-

tion error in the original PM2.5 concentration units and penalizes large errors more heavily than

small deviations, providing an effective measure of forecasting accuracy during elevated pollution

episodes. The results obtained across all forecasting horizons are presented in Table 5.

Table 5. RMSE (µg m−3) for each forecasting horizon. Values are reported as mean ± standard
deviation over multiple runs.

Model 6 h 12 h 24 h 48 h

AQ-Net-Finland + Traffic 3.22± 0.15 3.68± 0.18 3.90± 0.22 4.76± 0.35

AQ-Net-Finland 3.70± 0.17 4.22± 0.20 4.53± 0.25 5.41± 0.38

PatchTST 4.18± 0.20 4.41± 0.22 4.89± 0.28 5.62± 0.40

iTransformer 5.23± 0.25 5.31± 0.27 5.44± 0.30 5.81± 0.42

Persistence 3.48± 0.18 3.98± 0.22 4.20± 0.26 5.13± 0.38

AQ-Net-Finland achieved the lowest prediction error across all forecasting horizons, demonstrat-

ing that the proposed architecture not only reproduces temporal evolution of PM2.5 concentrations

but also estimates their magnitudes better than the benchmarks, with improvements becoming in-

creasingly apparent at longer horizons where residual learning and recurrent modeling are most

beneficial. Incorporating traffic information further reduced prediction error at every horizon, with

improvements particularly evident during seasons characterized by increased road traffic emis-

sions and road-dust re-suspension. The persistence baseline produced competitive RMSE only

at the shortest horizon due to strong temporal continuity, deteriorating steadily thereafter, while

PatchTST and iTransformer consistently produced larger forecasting errors than AQ-Net-Finland

across all prediction horizons. Taken together, the Pearson and RMSE analysis confirm that AQ-

Net-Finland provides the most reliable forecasting performance, achieving both stronger temporal

agreement and lower prediction errors under diverse forecasting conditions.

Station-Level Performance Finland’s air-quality monitoring network encompasses urban

traffic stations, suburban sites, industrial areas, and regional background stations, each charac-

terized by distinct emission sources and atmospheric conditions, making station-level evaluation

essential for assessing the spatial robustness of the proposed framework. The proposed frame-

work maintained stable forecasting performance across the majority of monitoring stations, with

prediction errors increasing naturally with forecasting horizon but relative performance remaining

consistent throughout the network.

The largest forecasting errors were observed at stations such as Vartiokylä, Tasavallankatu, and

Vaasan keskusta, where complex urban environments involving local traffic emissions, street-

canyon effects, residential heating, and long-range pollutant transport interact over short time
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scales, producing rapid PM2.5 variability that increases forecasting difficulty. Conversely, lower

prediction errors were observed at regional background and suburban stations such as Luukki and

Lappeenrannan keskusta 4, where concentrations are governed by large-scale meteorological pro-

cesses and regional atmospheric transport, resulting in smoother temporal variations more readily

captured by the recurrent framework.

Despite these spatial differences, AQ-Net-Finland demonstrated robust performance across the

complete monitoring network without requiring station-specific model architectures or parameter

tuning. This consistency suggests that the proposed framework successfully learns generalized

representations of the physical processes governing PM2.5 variability rather than memorizing

location-specific statistical patterns.

Seasonal Performance Finland experiences pronounced seasonal variations in temperature,

atmospheric stability, boundary-layer dynamics, residential heating, and road traffic, all of which

affect the temporal evolution of PM2.5 concentrations. Winter generally exhibited high fore-

casting accuracy despite elevated concentrations, as stable atmospheric conditions and gradual

pollutant accumulation associated with reduced boundary-layer height and residential heating al-

low the recurrent encoder and temporal attention mechanism to effectively capture their temporal

characteristics. Spring presented the most challenging forecasting conditions, with rapidly chang-

ing meteorology and the Nordic road-dust phenomenon, whereby deposited particles from winter

sanding are re-suspended by passing vehicles, increasing hourly PM2.5 variability and reducing

forecasting accuracy relative to other seasons. The lowest prediction errors were observed dur-

ing summer, when stronger atmospheric mixing and more efficient pollutant dispersion contribute

to smoother temporal variations, while autumn exhibited comparable performance with slightly

increased uncertainty due to the onset of residential heating.

As shown in Figure 6, the seasonal comparison further reveals that the benefit of incorporating

traffic information is not uniform throughout the year, with the largest reduction in forecasting

error occurring during the Nordic spring road-dust season and considerably smaller improvements

during the heating season and summer. This observation confirms that traffic-related predictors

primarily contribute during periods when vehicle-induced re-suspension is a dominant particulate

source rather than acting as a uniformly informative predictor throughout the annual cycle.

4.4.2 Temporal Comparison on Hidden Stations

To evaluate the spatial generalization capability of AQ-Net-Finland, an additional experiment was

conducted using monitoring stations completely excluded during model development. Approxi-

mately 10% of the monitoring stations were randomly selected and withheld from training, vali-

dation, and hyperparameter optimization, being used exclusively during the final evaluation stage
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Figure 6. Seasonal contribution of the traffic covariate to 24-hour forecasting accuracy. Including
traffic information reduces RMSE from 8.34 to 6.89µg m−3 during the road-dust season, while
the improvement is comparatively smaller during the heating season and summer.

to provide an unbiased assessment of the model’s ability to generalize beyond observed locations.

Figure 7 illustrates the spatial distribution of all monitoring stations together with those reserved

for hidden-station evaluation. This experimental design closely reflects practical deployment sce-

narios where forecasting models must generate predictions at unseen locations by relying entirely

on generalized spatial and temporal representations learned from the remaining monitoring net-

work.

As illustrated in Figure 8, AQ-Net-Finland successfully reproduced the temporal evolution of

PM2.5 concentrations at hidden stations, accurately capturing both gradual background variations

and the majority of short-term pollution episodes, with only small deviations observed during

rapidly changing concentration peaks. Prediction accuracy remained relatively consistent across

geographically distinct locations, confirming that the framework learns generalized atmospheric

relationships rather than station-specific patterns. As expected, larger errors were observed at sta-

tions influenced by dynamic urban emission sources, while background and suburban stations ex-

hibited smoother temporal variations and correspondingly lower prediction errors. Overall, these

results demonstrate that AQ-Net-Finland can transfer learned temporal and environmental rela-

tionships to previously unseen locations without station-specific retraining, a capability particu-

larly important for operational air-quality forecasting where monitoring coverage is limited.
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Figure 7. Spatial distribution of the PM2.5 monitoring stations used in this study. Approximately
10% of the stations (highlighted) were withheld during model development and used exclusively
to evaluate the spatial generalization capability of AQ-Net-Finland on previously unseen locations.

4.5 Ablation Studies

The results presented in the previous sections demonstrate that AQ-Net-Finland consistently out-

performs the benchmark forecasting models across multiple prediction horizons, monitoring sta-

tions, and evaluation scenarios. However, the overall comparison alone does not reveal the in-

dividual contribution of each architectural component or engineered feature to the observed per-

formance improvements. To better understand the design of the proposed framework, a series of

ablation experiments was conducted by systematically removing selected components while keep-

ing the remaining network architecture, training procedure, hyperparameter configuration, and

evaluation protocol unchanged.

Ablation analysis provides a principled approach for quantifying the importance of individual

design choices within a complex forecasting framework. By comparing the complete model with

simplified variants, it is possible to determine whether the observed performance gains originate

from a particular component or from the complementary interaction among multiple architectural
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Figure 8. Temporal prediction results at hidden monitoring stations excluded during model train-
ing. The upper panel presents representative hourly PM2.5 predictions, while the lower panel
summarizes forecasting performance across all hidden stations, demonstrating strong accuracy at
+1 h (R2 0.80–0.87) that degrades at longer horizons.
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modules and input feature groups. This analysis also helps verify that each component contributes

meaningful predictive information rather than introducing unnecessary model complexity.

Figure 9 summarizes the forecasting performance of the complete AQ-Net-Finland model and the

evaluated ablation variants across all prediction horizons.

Figure 9. Performance comparison between the complete AQ-Net-Finland model and the evalu-
ated ablation variants across all forecasting horizons. Each variant removes a specific architectural
component or feature group while preserving the remaining training configuration.

The following subsections investigate the contribution of the major components of AQ-Net-Finland.

First, the impact of the proposed residual learning strategy is evaluated, followed by an analysis

of the traffic signal introduced for modelling traffic-related emissions. Finally, the remaining ar-

chitectural components and engineered feature groups are examined through a series of additional

ablation experiments to assess their influence on forecasting performance.

4.5.1 Ablation on Residual Learning

Residual learning constitutes one of the key design components of AQ-Net-Finland. Instead of

directly predicting future PM2.5 concentrations, the proposed framework estimates the concentra-
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tion change relative to the most recent observation and reconstructs the final prediction by adding

the estimated residual to the current concentration. This formulation exploits the strong tempo-

ral persistence of hourly air-quality observations and reduces the complexity of the forecasting

task. To quantify the contribution of this design, an ablation experiment was conducted in which

the residual learning module was removed while all remaining components of the framework, in-

cluding the LSTM encoder, temporal attention mechanism, engineered features, and optimization

settings, were kept unchanged. In this variant, the network was trained to directly predict the

future PM2.5 concentrations for each forecasting horizon.

As summarized in Figure 9, removing the residual formulation resulted in a consistent degra-

dation in forecasting performance across all prediction horizons. Both the prediction error and

temporal agreement deteriorated relative to the complete AQ-Net-Finland model, indicating that

residual learning substantially improves the ability of the network to model future pollutant con-

centrations. This improvement can be explained by the temporal characteristics of hourly PM2.5

observations. Under most atmospheric conditions, pollutant concentrations evolve gradually, and

consecutive observations differ only by relatively small increments. Predicting these incremental

changes therefore represents a simpler regression problem than directly estimating absolute con-

centrations, allowing the network to focus on modelling the atmospheric processes responsible for

future deviations rather than repeatedly learning the persistent background concentration.

The benefit of residual learning became increasingly apparent at longer forecasting horizons,

where the accumulation of prediction uncertainty makes direct regression more difficult. By

reducing the variability of the prediction target, the residual formulation improves optimization

stability and enables the model to learn more robust temporal representations without increasing

architectural complexity. Overall, the ablation results demonstrate that residual learning is not

merely an implementation choice but a fundamental component of AQ-Net-Finland. The residual

formulation complements the recurrent encoder and temporal attention mechanism by simplifying

the forecasting objective, thereby contributing substantially to the overall predictive performance

of the proposed framework.

4.5.2 Ablation on the Traffic Signal

Traffic activity was incorporated into AQ-Net-Finland to capture anthropogenic emissions associ-

ated with road transport and, more importantly, the seasonal resuspension of road dust that charac-

terizes Nordic urban environments. Although traffic is a well-known source of particulate matter,

its influence on PM2.5 concentrations varies considerably throughout the year due to changes in

meteorological conditions, road surface characteristics, and emission mechanisms. Consequently,

an ablation experiment was conducted to quantify the contribution of the proposed traffic signal

to forecasting performance. The traffic ablation model was constructed by removing all traffic-
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related input variables while preserving the remaining architecture, feature engineering pipeline,

optimization strategy, and hyperparameter configuration. This experimental design ensures that

any differences in forecasting performance can be attributed solely to the exclusion of traffic in-

formation.

Figure 6 compares the forecasting performance of AQ-Net-Finland with and without traffic infor-

mation across different seasonal regimes. The results indicate that the influence of traffic is highly

season dependent rather than uniform throughout the year. The largest improvement was observed

during the spring road-dust season, where incorporating traffic information reduced the 24-hour

RMSE from 8.34 to 6.89 µgm−3, corresponding to a reduction of approximately 17.4%. In con-

trast, the improvement during the heating season was comparatively smaller, while only marginal

differences were observed during summer.

The seasonal behaviour is consistent with the underlying physical processes governing particu-

late matter concentrations in Finland. During spring, accumulated road dust and winter sanding

materials are mechanically resuspended by passing vehicles following snowmelt, producing rapid

increases in local PM2.5 concentrations. Because these non-exhaust emissions are directly related

to traffic intensity, incorporating traffic information provides valuable predictive information that

cannot be inferred solely from meteorological variables or historical pollutant observations. The

influence of the traffic signal is further illustrated in Figure 10, which compares the predictive

uncertainty of AQ-Net-Finland with and without traffic information during the spring road-dust

season. Incorporating traffic data not only reduces the prediction error but also produces more

stable and confident forecasts, indicating that the model is better able to characterize the rapid

concentration changes associated with traffic-induced emissions.

Figure 10. Predictive uncertainty of AQ-Net-Finland with and without the traffic signal during
the spring road-dust season. Incorporating traffic information produces more confident predictions
during elevated PM2.5 episodes.

Overall, the ablation results demonstrate that the proposed traffic signal provides complementary
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information beyond conventional meteorological and historical air-quality observations. Although

its contribution to annual average forecasting accuracy is modest, it becomes particularly impor-

tant during periods dominated by traffic-related particulate emissions. This finding confirms that

incorporating physically meaningful traffic information improves the ability of AQ-Net-Finland to

forecast PM2.5 concentrations under challenging seasonal conditions.

4.5.3 Other Ablation Studies

In addition to residual learning and the traffic signal, several other architectural components and

engineered feature groups were evaluated through ablation experiments to assess their individual

contributions to the overall forecasting performance. For each experiment, the selected component

was removed while maintaining the same training data, optimization strategy, network configura-

tion, and evaluation protocol as the complete AQ-Net-Finland model.

Multi-Head Attention The temporal attention module enables AQ-Net-Finland to assign adap-

tive importance to different observations within the historical sequence. Removing this component

resulted in a consistent reduction in forecasting accuracy across all prediction horizons, as shown

in Figure 9. Although the stacked LSTM encoder continued to capture sequential dependencies,

the network lost its ability to selectively emphasize the most informative historical observations.

This result demonstrates that temporal attention complements recurrent memory by improving the

representation of long-range temporal dependencies.

Meteorological Variables Meteorological conditions are the primary physical drivers gov-

erning the transport, dispersion, and removal of atmospheric particulate matter. Removing the

meteorological variables produced one of the largest reductions in forecasting performance among

all feature-based ablation experiments. The degradation became more pronounced at longer pre-

diction horizons, confirming that accurate representation of atmospheric conditions is essential for

medium- and long-range PM2.5 forecasting.

Autoregressive Lag Features Historical PM2.5 observations provide valuable information

owing to the strong temporal persistence of particulate matter concentrations. Excluding the au-

toregressive lag features reduced forecasting accuracy, particularly for the shorter prediction hori-

zons where recent observations remain highly informative. Although the LSTM encoder inher-

ently models sequential dependencies, explicitly incorporating lag features simplifies the learning

process and provides direct access to physically meaningful historical concentration values.
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Temporal Cyclical Features Temporal cyclical encoding captures recurring patterns asso-

ciated with the hour of day, day of week, month, and seasonal cycles. Removing these features

resulted in a moderate decrease in forecasting performance, indicating that periodic human ac-

tivities and seasonal atmospheric processes contribute useful contextual information beyond the

measured environmental variables. The results confirm that cyclical temporal encoding improves

the model’s ability to distinguish between recurring patterns and short-term fluctuations.

Overall, the ablation experiments demonstrate that the better performance of AQ-Net-Finland

arises from the complementary interaction of its architectural components and engineered fea-

ture groups. While residual learning and traffic information provide the most distinctive contri-

butions to the proposed framework, temporal attention, meteorological variables, autoregressive

lag features, and temporal cyclical encoding each contribute to improved forecasting accuracy and

collectively enable robust multi-horizon PM2.5 prediction.

4.6 Failure Cases and Analysis

Although AQ-Net-Finland consistently achieved better forecasting performance compared with

the benchmark models, certain atmospheric conditions remain inherently difficult to predict. These

failure cases primarily occur during rapidly evolving pollution episodes in which future PM2.5

concentrations are influenced by sudden changes in local emissions or meteorological conditions

that cannot be fully inferred from historical observations. Examining these situations provides

valuable insight into the current limitations of the proposed framework and identifies opportunities

for future improvement.

Figure 11. Representative failure case of AQ-Net-Finland during a rapid PM2.5 pollution episode.
While the model mostly follows the overall temporal trend , it underestimates the magnitude of the
sudden concentration peak, illustrating the increased forecasting difficulty associated with abrupt
emission changes and rapidly evolving atmospheric conditions.

The largest forecasting errors were generally associated with abrupt concentration peaks as shown

in Figure 11. During these events, observed PM2.5 concentrations increased rapidly over rela-
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tively short time intervals, whereas the model occasionally underestimated the magnitude or de-

layed the timing of the peak. Such behaviour is expected because the forecasting framework relies

on historical environmental observations and cannot explicitly account for unforeseen events such

as localized emission spikes, construction activities, traffic incidents, or rapidly changing atmo-

spheric conditions.

Forecasting also became more challenging during the spring road-dust season. Although incor-

porating the proposed traffic signal substantially improved prediction accuracy, the magnitude of

road-dust resuspension depends on several factors that are not directly represented in the current

dataset, including road surface moisture, street-cleaning activities, accumulated sanding material,

and local traffic composition. Consequently, a small number of high-concentration spring episodes

remained difficult to predict accurately.

The hidden-station evaluation further revealed that forecasting performance varied among mon-

itoring locations. Stations located in densely populated urban environments generally exhibited

larger prediction errors than suburban and regional background stations. These locations are influ-

enced by highly localized emission sources and rapidly changing traffic conditions that introduce

additional variability into the observed PM2.5 concentrations. In contrast, stations dominated by

regional atmospheric transport exhibited smoother temporal behaviour and were therefore pre-

dicted more accurately.

Forecasting uncertainty also increased systematically with prediction horizon. As the forecast ex-

tended from 6 to 48 hours, uncertainty associated with future meteorological conditions, pollutant

transport, and emission variability accumulated, leading to a gradual reduction in forecasting accu-

racy. Nevertheless, AQ-Net-Finland consistently maintained higher predictive performance than

the benchmark models across all forecasting horizons, indicating that the proposed architecture

remained robust even under increasingly challenging forecasting conditions.

These observations suggest several directions for future research. Incorporating additional infor-

mation describing road surface conditions, satellite-derived aerosol products, chemical transport

model outputs, or numerical weather prediction forecasts may further improve the prediction of

rapidly evolving pollution events. Likewise, probabilistic forecasting and uncertainty quantifica-

tion could provide confidence estimates for high-impact pollution episodes, enabling more reliable

operational air-quality forecasting. Despite these remaining challenges, the experimental results

demonstrate that AQ-Net-Finland provides accurate and robust multi-horizon PM2.5 forecasts

across a wide range of environmental conditions and monitoring locations.
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5 Discussion

This thesis presented AQ-Net-Finland, a deep learning framework for multi-horizon PM2.5 fore-

casting across Finland. The proposed framework was developed to address the limitations of

existing air-quality forecasting approaches by combining residual learning, stacked Long Short-

Term Memory (LSTM) networks, Multi-Head Temporal Attention, temporal cyclical encoding,

and traffic-informed predictors within a unified forecasting architecture. Unlike conventional fore-

casting models that primarily rely on historical pollutant observations, AQ-Net-Finland integrates

multiple environmental data sources to capture the complex interactions among meteorological

conditions, anthropogenic emissions, and temporal patterns that govern particulate matter concen-

trations.

The experimental results demonstrated that the proposed framework consistently outperformed

the benchmark models across all forecasting horizons. Compared with PatchTST, iTransformer,

and the persistence baseline, AQ-Net-Finland achieved lower prediction errors while maintaining

stronger temporal agreement with observed PM2.5 concentrations. The hidden-station experi-

ments further showed that the model generalized well to monitoring locations that were completely

excluded during training, indicating that the framework learned transferable spatial and tempo-

ral relationships rather than memorizing station-specific characteristics. Moreover, the seasonal

analysis demonstrated that incorporating traffic information provided measurable improvements

during the Nordic spring road-dust season, where traffic-induced resuspension is a major source

of particulate matter. These findings highlight the importance of combining data-driven learning

with physically meaningful environmental predictors for operational air-quality forecasting.

Despite these encouraging results, several limitations remain. First, the proposed framework fo-

cuses exclusively on PM2.5 forecasting, whereas operational air-quality management often re-

quires simultaneous prediction of multiple pollutants, including PM10, nitrogen dioxide, and

ozone. Second, although the traffic signal improved forecasting performance during specific pe-

riods, it represents aggregated traffic activity and does not explicitly account for road character-

istics, vehicle composition, or road surface conditions that influence non-exhaust emissions. In

addition, the forecasting framework relies primarily on historical observations and does not in-

corporate satellite-derived aerosol products, numerical weather prediction outputs, or chemical

transport model simulations that may provide additional predictive information, particularly for

longer forecasting horizons. Finally, although the hidden-station experiments demonstrated good

spatial generalization, prediction accuracy in regions with sparse monitoring networks remains

dependent on the availability and representativeness of nearby observations.

These limitations provide several opportunities for future research. One promising direction is

the integration of additional environmental data sources, including satellite remote sensing, nu-

merical weather prediction forecasts, and chemical transport model outputs, to better represent
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large-scale atmospheric processes. Future studies may also investigate Graph Neural Networks to

model spatial relationships among monitoring stations more explicitly, allowing pollutant trans-

port and regional interactions to be learned directly from the monitoring network. Another impor-

tant direction is the development of probabilistic forecasting frameworks that quantify prediction

uncertainty, enabling decision-makers to assess the confidence associated with future pollution

episodes. Extending AQ-Net-Finland to simultaneous multi-pollutant forecasting and investigat-

ing transfer learning for other Nordic countries would further improve the practical applicability of

the framework. Finally, advances in explainable artificial intelligence may provide greater insight

into how individual environmental variables influence forecasting decisions, thereby improving

the transparency and interpretability of deep learning models for operational air-quality manage-

ment.

Overall, this research demonstrates that combining advanced deep learning techniques with domain-

specific environmental knowledge provides a practical and effective approach for nationwide

PM2.5 forecasting. Rather than relying solely on increasingly complex neural network archi-

tectures, the results indicate that incorporating physically meaningful predictors and designing

models that reflect the characteristics of atmospheric processes can produce more accurate, ro-

bust, and interpretable forecasting systems. The proposed AQ-Net-Finland framework therefore

establishes a strong foundation for future research on intelligent air-quality forecasting and sup-

ports the development of operational decision-support systems for environmental monitoring and

public health protection.
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6 Conclusion

The primary objective of this research was to develop an accurate, robust, and operational deep

learning framework for multi-horizon PM2.5 forecasting under Finnish environmental conditions.

To achieve this objective, the study investigated the integration of advanced temporal deep learning

techniques with physically meaningful environmental predictors, including meteorological vari-

ables, temporal cyclical information, autoregressive pollutant(PM2.5) observations, and traffic-

related indicators. The proposed framework, AQ-Net-Finland, was designed to improve fore-

casting accuracy while maintaining good spatial generalization across monitoring stations and

forecasting horizons.

The first research objective was to construct a comprehensive dataset suitable for nationwide air-

quality forecasting. This objective was achieved by integrating hourly PM2.5 observations from

the Finnish national air-quality monitoring network with corresponding meteorological measure-

ments, traffic information, and engineered temporal features. The preprocessing pipeline was

developed to address missing observations, feature scaling, temporal encoding, and sequence gen-

eration, providing a standardized input representation for all forecasting models evaluated in this

study.

Figure 12. Episode time series during a south-western Finland PM2.5 event. Observed concentra-
tions reached 18–20 µg m−3 (3–4× background), while AQ-Net-Finland predicted 9–11 µg m−3,
capturing the spatial pattern but underestimating the magnitude — a known consequence of
MSE-based training.

The second objective was to develop a deep learning architecture capable of capturing the tempo-
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ral dynamics of atmospheric particulate matter. This objective was accomplished through the pro-

posed AQ-Net-Finland framework, which combines residual learning, stacked Long Short-Term

Memory (LSTM) layers, Multi-Head Temporal Attention, and horizon-specific prediction heads

within a unified multi-horizon forecasting architecture. The residual learning formulation sim-

plified the prediction task by estimating concentration changes relative to the latest observation,

while the attention mechanism enabled the model to identify the most informative historical obser-

vations for each prediction horizon. Figure 12 illustrates a representative PM2.5 episode in which

the model correctly identified the spatial pattern of elevated concentrations across south-western

Finland but underestimated peak magnitudes by approximately 50%, a behaviour consistent with

the known MSE loss bias toward the temporal mean during high-concentration events.

The third objective was to investigate whether incorporating physically meaningful environmental

predictors improves forecasting performance. The experimental results demonstrated that mete-

orological variables, temporal cyclical encoding, autoregressive lag features, and traffic-related

information all contributed to improved predictive performance. In particular, traffic information

provided significant benefits during the Nordic spring road-dust season, confirming that incorpo-

rating domain-specific environmental knowledge can enhance deep learning models beyond what

can be achieved using pollutant observations alone.

The fourth objective was to evaluate the forecasting performance of the proposed framework

against representative benchmark models. Comprehensive experiments demonstrated that AQ-

Net-Finland consistently outperformed PatchTST, iTransformer, and the persistence baseline across

all forecasting horizons. The proposed framework achieved lower forecasting errors and stronger

agreement with observed PM2.5 concentrations while maintaining robust performance under di-

verse seasonal conditions and across different monitoring stations. These results demonstrate the

effectiveness of combining recurrent temporal modelling with attention mechanisms and residual

learning for operational air-quality forecasting.

The fifth objective was to assess the spatial generalization capability of the proposed framework.

This objective was addressed through hidden-station experiments in which a subset of monitoring

stations was completely excluded during model training. The results showed that AQ-Net-Finland

successfully predicted PM2.5 concentrations at previously unseen locations, indicating that the

model learned generalized spatial and temporal relationships rather than memorizing station-

specific patterns. This capability is particularly important for practical deployment in regions

where monitoring stations are sparse or where new monitoring sites are established.

Overall, the research objectives defined at the beginning of this dissertation have been successfully

achieved. The proposed AQ-Net-Finland framework advances deep learning-based air-quality

forecasting by integrating data-driven temporal modelling with physically meaningful environ-

mental information in a unified forecasting system. The experimental evaluation demonstrated

that this combination provides accurate and robust multi-horizon PM2.5 forecasts while maintain-
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ing strong spatial transferability across Finland.

Beyond its predictive performance, the principal contribution of this dissertation lies in demon-

strating that the integration of environmental domain knowledge with modern deep learning tech-

niques leads to forecasting models that are both more accurate and more interpretable than generic

sequence modeling approaches. The proposed framework provides a practical foundation for fu-

ture operational air-quality forecasting systems and offers a flexible architecture that can be ex-

tended to additional pollutants, richer environmental datasets, and broader geographical regions.

It is anticipated that the methodologies developed in this research will contribute to future intel-

ligent environmental monitoring systems, supporting evidence-based decision making, air-quality

management, and the protection of public health.
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Appendix 1. Seasonal PM2.5 patterns across Finland.

Figure A1.1 show seasonal PM2.5 patterns across Finland with some occasional episodic peaks

across coastline and highest values being near Juhannus and Wood combustion seasons.



Appendix 1. (continued)

Figure A1.1. Spatial distribution of the engineered seasonal and derived heating-related features
across the 20 Finnish monitoring stations. The upper panels show the binary calendar-based sea-
sonal indicators (Heating Season, Road Dust Season, New Year, and Midsummer/Juhannus flags),
while the lower panels show the continuous derived heating-related variables (Heating Degree
Days, Atmospheric Stagnation Index, and their 24– and 72-hour rolling accumulations) at a rep-
resentative time step. The colour scale encodes the feature value at each station, illustrating how
these engineered variables vary geographically as well as temporally.



Appendix 2. Per-station RMSE.

Figure A2.1 presents the RMSE obtained at each monitoring station across the four forecasting

horizons.

Figure A2.1. Per-station RMSE as a function of forecasting horizon. Stations exhibiting the high-
est errors (Vartiokylä, Tasavallankatu, and Vaasan keskusta) are characterized by complex urban
emission sources and long-range transport influences, whereas stations with the lowest errors ben-
efit from more stable and predictable atmospheric conditions.
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