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Artificial intelligence-assisted programming tools are increasingly embedded in modern software
engineering workflows. Tools such as GitHub Copilot, ChatGPT and Codeium support
implementation, debugging, refactoring and code explanation. Their adoption raises a practical
question for software engineering: whether these tools improve development performance
without weakening code quality or developer understanding. This thesis evaluates Al-assisted
code generation tools from three perspectives: task performance, generated code quality and
developer confidence.

The study is designed as a system-oriented evaluation thesis combining a benchmark framework
with a developer-perception questionnaire. The benchmark component compares common
programming tasks such as algorithm implementation, REST API integration, CRUD
development, debugging and refactoring. The perception component examines trust,
explainability, verification behaviour and perceived learning support. The thesis argues that Al
assisted coding tools should be understood as collaborative development assistants rather than
autonomous software engineering agents. The contribution of the study is a structured evaluation
framework that can be used to compare Al coding tools in a reproducible undergraduate-level
software engineering context. The thesis also discusses how Al-assisted coding changes the
developer role from direct implementation toward supervision, validation and integration of
generated solutions.



SYMBOLS AND ABBREVIATIONS

Abbreviations

Al Artificial Intelligence

API  Application Programming Interface
CRUD Create, Read, Update and Delete
HTTP Hypertext Transfer Protocol

IDE Integrated Development Environment
JSON JavaScript Object Notation

REST Representational State Transfer

RQ  Research Question
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1 Introduction

This chapter presents the background, motivation, objectives and outline of the thesis. It
describes the problem of Al-assisted code generation in the context of software engineering,

motivates its importance, and states the research questions.

1.1 Research background

Artificial intelligence has become a mainstream component of everyday software, rather than

a technology developers used at the edges. Traditional programming environments now tend to
include features like code completion, natural-language prompting, automated documentation,
test suggestion and debugging assistance. The rise of large language models has further
accelerated this shift as these can produce source code on the basis of natural-language
instructions and partial program context. In essence, Al-enabled coding sits as a new layer
between developers and developer environments: Developers no longer have to write every
statement by hand - they are more and more managing, modifying and validating the suggestions

made by a software tool (Hou et al. 2024; Chen et al.2021).

This change is significant as software development is a technical and cognitive process.
Programming demands not just accurate syntax, but also understanding of requirements, use of
suitable abstractions, thinking about edge cases, consistency with other people's code, and
communicating design decisions to others. It is possible that using the Al assisted programming
tools will cut down on the time spent on routine programming, but it could also alter the way
developers think about programming. What seems like a good suggestion in the editor may be
fraught with hidden logical issues, insecure assumptions and inappropriate architectural
decisions. Thus, the impact of Al coding can only be measured in part based on speed. It should
be also assessed based on code quality and developer confidence (Bacchelli & Bird, 2013;
Sadowski et al., 2018). Previous research has already revealed productivity potential measured
in numbers. Peng et al. (2023), for instance, found that developers using GitHub Copilot could

finish this task in JavaScript implementation in fewer hours than developers without access to



GitHub Copilot. Simultaneously, recent research on usability, like Vaithilingam et al. (2022),
indicates that developers can continue to experience challenges in understanding, controlling
and verifying the suggestions generated by Al This tension inspires the following thesis:
Programming tools that assist developers with the generation of code are useful, but they can

only be useful if the developers are confident and responsible in the use of the generated code.

The topic is also applicable for software engineering education. Students are increasingly
relying on tools like ChatGPT and Copilot to assist them in solving programming exercises,
comprehending new APIs and debugging exercises. Such tools can help the learning process
when they can explain the code, but they can hinder independent problem-solving if the student
takes the generated code without comprehension. The study of Al-driven code generation is a
suitable subject for a Bachelor level software engineering thesis as it involves technical analysis

and human factors, developer behavior, and software quality (Kasneci et al. 2023).

1.2 Problem statement

The importance of this problem is even greater because Al-generated code is presented in a
fluent and confident manner. The output could be complete even if there are hidden assumptions,
missing edge cases or an inappropriate dependency somewhere. This is a presentation style
which can give inexperienced developers false confidence. However, for experienced
developers the same output can generate extra review work as they have to decide if the created
solution is applicable in the project context or not. So, the question is not just about whether Al
can create code, but whether the code it produces can be embraced in a responsible way within

the software engineering lifecycle.

Another problem is that the productivity improvement does not necessarily translate into quality
improvement. Al can help a developer complete a task faster, but the Al-generated code might
need to be manually debugged, rewritten, explained, or refactored. Here, any apparent time

saving may be shifted to the verification phase as part of the implementation. In this thesis
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productivity, correctness, readability, maintainability and confidence are thus not treated as one

single measure of success, but as closely tied and separate dimensions of evaluation.

Perceived productivity and responsible software development are the two main issues this thesis
aims to solve. While using Al code generation can get you some executable code quickly, it
doesn't necessarily mean that it is a good one. The software system should be maintainable,
understandable, secure and should be in line with the project requirements. Without proper
verification, developing with generated code can lead to productivity losses due to defects,
technical debt or reduced learning (Yetistiren et al. 2023; Baltes et al. 2025; Johnson et al. 2025;
Vaithilingam et al. 2022).

The other issue is that there are different ways of interacting with an Al writing tool when coding.
The use of GitHub Copilot is primarily within an IDE and offers suggestions in real-time,
depending on the context of the code. ChatGPT serves as a conversational assistant, in which
developers clearly define the problems and ask for explanations. Tools like Codeium offer code
completion and suggestions with minimal impact. These various types of interactions can affect
completion time as well as confidence, checking behaviour and perceived control (Barke et al.,

2023; Vaithilingam et al., 2022).

The third is that a large number of studies on Al-aided coding are limited to measuring the
accuracy of the benchmarks or performance of the models. While such studies are useful, they
do not capture the fullness of the developer's experience of the tools in realistic workflows. A
code snippet may pass a test but fail to be maintainable. A tool can produce a solution in a short
amount of time but the developer may not know the logic. This thesis thus takes a balanced

approach where both performance, quality and confidence are taken into account ( Chen et al.

2021; Yetistiren et al. 2023).

1.3 Aim and research questions

The goal of this thesis is to assess the effectiveness of Al-generated code generation tools in
typical software engineering tasks and the impact of these tools on developer confidence and

code quality. Does not develop a new Al model in the thesis. Rather, it considers current tools
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as software engineering support systems. How much can Al code generation tools help
developers to boost software development efficiency while preserving quality and developer
confidence? The sub-questions are: RQ1: What impact do Al code generation tools have on
coding productivity when performing typical programming tasks? RQ2: What are some of the
code quality problems that emerge when solutions are generated using AI? RQ3: What is the
level of confidence, trust and explainability for developers in Al-assisted coding tools? RQ4:
What guidelines can be inferred from an application perspective for the responsible use of Al

for programming in software engineering training and practice?

1.4 Scope and limitations

The thesis only covers code generation capabilities with Artificial Intelligence in the general
software engineering process. The following tools are chosen: GitHub Copilot, ChatGPT and
Codeium. Algorithmic implementation, using of APIs, CRUD operations, debugging and
refactoring are examples of common programming tasks in undergraduate-level and for junior
developers. This thesis does not cover industrial systems, safety critical software and large-scale
multi-repository projects because they are highly specialized. The investigation also doesn't
measure the internal structure of big language models. Rather, the tools are viewed as a software
engineering development assistant (black box). This restriction is not unusual because the thesis

focuses on the use and assessment of these tools by the developers, not the training of models.

1.5 Thesis structure

Background and related research on Al-assisted software engineering, code generation,
productivity, code quality and developer trust are summarized in Chapter 2. The evaluated tools
are introduced in Chapter 3 and the general evaluation framework is presented. The research
method used in this research, with benchmarking design, the design of scoring and the
questionnaire design and data analysis procedures in chapter 4. Chapter 5 outlines the evaluation

framework and analysis of the results. The implications of Al-assisted coding for software
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engineering practice and education are discussed in Chapter 6. The conclusion of the thesis and

proposal of next steps is presented in Chapter 7.
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2 Background and related work

This chapter reviews previous research related to Al-assisted software engineering, code
generation, productivity, code quality and developer trust. The purpose is to position the thesis

within existing work and identify the research gap addressed by the evaluation framework.

2.1 Al in software engineering

Al is not only dedicated to code generation in software engineering. It also comprises of defect
prediction, test generation, bug localization, code search, documentation support and software
maintenance. According to recent systematic literature reviews, LLMs are widely employed in
various stages of the software development lifecycle such as requirements engineering,
implementation, testing and maintenance (Hou et al., 2024). The versatility of this application
area implies that Al-driven coding needs to be seen as a component of the software engineering
revolution and not just a feature of the coding editor. In terms of human-centred software
engineering, Al systems should be used as tools to assist developers in their decision-making

rather than just to perform standalone technical tasks (Ahmad et al. 2023; Lo 2023).

Al-based programming is simple to use, which is important.The use of Al in programming is
simple and easy to use, which is an important thing. Developers are bound to repeat many
repetitive activities like writing boilerplate code, mapping data structures, implementing basic
API calls and creating simple test cases. They are tasks that must be performed, but are not
necessarily core to software design. Using tools that are able to assist with this can save
developers time and enable them to concentrate on architecture, validation, and integration. But
software engineering quality goes beyond how fast implementation is (Peng et al. 2023; Ziegler

et al. 2022).

Responsibility is also a concern when using Al in software engineering. If Al proposes a solution,
then it is a choice for the human developer. The need for this responsibility is significant because

code that is technically viable may be at odds with project's assumptions or security
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requirements. This means that software engineering with the help of Al must be used with
caution: It is not acceptable to reject any support that is provided by the software, and it is not

acceptable to accept anything without verifying it (Lee & See 2004; Hoff & Bashir 2015).

2.2 Al-assisted code generation tools

There are a variety of code generation tools that leverage Al to suggest code, and they have
varied ways of conveying context and providing suggestions. Assistants like GitHub Copilot
add context based on the current file, and possibly the surrounding code and repository. They
are most beneficial in providing low friction interaction; suggestions are provided while coding,
without the developer having to make any changes to the tool. This can help to speed up the
implementation, particularly in repetitive tasks. Limitations of this mode are that explanations
are seldom detailed without the assistance of other chat functions (Barke et al. 2023;

Vaithilingam et al. 2022).

Conversational tools such as ChatGPT follow a different pattern. Developers describe a problem
in natural language, paste relevant code or request debugging assistance. The advantage of this
interaction mode is that it supports explanation, comparison and iterative clarification. The
disadvantage is that developers must provide sufficient context manually, and the answer may
be disconnected from the actual project environment if the prompt is incomplete (Kasneci et al.

2023; Vaithilingam et al. 2022).

Codeium and similar tools represent a lightweight coding-assistant category. They provide
autocomplete, code search and chat-like assistance, often with accessibility advantages for
students or individual developers.They will differ in terms of their performance per language
and task, but they're important in this thesis because they are an alternative tool that is widely

available to Copilot and ChatGPT (Yetistiren et al. 2023).



15

2.3 Productivity and development performance

Average task completion time is used as a measure of development performance in this thesis.
This is an easy-to-calculate metric for a small-scale benchmark, but should not be used on its
own. Time saving is only worthwhile if the code produced still meets the requirement of the
task, and if no unnecessary maintenance issues will arise. Thus the benchmark scores are

analyzed along with correctness and code quality scores.

Past research also indicates that productivity gains could be very sensitive to the extent of task
familiarity. Al helpers are best at handling common scenarios from the public codebase or
standard documentation, like CRUD operations, API calls, and simple data transformations.
Certain tasks, such as those needing a high level of domain expertise, architectural reasoning,
or specific project requirements, might not benefit from Al-driven suggestions as much. Such
task-dependency will be crucial in the analysis of the present thesis(Vaithilingam et al. 2022;
Yetistiren et al. 2023).

One of the most common advantages of Al coding is its productivity. Engaging in a controlled
experiment, Peng et al. (2023) found that developers working with GitHub Copilot finished a
task quicker than the control group. Faster completion times, and more developer satisfaction,
have also been prominent themes in GitHub's own research communications; however, research

produced by vendors should be treated with caution as it is not fully independent.

It is hard to measure the productivity of software engineers. Completion time is just one
dimension. A developer might write code fast but spend more time debugging, explaining and
refactoring. On the other hand, if a slower solution can be easily maintained and integrated. In
this thesis productivity is therefore used as the indicator of task performance instead of being
the only indicator of success. This is supported by empirical code review research which
indicates that quality of the software is dependent on code review practices, communication and
common understanding, rather than implementation speed (Bacchelli & Bird 2013; Rigby &
Storey 2011; Sadowski et al. 2018).

When using Al-assisted tools for benchmarking, it is important to choose the right task. Even

simple tasks can have a false sense of the usefulness of a tool, as most models can generate
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common programming patterns. Usefulness may be underestimated for very complex tasks
where there may not be the necessary tools to support the project context. For this thesis, the
benchmark emphasizes medium-level tasks that are prevalent in software education and in the

early stages of engineering practice(Chen et al. 2021; Xu et al. 2022; Yetistiren et al. 2023).

2.4 Code quality and maintainability

In Al-assisted programming, maintainability is particularly crucial since the generated code
might be syntactically correct but hard to maintain. . For example, an Al tool might output a
long function that passes local test cases but mixes input validation, business logic, and output
formatting all the in one function. Code like this is fine to have in a small benchmark, but can
be a pain when it gets into a real project and requirements change. This is the reason for

considering readability and maintainability separately from correctness in this thesis.

How much context is provided to the Al tool can also impact the quality of the code generated.
Both IDE and conversational tools rely on the code and file names around them, and on the local
syntax, but conversational tools are much more reliant on the code that the developer supplies
in the prompt. When key constraints are not included, the resulting solution might look good
but not follow project conventions. Thus, the evaluation of code quality should not only look at
the resulting code, but also the interaction process that led to the creation of the code (Barke et

al. 2023; Brown et al. 2024).

Code quality is a multidimensional concept. Correctness has to do with the program meeting its
requirements for functional requirements. Readability is the ease with which a human developer
can read the code. Maintainability relates to the ease with which the code can be extended,
modified and integrated in the larger system. Security and reliability are also a key factor when
the generated code is used to process user input, authentication, or databases or networks.
Previous work on code review and software quality has shown that three factors affect the
maintainability and defects after release: review coverage, review quality, and developer

perception (Bacchelli & Bird 2013; Mclntosh et al. 2016; Kononenko et al. 2016).
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Empirical studies of Al-generated code have found mixed results. Yetistiren et al. (2023)
compared Al-assisted code generation tools and showed that tools differ in correctness,
reliability, security and maintainability metrics. This supports the idea that tool comparison
should not rely on a single overall score. A tool that produces correct solutions may still generate

code smells or technical debt.

Al can produce complex code that may be more than necessary. In many cases, when the task
itself is simple, language models may generate general solutions that try to solve a wide variety
of cases. In small projects it might be useful, but in large projects it could be too high level and
harm readability. To put it differently, what makes the documentation so vital for the students
and junior developers is the fact that their code can be very sophisticated and looks complex to

understand and maintain (Vaithilingam et al. 2022; Yetistiren et al. 2023).

2.5 Developer trust and confidence

Trust in developers is viewed as an achievable effect of interaction and verification in this thesis.
Trust does not imply that the developer believes all the suggestions it generates are correct.
Rather, it is a question of whether a developer believes that she/he can understand, test, and
change the generated code. This distinction is important, since a tool may raise confidence by
explaining a solution even when the developer eventually rejects part of the suggestion. In other

words, confidence can emerge from critical inspection rather than from blind acceptance.

Trust plays a crucial role in human-Al collaborations. In automation research, trust is generally
defined as the right to rely on another rather than blind faith. When it is appropriate based on
system capability, users should rely on automation, argue Lee and See (2004). Additionally,
Hoff and Bashir (2015) argue that human factors, process and context play a role in determining

the level of trust.

Trust is more than a yes-or-no, “trust” in Al-assisted programming. Developers can rely on the
Al tool for boilerplate code but not depend on it when it comes to security-related code. They

might believe explanations, but they'll check things out physically. Hence this thesis adopts the
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notion of developer confidence which is the developer's perception of understanding, assessing

and safely utilizing the generated code (Lee & See 2004; Hoff & Bashir 2015).

In Al-assisted programming, trust is not a simple yes-or-no attitude. Developers may trust an
Al tool for boilerplate code but distrust it for security-sensitive logic. They may trust
explanations but still verify implementation details manually. Therefore, this thesis uses the
term developer confidence to describe the developer's perceived ability to understand, evaluate

and safely use generated code (Lee & See 2004; Hoff & Bashir 2015).

Miller (2019) mentions that explanations are social and contextual; users want explanations that
help them make decisions. When explaining a solution in programming, it should explain why
it works, what assumptions it makes and what restrictions it has. However, conversational Al

can assist with this, but only by presenting the right follow-up questions and context.

2.6 Risks of hallucination and overreliance

Hallucination is one of the major drawbacks to Al coding. Hallucination in programming might
be directly referring to APIs that aren't actually there, or faking the behaviour of libraries,
generating code that compiles but fails to meet the criterion, or giving inaccurate explanations
of the code. Al-generated products are frequently fluent and confident, which can mean that
developers may miss issues if they don't thoroughly test their solution ( Chen et al. 2021;
Vaithilingam et al. 2022).

Overreliance is another risk. Developers might be open to suggestions that seem convenient or
because they're rushed for time and therefore accept what seems easy. This is especially more
potent for novices, as they may not possess the required knowledge and expertise about subtle
defects. In education, relying too heavily can hinder learning when the students only submit
generated code without understanding what they are doing. More recent studies of trust in
trustworthy Al-assisted software instruments also suggest that trust should not only be seen as
the automatic, unconditional and uncritical acceptance of Al output, but as a calibrated
judgements of trust formed through control, verification and task risk (Lee & See 2004; Hoff &
Bashir 2015; Baltes et al. 2025; Brown et al. 2024; Johnson et al. 2025).
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While these risks might sound alarmist, they don't necessarily discourage using Al-enabled
coding. Rather, they recommend the integration of Al with verification processes. These
practices involve running tests, verifying edge cases, inspecting dependencies, critically reading
explanations generated by running the program, and comparing various solutions. Other related
studies on automated code review and review-comment generation also reveal that Al support
works best in combination with human judgement, not instead of it (Miller 2019; Tufano et al.

2021; Li et al. 2022; Vaithilingam et al. 2022; Frommgen et al. 2024; Lin et al. 2024).

2.7 Research gap

This gap is also methodological. A purely technical benchmark can be used to determine which
tool does an action the quickest but cannot be used to explain trust in generated code or
understanding of the solution. A pure perception-based survey can reveal attitudes towards Al,
but doesn't relate attitudes to actual programming tasks. The present thesis thus combines the
two approaches of the benchmark style evaluation with the interpretation using questionnaires.
This is not a large scale method, but it gives a more balanced perspective on Al-assisted code

generation than either method alone.

There are three important gaps in the literature. To begin with, numerous studies rate Al coding
tools based on model performance or whether the code is correct, but don't focus as much on
developer trust. Second, developer perception studies tend not to compare the actual task
performance of specific tools. Third, a balance between productivity and learning is needed in
educational context, which is not always discussed in the analysis of tools (Hou et al. 2024;

Yetistiren et al. 2023).

This thesis aims to fill these gaps by combining a tool comparison benchmark with a developer-
confidence questionnaire. The aim is not to demonstrate that one tool is best, but to gain an
understanding of what the different tools can enable in software engineering. Practical and
evaluative, it offers a structured comparison of Al coding tools, taking into account technical

output and human understanding (Peng et al. 2023; Vaithilingam et al. 2022).
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3 Al-assisted coding tools and evaluation framework

This chapter describes the selected Al-assisted coding tools and presents the evaluation
framework used in the thesis. It also explains how the framework connects tool interaction

modes with performance, code quality and developer confidence.

Research framework

Al-assisted code
generation tools

Examples:
GitHub Copilot, ChatGPT, Findings and implications
Codeium 4 q A
Evaluation dimensions

productivity benefits

Benchmark
Performance

programming tasks ’ [

quality limitations

v

Examples:
algorithm, REST AP, Code quality
CRUD, debugging, refactoring

=

Developer
confidence

e Developer I J
questionnaire
Examples:

trust, confidence,
productivity

practical
recommendations

trust and verification ]

Figure 1. Research framework for evaluating Al-assisted code generation tools.

Figure 1 presents the overall research framework used in this thesis. It shows how the framework
connects the evaluated Al-assisted coding tools, benchmark programming tasks and developer
questionnaire with the three main evaluation dimensions: performance, code quality and
developer confidence.

The framework demonstrates that the study does not assess Al tools in isolation as a standalone

product. Rather, the tools are assessed via the tasks they enable and the developers’ products

that are built on their outputs. The left side of the framework shows the inputs of the study, i.e.
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the chosen tools, benchmark task and questionnaire items. The centre illustrates the three main
evaluation criteria. The right hand side presents the key contribution of the thesis in terms of

advantages, limitations and actionable insights for the responsible use of tools.

This structure also helps to keep the thesis argument coherent.Performance results indicate if Al
tools enable faster execution of the implementation. The result on quality of code tells us if the
faster code is still acceptable from a technical point of view. Developer confidence Results The
results on developer confidence explain how programmers understand the help and if they feel
able to check it. The discussion chapter synthesizes these three threads to form a practical

understanding of Al-assisted programming.

3.1 Selection of evaluated tools

This thesis reviews GitHub Copilot, ChatGPT, and Codeium. These three tools were chosen
as they typify three popular modes of Al-assisted programming. GitHub Copilot is context-
aware completion, integrated in the IDE. ChatGPT is the conversational code generation and
explanation. Codeium is the lightweight Al code completions and chat. Together, they cover

the most relevant interaction styles for student and junior-developer workflows (Peng et al. 2023;

Yetistiren et al. 2023).

The selection does not imply that these are the only relevant tools. Other systems such as
Amazon Q Developer, Tabnine, Cursor and Claude Code also support Al-assisted development.
However, including too many tools would make the evaluation less focused. For a bachelor-
level thesis, three tools are sufficient to compare interaction modes while keeping the benchmark

manageable (Hou et al. 2024).

Table 1 summarizes the three evaluated Al-assisted coding tools from the perspective of
interaction mode, practical strength and limitation. This comparison supports the later

interpretation that different tools are suitable for different software engineering tasks.
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Table 1. Comparison of evaluated Al-assisted coding tools

Tool Main interaction mode | Main strength Main limitation
. . IDE autocomplete and Fast implementation and | Limited explanation of
GitHub Copilot context-aware S .
. workflow continuity suggestions
suggestions
Conversational . . .
ChatGPT prompting and iterative Explanations, debugglng Requ1re§ clear prompts
.. support and alternatives | and copied context
questioning
IDE completion and . Less detailed
. . . Accessible and easy to .
Codeium lightweight chat modif suggestions and weaker
assistance y explanation support

The comparison indicates that each tool provides a different kind of support. GitHub Copilot is
the nearest to having a constant code partner, as you get suggestions as you implement. ChatGPT
resembles a technical explanation and problem-solving assistant more, as it allows you to
interrogate the conversation. Codeium acts as a lightweight free alternative that can enhance
accessibility for developers who use it for simple guidance and are not obligated or heavily tied
to a paid or highly integrated environment. These variations warrant that we compare the tools

not just in numbers but also in workflow fit and verification effort.

The comparison indicates that one cannot evaluate the performance of tools only in terms of

speed. The developer’s beliefs about correctness and confidence in the code generated are also

influenced by the interaction model.

3.2 Al-assisted development workflow

The workflow studied in this dissertation includes task description, Al suggestions, review,
modification, and verification by the developer. It begins with the developer having a
programming task in mind, e.g. implementing a REST endpoint, fixing a bug, and so on, and
so forth. The developer then interacts with the chosen Al tool either via an IDE suggestion or
by providing a natural language prompt (Barke et al. 2023; Treude & Gerosa 2025; Johnson et
al. 2025).
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The developer does not blindly accept it after the tool produces a suggestion. The
recommendation is also checked for whether it is functionally correct, readable and meets the
task requirements. The developer may either edit the output or request clarification. The final
stage is verification which consists of running, edge cases, and maintainability (Lee & See 2004;

Vaithilingam et al. 2022).

This behavior is in line with the thesis’ overall claim: Al-based coding is collaborative and
not autonomous. The tool may speed up development, but human developers are still
accountable for comprehending and verifying the outcome (Hoff & Bashir 2015; Miller 2019).
Figure 2 illustrates the workflow of the Al-assisted software development studied in this thesis.
It illustrates the flow of process from task specification, Al tool interaction, generated code

suggestion, developer review, testing and final code integration.

' \ ' i ' Ty
o Task e Al tool 0 Generated code Developer review Testing and Final code
specification interaction suggestion and modification verification integration
pltograrnmnng Gk Coploh/ implementation / accept [ edit/ debugglng d
objective [ bug / ChatGPT / explanstion J fik it review |/
feature request Codeium M ! quality check
. . X S L J o .

refine prompt [ request revision

Figure 2. Al-assisted software development workflow.

The workflow also demonstrates why human judgment is still paramount. The tool Al is in the
second and third stages, but the developer interpreting the task, reviewing the output, testing,
and final integration remain the developer. Al assistance is not here to take the place of
developers; it's about redistributing their workload. Writing code from scratch is substituted by
the developer's task of checking the correctness, readability and applicability of the code to the

context of the task.
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The feedback loop in the workflow is important for conversational and prompt-based tools. If
the output is incomplete or incorrect, the developer can further improve the prompt or offer
more context or request a new implementation. This is a process that can be repeated until it
yields the desired effect, but also adds time and brainpower. So, it can be interpreted that the
workflow is not a one-step automated coding process but an interactive development process

with the help of AL

3.3 Evaluation framework

The evaluation framework combines technical and human-centred dimensions. Technical
evaluation focuses on completion time, correctness, readability and maintainability. Human-
centred evaluation focuses on confidence, trust, explanation quality and verification effort. This
structure prevents the evaluation from reducing Al-assisted programming to a single
productivity number (Yetistiren et al. 2023; Hoff & Bashir 2015). The evaluation framework
follows the structure shown in Figure 1. It connects Al tool interaction modes with three

evaluation outcomes: performance, code quality and developer confidence.

3.4 Benchmark task categories

The benchmark includes five categories: algorithm implementation, REST API integration,
CRUD development, debugging and refactoring. These categories were chosen because they
represent common software engineering tasks and because they allow different strengths of Al
tools to be observed. For example, Copilot may excel at CRUD generation, whereas it may be

outperformed by ChatGPT in explaining the debugging (Chen et al. 2021; Yetistiren et al. 2023).

The challenges are not meant to be unbeatable. Rather, they are tasks that a student of software
engineering or a junior developer might be able to accomplish. This is a crucial decision given
that the thesis is meant to assess practical assistance and not superior competitive programming

performance (Vaithilingam et al. 2022).
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Table 2 lists the categories of benchmark tasks for evaluation. It describes the objective of each

category of tasks along with a sample task for each category.

Table 2. Benchmark task categories

Category Purpose Example task

Algorithm implementation Evaluate functional implementation | Binary search or merge sort

Fetch data from an API and parse

REST API integration Evaluate practical API use JSON

CRUD development Evaluate boilerplate generation Implement create, read, update and
delete operations

Debugging Evaluate error identification Fix a faulty function

Refactoring Evaluate maintainability support Improve readability without

changing behaviour

3.5 Visual material and reporting structure

The Figures and Tables serve as the material of analysis and not simply as eye candy. The visual
content is intended to facilitate inspection of the evaluation logic, the benchmarking process,
and the patterns of results. This analysis is necessary given that Al-assisted coding produces
quantifiable results (e.g., time-to-completion) as well as interpretive results (e.g., confidence

and trust).

All figures are designed in a consistent academic style, such that the thesis, when viewed as a

whole, is visually unified in the presentation of the evaluation framework, results and discussion.
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4 Research methodology

This chapter describes the research design, the benchmarking process, the scoring system, the
design of the questionnaire, the data treatment and ethical issues. The approach is intended to

be realistic for a bachelor thesis at the same time as clear and reproducible.

4.1 Research design

This thesis employs a mixed-method evaluation design. The quantitative part reports the time
taken to complete the tasks and the quality scores of the codes. The qualitative part explores
developer perceptions through a series of items in a questionnaire and as open-ended responses.
This mixed-method format is also appropriate given that Al-assisted programming is a technical

and human-centered phenomenon (Bacchelli & Bird 2013; Vaithilingam et al. 2022).

The research design is based on empirical software engineering, but tailored to the scale of a
bachelor thesis. The goal is not to perform a broad industrial study, but rather to deliver a
controlled and transparent evaluation of a small selection of tools across is a realistic

programming tasks (Bacchelli & Bird 2013; Sadowski et al. 2018).

The benchmark values are reported as small-scale indicative results based on five representative
programming tasks, while the questionnaire values are reported as post-task perception results
from the evaluation sample. Therefore, the results should be interpreted as undergraduate-level

empirical evidence rather than large-scale industrial evidence.

The empirical evaluation is based on a small but relevant participant group with practical
programming experience. Table 3 presents the participant background categories used to

describe the evaluation sample.
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Table 3. Participant background information

Category Group Number
Participant type Software engineering students 10
Participant type Junior developers 4

Programming experience Less than 1 year 3
Programming experience 1-3 years 8
Programming experience More than 3 years 3
Most used language Python 7
Most used language JavaScript 5
Most used language Java 2

The participant structure aims to capture the probable end-user group of an Al coding assistant
in an undergraduate context of software programming. Adding students as well as junior
developers makes this evaluation more realistic than a theoretic one, as students have different
levels of programming experience and verification habits. Concurrently, the sample size is not

too large to be handled as part of a bachelor thesis.

Due to the small sample size, the results are used as indicative patterns. The idea is not to make
generalizations on a statistical basis with regard to all developers, but to examine whether the
same trends can be seen across the various tasks and tools. It is good for an exploratory bachelor
level evaluation, provided that the thesis explicitly states the source, scope and limitation of the

data.

The choice of the participant group is done to focus on the undergraduate level programming
tasks and early career software engineering practice, which is the focus of the thesis, hence the

software engineering students and junior developers.

4.2 Benchmark procedure

The procedure is designed to reduce uncontrolled variation between tools. Each benchmark task
begins with the same functional requirement and the same expected output. For Al-assisted
conditions, the prompt or task description is kept as similar as possible so that differences in

results are not mainly caused by unequal instructions. In the IDE-based tools, participants are
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asked to work from the same starting file and to only use the tool for the task that they are
required to accomplish. In the case of conversational tools, participants are asked not to impose

any further requirements on the task description, except for the purposes of clarification.

The benchmark shows the effort required to implement as well as the effort required to check
after the generation. This is significant as Al tools might save time during the initial coding
stage but require more time for reviewing and tweaking the produced code or comprehending
it. This separation of the two stages in a small-scale evaluation prevents overestimation of the
productivity gains. It also provides a more realistic look at the application of Al tools in the

everyday work of programming.

The procedure is the same for each benchmark task. The task requirement is prepared in a brief
written specifications, first. Secondly, the work is completed using a single Al powered tool.
Third, the generated code is checked to see if it meets the requirement. Fourth, code is scored
according to the rubric. Finally, the observations are recorded for comparison (Yetistiren et al.

2023).

The task description was the same for all tools to ensure fairness. The prompt for conversational
tools was the same, except that it was for programming language. In the case of an IDE-
integrated tool, the file context and comments should be done in a similar fashion. This
minimizes risk of quality differences in input to affect the evaluation ( Chen et al. 2021;

Vaithilingam et al. 2022).

4.3 Scoring criteria

The scoring criteria are deliberately simple, transparent and easy to understand. Correctness is
judged by the ability to submit a correct solution which meets the requirements of the task and
passes the prepared test cases. Readability is judged by naming clarity, structure, simplicity and
ease of understanding. Maintainability is judged by modularity and avoidance of unnecessary
complexity and ease of modification later on. The criteria are appropriate for the scale of the

thesis as they can be consistently applied to all the benchmark tasks.



29

In order to minimize subjectivity, the code quality review is based on the same rubric for all
tools' outputs. The evaluation is not based on a measurement of all potential software quality
attributes, including security, performance or portability. Rather, it emphasizes those most
clearly observable in brief programs: correctness, readability and maintainability. This will
make the analysis more specific and ensure that the benchmark is not being used to claim greater

accuracy than the study design warrants.

The scoring framework includes four dimensions. Completion time is measured in minutes.
Correctness is measured by whether the code satisfies functional requirements and passes the
prepared test cases. Readability is scored from 1 to 5 based on naming, structure and clarity.
Maintainability is scored from 1 to 5 based on modularity, simplicity, error handling and ease

of modification (Yetistiren et al. 2023).

A 1-to-5 scale is suitable for qualitative code review because readability and maintainability
cannot always be measured automatically. The scale also makes the evaluation understandable
for readers. A score of 1 means poor quality, 3 means acceptable quality and 5 means high
quality (Bacchelli & Bird 2013; Sadowski et al. 2018). Table 4 presents the code quality scoring
rubric used to evaluate readability and maintainability. The rubric defines how scores from 1 to

5 are interpreted during the review of generated code.

Table 4. Code quality scoring rubric

Score Readability Maintainability

| Difficult to understand; unclear Hard to modify; duplicated or
naming fragile logic

) Partly understandable but Limited modularity and weak error
inconsistent handling

3 Acceptable clarity for the task Modifiable with moderate effort

4 Clear structure and naming Mostly modular and easy to extend

Highly modular, robust and
5 Very clear and self-explanatory maintainable
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4.4 Questionnaire design

The questionnaire aims to gauge the developers' perception of the Al-assisted tools following
their use or review. Contains statements with a likert scale and open-ended questions. The
constructs of interest are perceived productivity, trust in the generated code, explanation quality,
and effort and confidence of verification and modification of the generated code (Lee & See

2004; Hoff & Bashir 2015).

Some of these statements are, for example: Coding assistant tools with Al increase my own
efficiency; I grasp the reasoning behind the Al-generated code; I need to review the Al-
generated code; I'm comfortable adjusting the Al-generated solutions; I'm more confident using
coding assistant tools to test my code than to code it in the first place. These are aligned with
the research questions and the literature on trust in automation.Table 5 shows the questionnaire
construct mapping used in the perception part of the study. It connects each construct with an

example item and explains the purpose of measuring that construct.

Table 5. Questionnaire construct mapping

Construct Example item Purpose

Productivity Al tqols improve my programming | Measure perceived performance
efficiency benefit

Trust [trust the correctness of Al- Measure reliance tendency

generated code
[ understand why the generated

Explainability solution works Measure explanation quality
Verification AI—generated code requires manual Measure responsible use

review
Confidence I feel confident modifying Measure developer understanding

generated code

4.5 Data analysis

Quantitative data were analysed using descriptive statistics. Average completion time,
correctness rate and quality scores were compared across tools and task categories. Because the
study is small in scope, the main purpose of the statistics is descriptive rather than causal

(Yetistiren et al. 2023).
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Qualitative responses were analysed using thematic analysis. The answers were categorised
under the following themes: productivity benefit, explanation need, verification burden,
overreliance concern and learning support. This method allows the integration of numerical

results and the reasoning of the developers (Vaithilingam et al. 2022).

4.6 Ethical considerations

No sensitive personal information is collected from the study. The small scale evaluation was
conducted on a voluntary and anonymous basis. It was explained to the participants that the data
would only be used for thesis research. The open-ended answers were treated anonymously and

none of the personally identifiable information were reported (Bacchelli & Bird 2013).

4.7 Methodological limitations

There are some limitations to the methodology. First, the benchmark tasks are not as complex
as industrial tasks. Secondly, there is the possibility that tool versions and model updates affect
the results. Third, when applying a rubric, there will still be some degree of subjective judgement
in code quality scoring. Fourth, due to the limited sample size of the questionnaires, the results
cannot be generalized as they do not represent all software developers ( Chen et al. 2021; Hou

et al. 2024).

These restrictions have not precluded the study. Rather, they set the boundaries of the thesis. It
is important to note that the assessment should be seen as a qualitative comparison of the

different coding tools, rather than an overall ranking of tools.
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5 Results and analysis

This chapter presents the results of the thesis in terms of the benchmark and the questionnaire.
It defines standard tasks, reports and compares results, and analyzes results against performance,

code quality and developer confidence.

5.1 Benchmark task descriptions

Task 1 is an implementation of the algorithm. The tool is required to perform a basic algorithm
(e.g. binary search or merge sort) and to add some basic tests. This task checks that the tool

produces algorithmic code that is both correct and readable ( Chen et al. 2021).

Task 2 is about integrating REST API. The tool is requested to write the code that sends an
HTTP request, receives a JSON response, and processes some basic errors. This task assesses

the practicality of common web-development workflows, (Yetistiren et al. 2023).

CRUD development is Task 3. The tool is requested to perform create, read, update and delete
operations on a simple entity. This task assesses boilerplate generation and consistency (Peng

et al. 2023).

Task 4 is debugging. A selection of code is presented to the tool as a buggy program, and the
tool is asked to find and fix the bug. This task assesses support for reasoning and explanation

(Vaithilingam et al. 2022).

Task 5 is refactoring. The tool receives poorly structured code (but it works) and requires to
enhance readability and maintainability while preserving the behaviour. This task is used to
assess if Al can aid code quality improvement (CQI) (Bacchelli & Bird 2013; Sadowski et al.
2018).

Table 6 describes the concrete benchmark tasks that were considered in the evaluation. It

includes the type of task, task description and the key focus point for evaluation of each
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benchmark task. The tasks were selected to have real world programming activities, not only

algorithm exercises.

Table 6. Detailed benchmark tasks

Task ID Task type Description Evaluation focus
T1 Algorithm Implement a Correctness and
implementation sorting/search function | readability
. . Fetch and process JSON | Completion time and

12 REST APl integration data from an API error handling
Implement create, read, Structure and

T3 CRUD development update and delete T

. maintainability

operations

T4 Debugging Fl).( lf)glcal errors in Debugging support and
existing code correctness

TS Refactoring Improve readability of Malptalnablllty and
poorly structured code clarity

This task design allows the study to compare Al-assisted coding tools across implementation,

debugging and maintainability-oriented situations.

5.2 Result table structure

The outcome table summarises overall results for the selected benchmark tasks. It compares
correctness, readability and maintainability between human coding and the 3 Al- assisted coding
tools. Not only includes numerical comparison , the interpretation is concerning task-level
tendencies, like stronger performance in repetitive implementation tasks and greater need for

explanation during debugging and refactoring.

It is important because no one tool will be the answer in all categories. While GitHub Copilot
might excel in tasks that involve coding, ChatGPT could shine in tasks that require more of a
creative and conceptual nature. explanation and debugging, and Codeium can output less
complicated in certain tasks. The thesis Rather than ranking, should avoid simplistic ranking

and only talk about tool-task fit (Barke et al. 2023; Vaithilingam et al. 2022).
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Figure 3 provides an overview of the benchmark evaluation procedure that was applied in this
thesis. The figure illustrates the flow of benchmark task selection to evaluation using multiple
development methods, measurement of the finishing time, verification of correctness, scoring

on readability and maintainability, and comparison of the pattern of the results.

Benchmark evaluation process

o Select benchmark task

algorithm, REST API, CRUD, debugging, refactoring

'

e Use development approach

manual development / GitHub Copilot / ChatGPT / Codeium J

!

Record completion time

!

Evaluate correctness

!

Score readability and maintainability

!

Compare results and identify patterns

LS

@ o 6 o

[
[
[
[

Figure 3. Benchmark evaluation process from task specification to code review

The same overall approach is followed for all tools in the human evaluation. This increases
comparability: All tools are tested with the same task, tested with the same tasks and evaluation

criteria.
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5.3 Observation categories

The analysis is done not only using numbers but observations as well. Key observation
categories include: speed advantage in repetitive tasks, explanation advantage in debugging, risk
of shallow acceptance, inconsistent generated style, poor edge case handling and a decrease in

confidence in interaction mode differences (Bacchelli & Bird 2013).

The categories can be used to structure the results chapter like an empirical software engineering
thesis. A review of tools, rather than an article about tools. The aim is to clarify the different

behaviours of the tools and How developers react to the output.

5.4 Interpretation framework

The first pattern observed is that Al technology has the most significant impact on
implementation time in tasks with: familiar patterns. Patterns are common for CRUD operations,
API calls and simple algorithms. Be able to present in training data and documentation. For this
reason, the suggestions made by Al can be helpful. and fast (Peng et al. 2023; Ziegler et al.
2022).

The second observed pattern is debugging requires explanation. A tool may provide a Developer
needs to understand the cause of the bug, but corrected code snippet. Conversational tools might
be better here as they might enable questions to follow on, reasoning (Miller 2019; Vaithilingam

et al. 2022).

The third observed pattern is confidence is based on verification. Developers will most likely
be the ones to bring this to fruition. feel more confident when they can perform tests, read
explanations, and compare the results. Confidence is weaker if the tool produces complex code

without elaborating on their assumptions (Lee & See) 2004; Hoff & Bashir 2015).
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5.5 Benchmark and questionnaire results

The evaluation tables list the tasks of the benchmark, the comparative benchmark results and
the questionnaire response summary. These tables relate the research design to the results and

Make evaluation process more transparent.

The numerical values are not reported as large-scale but rather as small-scale indicative results.
statistical evidence. This is significant because the thesis is used to assess practical tendencies
across representative programming tasks, not to make a claim of universal tool superiority
across all languages, projects or professional environments. Table 7 reports the benchmark
evaluation results for manual development and the three Al-assisted coding tools. It compares

completion time, correctness, readability and maintainability across the evaluated development

approaches.
Table 7. Benchmark evaluation results
Tool Completion time Correctness Readability Maintainability
Manual 42 min 78% 3.6 3.5
development
GitHub Copilot 26 min 91% 4.1 3.9
ChatGPT 31 min 87% 4.5 4.2
Codeium 34 min 82% 3.8 3.7

The benchmarking results indicate that Al assisted development tools decrease the completion
time on average compared to manual development. The best time reduction is obtained with

GitHub Copilot, which is not surprising due to its IDE-integrated autocomplete based model.
ChatGPT also enhances development speed, but the conversation takes more explicit prompting
and interpretation. Codeium’s moderate improvement suggests even lightweight assistants can

provide useful support, even if their suggestions are not as comprehensive.

But the benchmark is not to be taken as a straightforward ranking of tools. The numerical The

differences are due to the task sets used, group of participants, and conditions used for evaluation.
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A tool that performs well for short implementation tasks may not necessarily perform equally
well in a bigger software project that has a complicated structure, rules or security. It is therefore
best to use the results as a sign of practical tendencies rather than as final results. universal

performance measurements.

Average completion time comparison
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Development approach

Figure 4. Average completion time comparison across development approaches

Figure 4 indicates that, on average, the manual approach took the longest time to complete a
working solution, while all three of the Al-assisted approaches decreased the time it took to
create a working solution. This suggests a clear potential for efficiency gains with Al-generated
code, especially in situations where there are identifiable patterns, widely used APIs, or
repetitive coding structures. When this happens, Al tools can easily produce a preliminary
solution, minimize manual coding, and streamline the process from understanding the problem

to coding a solution. The Al-assisted methods also seem to save some of the time normally
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required to find syntax, remember common programming constructs, and write boilerplate code

as compared to manual development.

The fact that the completion time was reduced, however, shouldn't be taken as a full indicator
of development success. If the code produced has logical errors, weak structure, is not readable
or has unseen quality issues, then a faster solution is not a better solution. Thus Figure 4 needs
to be used in conjunction with the results of the code quality presented later in the study. The
quality results are essential to assess whether the accelerated development pace translates into
high-quality and reliable software, while the time results reflect the effectiveness of Al-powered
tools in streamlining the development process. Overall, Figure 4 indicates that Al tools for code
generation can enhance development efficiency, but their usefulness is subject to the quality of

the code generated, which needs to be acceptable.

Correctness score comparison
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Figure 5. Correctness score comparison of Al-assisted coding tools
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Figure 5 presents the correctness score comparison of the evaluated Al-assisted coding tools. It
indicates the accuracy of each tool to carry out the benchmark tasks in conjunction with the
prepared requirements or test cases. Correctness results show that most of the time Al code is
useful, yet it is not always correct. The current benchmark shows that GitHub Copilot is the
most correct, followed by ChatGPT and Codeium. This ranking is reasonable because
suggestions based on IDE have more context whereas conversational requires more prompt
quality. However, a high average correctness does not tell the whole story, so all tools should
be checked. Figure 6 presents a comparison of the readability, and maintainability, scores of
code produced by the Al-assisted coding tools evaluated. It demonstrates the difference between

the tools with the output measured not just by how fast it completes, but by how well it is coded.

Readability and maintainability comparison

41 gl

3.8

3.7

Score (1-5)
w

GitHub Copilot ChatGPT Codeium
Al-assisted coding tool

[- Readabilty [ ] Maintainability ]

Figure 6. Readability and maintainability comparison of Al-assisted coding tools

The results for readability and maintainability present a somewhat different story than
completion-time. ChatGPT also excels in readability, because it typically produces more

explicit and structured answers, especially when the prompt is to explain or simplify. Copilot is
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much quicker to use, but it will at times generate concise completions which are harder to
understand for novice developers. Codeium is still very usable, but its results seem to need a
bit more manual adjustments on some tasks. This shows that the usefulness of tools is subject

to the dimension of evaluation.

The results of the questionnaire feedback from the small-scale evaluation are summarized in
Table 8. It reports the mean scores of perceived productivity, verification need, debugging

confidence, trust, Risk of misunderstanding and overreliance.

Table 8. Questionnaire response summary

Statement Mean score Interpretation
Al tools improve productivity 4.6 Strong agreement
Al-generated code requires verification 4.7 Strong agreement
Al tools improve debugging confidence 4.2 Agreement
I fully trust Al-generated code 3.2 Neutral to cautious
Al tools improve understanding 4.0 Agreement
Al tools may cause overreliance 4.1 Agreement

The findings from the questionnaire align with the technical benchmark and demonstrate the
understanding of using the Al assistant. Participants were very positive about the productivity
gains from using Al tools, but also very positive about the need to verify the generated code.
This pairing matters because it demonstrates that the participants weren't aware that Al help is
not an alternative to human review. Rather, they saw it as an opportunity to speed up the

implementation without losing the manual process of checking and integration.

The relatively lower score for trust in Al-generated code is also interesting. It implies caution
and not a simple endorsement. This kind of care is good for the credibility of the results and
would be in line with the discussion in the literature on calibrated trust and suitable reliance
(Lee & See 2004; Hoff & Bashir 2015). Consequently, the questionnaire has been employed to

collect human-centred evidence, to supplement the benchmark figures.
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Figure 7 presents the developer confidence and trust results from the questionnaire. It depicts
the average scores in the areas of productivity improvement, verification requirement,

debugging confidence and full trust and perceived overreliance risk.
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Figure 7. Developer confidence and trust results from the questionnaire

Figure 7 emphasizes one of the main conclusions of the thesis: Developer confidence improves
with Al tools that aid in productivity and debugging; however, developer confidence is
dependent. The participants had high agreement on verification requirements and overreliance
concerns. That's because Al support can make developers feel more capable while implementing,
yet it doesn't eliminate the requirement for thorough examination. The figure also reinforces the
concept that trust is not the same as verification and that building confidence in Al-assisted

coding is possible through verification.
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5.6 Quality assurance of generated code

Evaluating the quality of generated code shouldn’t just be about checking if the program
executes. The reviewer needs to examine the names used, the length of functions, how
exceptions are handled, dependencies involved, redundant logic, and whether the code can be
easily extended. This is crucial because code produced by Al might look right but can be
challenging to maintain (Bacchelli & Bird 2013; Yetistiren et al. 2023). Instead of inserting
large portions of code, the main text provides a summary of the code quality observations, which

helps keep the content readable.
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6 Discussion

The impact of Al-assisted coding on software engineering practice and education is explored in
this chapter. It understands and elaborates the findings in relation to productivity, understanding,

calibration of trust and responsible use.

6.1 Productivity versus understanding

The findings show that when understanding is coupled with productivity gains, these gains are
most convincing. If the developer will explain what it does and how it might be modified in the
future, then a faster solution is helpful. This is especially the case in teams where the code will
be edited by other people than the developer. Using an Al tool to speed up the development
process might save a developer time, but if the developer can't explain the logic, then the team

may end up paying for that productivity.

This is also related to learning. Al can help students improve by providing examples and
clarifying mistakes, thereby minimizing frustration. If students simply regurgitate code
generated by the tool without learning its meaning, then the tool can diminish the learning of
programming skills. Hence, the educational benefits of using Al tools for coding should not be
limited to providing answers; they should be seen as tools that can serve as explanation partners

and be used as a tool for review and reflection (Kasneci et al. 2023; Vaithilingam et al. 2022).

The most crucial point of discussion is productivity versus understanding. While Al coding tools
can shorten the implementation timeline, there's no rule that quick is superior coding. In the
future, the project could have maintainability issues if the developer can't explain the code

generated (Peng et al. 2023; Vaithilingam et al. 2022).

This tension is particularly relevant in education. Students may complete programming
assignments faster with Al assistance, but the learning outcome depends on whether they
understand the solution. Therefore, responsible use requires active engagement: reading, testing,

modifying and explaining generated code (Kasneci et al. 2023).
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6.2 Tool-task fit

The theory of tool task fit is that the same Al assistant can be helpful in some tasks and unhelpful
in others. Copilot helps to complete code in situations where the local context of the code is
adequate, and the desired output conforms to a well-known pattern. ChatGPT is useful in tasks
that require explanation, reasoning, debugging, or alternate solutions in tasks. Where light
weight assistance and accessibility are more important than detailed explanation, Codeium is
the solution. This interpretation is not designed to give the impression of one tool being more

effective than another.

In the practitioner's context, tool-task fit should entail establishing acceptable use cases for Al
assistance. Al can be used, for instance, to generate test scaffolds, boilerplate code, and
documentation drafts and first-pass implementations. Should be used with caution for security
sensitive logic, architecture decisions and unknown dependency. This distinction will assist the
developer to gain productivity benefits without compromising review discipline. Evaluation
framework indicates that the various tools appropriate for various tasks. IDE-based assistants
are great for tasks that are local, repetitive and context-driven. Conversational tools are robust
if the task involves explanation or alternative reasoning/debugging conversation. For students
who require support but don't have technical difficulties, lightweight assistants could help them

(Barke et al., 2023; Yetistiren et al., 2023).

The reality is that it isn't a question of which Al coding tool is best overall. The real question is,
which tool works best for a particular task, developer skill level and verification need. This is a
more realistic and practical interpretation that can be applied to software engineering practice

(Hou et al. 2024).
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6.3 Trust calibration

Conditional trust is the trust pattern used throughout this thesis. While appreciating the use of
Al, participants also raised concerns about the potential for verification issues, debugging
concerns, and overreliance. This is a better way to do it than full trust, as it acknowledges that
the code produced by Al can be useful and sometimes flawed. It is also more feasible than total

mistrust since it enables the programmers to make use of Al help when suitable.

Calibration of trust then should be considered a development skill. The developers should know
when to accept and when to adjust a suggestion, when to ask for clarification and when to decline
a suggestion. This skill is analogous to code review judgement: this is a skill that builds with
experience and knowledge of failure patterns/knowledge of the task. Al can help with this
process by explaining, indicating uncertainty, and suggesting tests; but the determination is

human.

Trust calibration is crucial in Al-assisted programming. Too much trust can result in the
acceptance of incorrect suggestions, and too little trust can mean that developers will not be able
to take advantage of helpful suggestions. In order to build trust, developers need to have

knowledge of the strengths and limitations of the tool (Lee & See 2004; Hoff & Bashir 2015).

The thesis therefore argues that developer confidence should be based on verification rather than
on the fluency of generated output. A confident answer from an Al tool is not evidence of
correctness. Evidence comes from tests, code review, explanation and consistency with

requirements (Miller 2019; Vaithilingam et al. 2022).

Figure 8 presents the trust and verification mechanism in Al-assisted coding. It shows how Al-
generated suggestions move through developer verification before calibrated trust and adoption

decisions are formed.
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Trust and verification mechanism in Al-assisted coding
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Figure 8. Trust and verification mechanism in Al-assisted coding

The mechanism summarized in Figure 8 connects technical output with human judgement. The

Al-generated suggestion is only the starting point. The decisive stage is developer verification,

where the suggestion is inspected against the task requirement, code context and expected

quality criteria. Only after this stage can the developer form calibrated trust and make an

adoption decision.

The surrounding factors show why trust varies across situations. Complex tasks require more

careful checking. Higher explainability can increase understanding and confidence. More

experienced developers may detect risks that less experienced developers miss. Higher

perceived risk may reduce willingness to adopt generated suggestions. These factors explain

why Al-assisted coding should be governed by context-sensitive rules rather than by a single

general policy.
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6.4 Implications for software engineering education

Software engineering education should not simply ban Al-assisted programming tools. These
tools are becoming part of real development environments, and students need to learn how to
use them responsibly. A more productive approach is to teach Al-aware programming practice

(Kasneci et al. 2023).

Al-aware programming practice includes prompt formulation, code review of generated
solutions, test writing, explanation requests and maintainability evaluation. Students should be
assessed not only on whether code works but also on whether they can explain and validate it

(Kasneci et al. 2023; Vaithilingam et al. 2022).

6.5 Practical recommendations

Based on the evaluation framework, several recommendations can be proposed. First, Al-
generated code should always be reviewed before integration. Second, generated solutions
should be tested against normal and edge cases. Third, developers should request explanations
when using conversational Al tools. Fourth, teams should define rules for using Al-generated

code in assignments or projects (Bacchelli & Bird 2013; Sadowski et al. 2018).

For low-risk repetitive tasks, Al assistance can be used relatively freely. For medium-risk tasks,
developers should combine Al output with testing and manual review. For high-risk tasks
involving security, authentication, payments or architecture, Al suggestions should be treated

only as references and reviewed carefully by humans (Lee & See 2004; Hoff & Bashir 2015).

6.6 Limitations of the thesis

The biggest drawback is that the empirical part is small scale. The benchmark covers five
representative tasks, and a constrained population of participants. This is helpful in detecting

patterns, but does not enable a strong statistical generalization. A larger study might number
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larger number of participants, more programming language, task and number of repetitions for

each tool.

A second constraint is that the assessment is primarily on task outcomes. In real software
development, there is a long-term maintenance, cooperation, requirements change and
integration with larger code-bases. In a short benchmark some Al solutions that seem good,
might cause future upkeep issues. Future research needs to thus be written in longer projects to

observe the maintainability over time in the context of the Al-assisted code generation.

This thesis is subject to the usual limitations of a thesis involving evaluation from an
undergraduate level. The scale of the benchmark is small, the tools used are only a sample of
the tools that can be used with Al coding assistants, and the behavior of the tools could change
as a result of updates to the underlying models. In addition, the questionnaire is directed towards
perceptions, and not fully able to measure long-term behaviour (Hou et al. 2024; Yetistiren et

al. 2023).

One constraint is Al development is highly context-dependent. An efficient program in Python
could be inefficient in C++, Java or TypeScript. Works well in small tasks, may not work well
in large codebases. Future research should thus broaden the evaluation to languages, size and

team context (Barke et al. 2023).

6.7 Future work

Future work could also compare prompt strategies. Whether or not the prompt contains
examples, constraints, expected input-output behaviour, error-handling requirements, and style
guidelines can be significant considerations for the generated code. A controlled comparison of
prompt designs would help determine if there are differences in the performance of the tools

that is due to the tool or developer communication with the tool.

Another way is team level evaluation. This thesis mainly concerns individual task performance
and individual confidence, but collaborative software engineering is the reality. Future research
may focus on the discussion of Al-generated code during peer review, the acceptance of

solutions generated by Al and the documentation of responsibility in cases where Al is used.



49

This would bring the Al assisted code generation closer to the core of software development

today.

Further research might involve a larger study of participants among software engineering
students and software developers. Pull request logs and development tasks might be better
evidence than controlled small tasks. Future research can also explore the comparison of the
security of the code produced by Al in various programming languages (Sadowski et al. 2018;

Hou et al. 2024 ; Frommgen et al. 2024; Lin et al. 2024).

Another promising direction is explainable Al for programming. Future tools may provide not
only code but also assumptions, risk warnings, relevant documentation and suggested test cases.

Such features could improve trust calibration and reduce verification burden (Miller 2019).
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7 Conclusions

This chapter summarizes the thesis, highlights the main contribution and presents final remarks.

It also reflects on the practical implications and limitations of the evaluation.

7.1 Summary

This thesis investigated the performance, code quality and developer trust of tools to assist
developers in generating code using Al. The study put forward a comparative evaluation
approach based on system-oriented, covering the common software engineering tasks of GitHub

Copilot, ChatGPT and Codeium ( Chen et al. 2021; Peng et al. 2023).

The thesis suggested that tools for coding with the help of Al can help to increase productivity,
particularly in repetitive coding tasks, but that the code generated needs to be verified by the
human coder. Program correctness, readability and maintainability are still important criteria
for evaluation. Explainability and Risk and verification opportunities are key factors in

developer confidence (Peng et al. 2023; Yetistiren et al. 2023).

7.2 Main contribution

The balanced interpretation of programming assisted by Al is another contribution. Al tools are
not portrayed as a replacement for programming, nor as a panacea for software development
issues in the thesis. Rather, it demonstrates how Al can be beneficial when developers are still
active in the review and verification process. This is an important finding for the field of
software engineering education, as students need to learn how to use Al tools in a critical way,

not a passive one.

The main contribution of the thesis is a structured evaluation framework that connects tool

performance with human-centred concerns. Instead of treating Al-assisted programming as a
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purely technical benchmark problem, the thesis examines how developers understand and

evaluate generated solutions (Hoff & Bashir 2015; Vaithilingam et al. 2022).

This perspective is suitable for software engineering because programming is not only code
production but also reasoning, communication and maintenance. Al coding tools should
therefore be used as assistants rather than autonomous developers (Bacchelli & Bird 2013;

Sadowski et al. 2018).

7.3 Final remarks

Programming with Al is a trend that will continue moving forward. The big question is not if
developers should use Al tools, but how they should responsibly use them. A responsible
workflow not only provides productivity benefits but also conducts code review, testing,

explanation, and human accountability (Hou et al. 2024).

The results of the benchmark and the questionnaire should be limited to the context of the small-
scale evaluation. When the code is carefully verified, Al-generated code can be considered as a
viable development tool instead of being viewed as a complete replacement for human software

engineering judgment.
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