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Cognitive biases are systematic errors in human judgement that affect decision-making
throughout software engineering, from effort estimation and design to testing and code
review. Although their influence is being recognised increasingly, the literature remains
scattered regarding where these biases occur and ways to reduce them. This thesis explores
how cognitive biases influence decision making across SDLC and identifies strategies for
mitigating their impact. A systematic literature review was conducted following the
guidelines of Kitchenham and Charters (2007). A search of IEEE Xplore, Scopus, and
ACM Digital Library, supplemented by Google Scholar and snowball sampling, yielded 31
primary sources published between 1995 and 2025, which were analysed by bias type and
software development life cycle stage. The review found that anchoring and confirmation
bias are the most frequently studied and empirically confirmed biases, and that they persist
across the life cycle regardless of developer experience. Biases were shown to propagate
across development stages, producing inaccurate estimates, weaker designs, and
undetected defects. Researchers found that the state of being aware of bias is not enough to
change outcomes. Structural interventions like Planning Poker, decision criteria that people
define in advance and tools for structured review are the methods that lower bias most
effectively — those results show that developers cannot remove cognitive bias from
software engineering in its entirety — but teams can reduce it significantly through
structured practices applied consistently over time.
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1. Introduction

Cognitive biases are a natural part of how humans think. Since the work of Daniel
Kahneman and Amos Tversky on judgment and decision-making, researchers have
identified many predictable thinking errors that influence everyday reasoning. These ideas
have also reached the field of software engineering. Day by day, those who build software
face a stream of tiny choices - how long something might take, whether to approve
changes, which problems to fix first, what structure fits best. Even when presented with
several options, a person's initial guess tends to stick in their memory. People are more
likely to notice information that supports what they already expect, and to check less
carefully when a result matches their assumptions. Overconfidence in one’s abilities causes
some groups to anticipate speedy outcomes despite previous setbacks. Shortcuts influence
how well plans hold up, how solid designs turn out, how helpful feedback is, and how
smoothly things go from start to finish because software building systems rely so heavily

on human judgment.

Now researchers are tracking these impacts with greater accuracy, while some pursue
practical approaches such as organised forecasting sessions or step-by-step feedback.
Identifying when mental shortcuts take over and how they alter decisions in development
turns out to be crucial for raising code standards and for improving outcomes across
groups. One aim here is to show how mental shortcuts influence the way code is built,
while also pointing to real-world solutions to reduce these effects. When people misjudge
things, they quietly shape decisions in programming tasks, and this work tracks that pattern

closely.
To address these aims, the thesis is guided by four research questions:

RQ1: Which cognitive biases are most frequently reported in software engineering

activities?
RQ2: At which stages of the software development life cycle do these biases occur?

RQ3: What are the documented consequences of cognitive biases on software

quality, scheduling, and team performance?
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RQ4: What practical mitigation strategies have been proposed or evaluated in

research and practice?

1.1 Objectives and Goals

The main objective of this thesis is to explore how cognitive biases influence
decision-making in software development and to identify strategies that can help reduce

their impact. To achieve this, the study sets the following goals:

e Identify which cognitive biases are most common in software engineering
activities.

e Determine where in the software development life cycle (SDLC) these biases
occur.

e Describe the main consequences of these biases for software quality, scheduling,
and teamwork.

e Summarise practical mitigation strategies proposed in research and professional

practice.

These goals establish a comprehensive framework for investigating the presence and ways
to mitigate cognitive biases in software projects. The study gives particular attention to
five biases which recur across many software engineering activities: anchoring (reliance on
initial values/sentiment), confirmation bias (favouring information consistent with prior
beliefs), authority bias (deferring to seniority), recency bias (overweighing impact of
recent events), and overconfidence (trusting too much in one’s skills or self). Each of these
show up regularly during regular work moments and each of them illustrates how cognitive
patterns influence outcomes without practitioners being aware of them. The thesis first
reviews prior research to determine how frequently bias appear across different
development stages, and then organises mitigation strategies into process-based, tool-based

and team-based categories.

1.2 The Structure of the Thesis

The thesis is organised into these chapters:



11

Introduction: This part presents the background of the study, explains why
cognitive biases are relevant to software engineering, and states the research aim,

objectives and research questions.

Literature review: This part reviews existing studies on cognitive biases in SE and
discusses how different biases appear across stages of the Software Development
workflow - such as estimation, testing and code review - and summarises reported

consequences and mitigation approaches.

Research Methodology: This one describes the overall research approach, including
the search strategy, selection criteria, and data extraction process used in the

literature review.

Results: This chapter presents the findings from the literature review, showing
which biases are most frequently reported, where they occur, and what effects they
cause on software. This also introduces a catalogue of practical mitigation

strategies identified in previous research and study.

Discussion: This chapter interprets the findings in light of existing work, discusses
their implications for the software team. This chapter also addresses limitations and

recommendations for bias mitigation in real world development.

Conclusion: This chapter concludes the work and discusses possible future research

directions.
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2. Literature Review

This chapter reviews existing research on cognitive biases in software engineering. It first
maps the biases that have been identified and how the field was developed, then further
examines how they appear at each stage of the software development life cycle (estimation
and planning, requirements and design, testing and quality assurance, and code review)

before drawing on cross-domain perspectives and identifying the gaps in the literature.

2.1 Overview and Mapping of Cognitive Biases in Software Engineering

In 1974, Daniel Kahneman and Amos Tversky introduced the concept of cognitive bias
(Tversky & Kahneman, 1974), demonstrating that people rely on mental heuristics when
reasoning under uncertainty. These heuristics hasten judgements, yet they introduce errors
into reasoning without warning. In the following years, successive waves of psychological
research studied how such bias muddles judgements, estimates and decisions across fields
including healthcare, finance and management (Furnham & Boo, 2011). Since the early
1990s, the same biases have been observed repeatedly in software work, where decisions
shape everything from system design to defect detection. Stacy and MacMillan, in 1995,
began studying this specific link in software development (Stacy & MacMillan, 1995).
Engineers, quite frequently, fall into familiar cognitive traps, such as judging by similarity
or by what comes most readily to mind, so awareness of them alone offers little protection.
Instead of relying on awareness, their work showed that structured approaches along with
sound evidence are needed to counteract automatic judgements or biases (Stacy &

MacMillan, 1995).

Examining the field more closely, Mohanani et al. (2020) drew together 65 prior studies
spanning 1990 to 2016 and identified 37 distinct cognitive biases operating in software
work. Anchoring appeared prominently, as did confirmation bias and overconfidence,
particularly when estimating effort, design and its verification. Other biases like authority
bias, recency bias, or sunk cost surface less frequently. The gap is clear: while many
studies document these tendencies, few go on to test concrete remedies for them.
Subsequent work has confirmed this pervasiveness. Jorgensen (2004) found that expert

estimators are still influenced by early numerical anchors even when warned. Ralph (2020)
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argued that SE decisions, instead of a rational analysis, frequently followed predictable
heuristics. Gren and Svensson (2021) showed that developers' effort estimates are
systematically distorted by an obsolete backlog of information. These findings highlight

that biases continue to exist across skill levels, teams and methodologies.

The literature has also begun to explore mitigation. Haugen (2006) found that Planning
Poker reduces anchoring by having estimators reveal their estimates simultaneously, and
Wideband Delphi applies a similar principle of independent judgement before discussion
(Yang & Laird, 2016). Outside SE, Jordao et al. (2020) and Otuteye and Siddiquee (2015)
show that checklists, neutral framing, and rule-based heuristics encourage more analytical

reasoning, offering approaches adaptable to software teams.

2.2 Biases in Estimation and Planning

Effort estimation is the activity in software engineering where biases are most consistently
found to influence outcomes. Estimation requires countless judgements under uncertainty:
conditions that create an ideal environment for heuristics, anchoring effects, and overly

optimistic predictions.

The most frequently studied bias in software estimation is anchoring. Aranda and
Easterbrook (2005) demonstrated that developers given a high anchor (say 20 months)
produced estimates more than twice as large as those given a low anchor (2 months), even
though both were unrealistic. This effect persisted across expert-based and model-based
methods. Jergensen and Halkjelsvik (2010) showed that even subtle changes in how
estimation requests are framed act as anchors and cause large shifts in effort assessments,
thereby demonstrating that anchoring is not limited to explicit numbers. In one of the
largest experiments to date, Shepperd, Mair, and Jorgensen (2018) studied 410 professional
developers, and found major anchoring effects (Cohen's d = 1.19). A 2-3 hour bias
awareness workshop was able to reduce the effect (Cohen's d = 0.72) but did not eliminate
it completely. Obsolete and backlog items like requirements that had been excluded or
cancelled, as found by Gren and Svensson (2021), still inflated estimates of unrelated tasks
across six experiments. The authors recommended removing such items before estimation

sessions, as developers often cannot explain for their estimation.

Anchoring is intensified by a tendency toward overconfidence and optimism, with

developers believing tasks will be completed faster than they actually are. Jordao et al.
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(2020) found that participants consistently rated their answers as more accurate than they
actually were. In agile environments, optimistically low estimates lead to unrealistic sprint
commitments and schedule pressure, which then amplifies other biases such as

confirmation and groupthink, which is a pattern, consistent with the planning fallacy.

The way estimation is organised also matters socially. Haugen (2006) compared Planning
Poker with unstructured estimation across four real projects. Planning Poker significantly
reduced anchoring as estimates are revealed simultaneously by everyone, though
occasionally, it produced extreme overestimates for unfamiliar tasks. Estimation is also
affected by groupthink and authority bias, especially when junior developers hesitate to

contradict seniors, resulting in estimates reflecting hierarchy instead of shared reasoning.

Following these findings, several strategies followed. Structured group-estimation methods
reduce anchoring bias by having estimators judge their estimates independently before
discussing. Planning Poker is a method where estimators reveal their estimates
simultaneously and it has been shown to reduce anchoring in practice (Haugen, 2006), and
Wideband Delphi applies the same principle through independent rounds and structured
discussion (Yang & Laird, 2016). On the other side, awareness training helps to a certain
extent but does not eliminate bias (Shepperd et al., 2018). Otuteye and Siddiquee (2015)
argue that predefined rules or checklists improve decision-making by encouraging
systematic reasoning. A combination of structured processes, anchor shielding, and group
education is the most effective approach to mitigate, but still nothing can completely

eliminate biases.

2.3 Biases in Requirements Engineering and Design

The first phases of SDLC, requirements engineering and software design, are where the
impact of cognitive biases can cascade most profoundly. Unlike estimation, in this case
biases are often due to the information provided, the order of ideas, and organisational or

social constraints.

One of the earliest to take hold is framing bias, which can lock designers into a fixed
reading of the requirements. Mohanani et al. (2014) found that when designers were given
requirements in rigid or formalised language, the solutions they generated were less
creative and diverse. Even though the participants were encouraged to think freely, they

fixated on tight wording and structure which was presented initially. The fixation is
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harmful, especially in the early stages of design, when experimentation and creativity are

important.

At the architectural level, anchoring also operates similarly. Manjunath et al. (2018)
identified 33 cognitive biases influencing software architecture, with anchoring being
among the most significant. Architects often depend on initial designs or conventional
technologies, later on leading to limited options without explorations. Zalewski et al.,
(2017) verified that first contact with a pattern (e.g. microservices in contrast to monoliths)

subsequently affected later decisions even when the pattern used was inappropriate.

Confirmation bias, then compounds these effects once an initial direction is set. Jahin
(2023) demonstrates the effect of requirements framing on the design and tester validation
of features. Chattopadhyay et al. (2020) found that developers followed “wrong paths”
while debugging because of premature false mental models. Confirmation bias in RE
occurs when teams do not analyze contradictory stakeholder feedback and rapidly leap to

one view.

There is another related trap, which is sunk cost fallacy, where teams often stick with
sub-par architectures due to prior investments and justify bad decisions, rather than
rethinking about their initial assumptions (Manjunath et al., 2018). Availability and
representativeness biases pugs in the same conventional direction: Chattopadhyay et al.
(2020), found that developers tend to draw on familiar patterns and their recent
experiences, which results in unsuitable analogies. Availability bias in architecture can be
seen when teams prefer technologies from their last projects instead of opting for a new

one.

Mitigation strategies for this stage include structured ideation and delayed commitment,
neutral requirement framing, architecture decision that logs multiple options and trade-offs,
cross-functional design reviews, and checklist-based evaluation (Otuteye & Siddiquee,
2015). Despite these strategies, RE and design remain under-studied as compared to
estimation and testing, with many biases are theorised but not measured experimentally in

sufficient ways (Mohanani et al., 2020).

2.4 Biases in Code Review

Code review, inherently, is interpersonal as it creates conditions where individualistic

biases intersect with group dynamics, authority structures and time pressure.
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Confirmation bias is the most direct of these: instead of actively seeking failure modes,
reviewers tend to interpret ambiguous code as correct. Jetzen et al. (2025) designed
prototype tools targeting this bias and found that structured techniques like advice lists,
comment templates, and guided workflows, improved the completeness and
constructiveness of review feedback. This seems consistent with Otuteye and Siddiquee's
(2015) principle of pre-specifying decision criteria which reduces the footprint of

individual bias.

Decision fatigue erodes review quality over the course of a session, as reviewers approve
code rapidly, leaving fewer comments, and skip complex sections. (Jetzen et al., 2025). In
a study from 2018, MacLeod et al. observed that a heavy workload for senior reviewers is
a common condition within large teams. On that account the exhaustion of reviewers is a

result of how a system is organized instead of a characteristic of an individual.

Authority bias appears when junior reviewers hesitate to raise objections against PRs
submitted by seniors (PMI, 2018; MacLeod et al., 2018). As found by MacLeod et al.
(2018), junior developers receive fewer and less detailed reviews, resulting in reduction of
their learning opportunities, also while undermining the knowledge transfer benefits.

Bacchelli and Bird (2013) identified this as a primary outcome of code review.

Recency and availability shape what reviewers actually attend to. Bacchelli and Bird
(2013) found that only 14% of review comments were defect-related, while on the other
hand there was 29% concerned with code improvement. Reviewers default to cognitively
accessible surface corrections over architecturally significant but harder-to-identify

defects.

These biases can be addressed structurally through several ways: structured review tools
(Jetzen et al., 2025), review load management, anonymous or rank-blind review, pairing
senior and junior reviewers (MacLeod et al, 2018), and tracking the

defect-to-improvement comment ratio.

2.5 Biases in Testing and Quality Assurance

Testing is the SDLC stage most thoroughly documented as a site of cognitive bias. Of the
37 biases mapped by Mohanani et al. (2020), confirmation bias is the only one investigated

exclusively within testing.
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Confirmation bias dominated the empirical record here. Calikli and Bener (2015), after
studying 88 subjects, found a direct correlation between confirmation bias level and code
defect density. Experience and company size were not protective — what differentiated
low-bias testers was logical reasoning and hypothesis-testing skills. Salman et al. (2023)
extended this through four controlled experiments (206 participants across Finland and
Serbia), which resulted in finding statistically significant confirmation bias in every
replication. The testers consistently designed more specification-consistent than

specification-inconsistent test cases.

Time pressure intensifies this behaviour. Salman et al.'s (2023) pooled analysis found a
significant effect of time pressure on confirmation bias (p = 0.036). The testers under
pressure showed stronger confirmatory behaviour. This is consistent with dual-process
theory: under cognitive load, System 1 dominates, and confirming expected behaviour is a

System 1 task.

Beyond confirmation bias, a wider landscape is populated by several interacting biases.
Enoiu, Cusmaru and Malm (2024) surveyed 60 practitioners and ran a controlled
experiment with 12 participants. They found confirmation bias, anchoring, sunk cost
fallacy, groupthink, and pattern overreliance all active during test problem-solving. They
also documented the bias blind spot — practitioners identified biases in others far more
readily than in themselves. Additionally, 60% preferred modifying existing test cases
rather than creating new ones, thus perpetuating their own confirmation bias through

inherited test suites.

The literature’s mitigation suggests fostering “outside-the-box” thinking (Salman et al.,
2023). It also recommends automating suites while still retaining manual testing for edge
cases. Moreover, it suggests peer reviews of test suites, comprehensive requirements

specifications (Calikli & Bener, 2015), and exercising to spot biases (Enoiu et al., 2024).

2.6 Cross-Domain and Management Perspectives

The biases we find in SE are not peculiar to SE, but are fundamental features of our

judgment under uncertainty:

Their universal foundations are well established. Furnham and Boo (2011) review decades
of anchoring research in law, property valuation, finance, and negotiation and find that

expertise does not keep one from anchoring. They point to two mechanisms,
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anchoring-and-adjustment and selective access, that operate unconsciously. Jordao et al.
(2020), studying managers in the Portuguese port sector, identify overconfidence,
optimism, and anchoring (55% pull toward the anchor provided) as common to the models

used for SE estimation by Aranda and Easterbrook (2005) and Shepperd et al. (2018).

One structural prescription recurs across these domains. Otuteye and Siddiquee (2015)
argued that the most effective method of minimizing bias is to stipulate the decision
algorithm beforehand. They argued that their O-S heuristic in value investing constrains
the individual’s judgment to certain criteria, a principle that also applies to estimation

checklists, review rubrics, and decision matrices in SE.

organisational dynamics determine whether such safeguards can work in practice. The PMI
(2018) defined groupthink as a governance problem: teams make decisions based on
hierarchy rather than analysis when social costs outweigh the benefits of disagreement.
After examining 93 Finnish IT professionals, Kronqvist and Rousi (2025), found that
psychological safety is an essential ingredient for the disclosure of bias. Developers agree
without questioning it. Ciriello and Loss (2023) analyzed how social desirability bias
biases the way in which IT users leave feedback. The users are perceived to give high
levels of acceptance even when they are disengaged, and those who were most engaged

were also the loudest.

Code review illustrates these dynamics as a social system in miniature. Bacchelli and Bird
(2013) at Microsoft noted that there was a gap between reviews expected and reviews
received. Senior overload, uneven junior opportunities, and time constraints, as found by

MacLeod et al., (2018), can lead to authority bias, decision fatigue and recency bias.

From this cross-domain evidences, there are three transferable mitigation principles which
emerge: (1) structured heuristics and pre-set criteria reduce anchoring (Otuteye &
Siddiquee, 2015); (2) psychological safety and diverse perspectives reduce groupthink
(Kronqvist & Rousi, 2025); and (3) feedback mechanisms designed to reduce social
desirability bias — such as anonymous estimation, blind review, and devil's advocate roles

— counter information distortion (Ciriello & Loss, 2023).

2.7 Synthesis and Research Gaps

What the Literature Establishes is that empirical records were dominated by anchoring and

confirmation bias (Mohanani et al., 2020). In addition, experience plays no role in bias
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(Shepperd et al., 2018; Calikli & Bener, 2015). Secondly, time pressure increases bias in
decision-making (Salman et al., 2023). Awareness alone is insufficient — structural and
tooling interventions (Planning Poker, structured review tools, Wideband Delphi,

predefined criteria) show stronger effects.

A second theme is cross-stage propagation: biases are not confined to a particular SDLC
stage but may propagate across different phases. For example, as found by Mohanani et al.,
(2014) and Jahin (2023), the confirmation bias in the testing phase is determined by
framing bias in the requirements stage. Similarly, the incorrect mental models from the
design phase may carry over into the debugging phase (Chattopadhyay et al., 2020).
Understanding bias in a vacuum, therefore, underestimates the challenges and the value of

early intervention.

As noted by Mohanani et al., (2020) and Manjunath et al., (2018), several gaps still remain,
the design and architecture phases lack experimental work. Multi-bias interactions are
almost entirely unstudied, a gap Salman (2016) identified and which persists. Evidence on
mitigating biases lags well behind evidence simply documenting them, and the
predominance of laboratory studies limits real-world applicability. Kronqvist and Rousi
(2025) highlight a further blind spot: cultural mix and team composition are rarely

examined.
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3. Research Methodology

This chapter outlines how the research was carried out for the thesis. Following a
structured method, it uses a systematic literature review to locate, group, and combine
prior studies about cognitive biases in software engineering. Through this process, known
biases are linked to stages of software development, while reported impacts are studied

alongside suggested ways to reduce them.

3.1 Research Approach

This thesis uses a systematic literature review to address its research questions. A review is
the appropriate method here because the questions are exploratory and integrative: the aim
is to locate, organise, and synthesise findings which are scattered across the software
engineering literature, rather than to test a hypothesis or predict an outcome. The value of
the approach lies in combining evidence from many studies into a coherent picture of

where cognitive biases occur and how they can be mitigated.

The review is designed to answer the four research questions stated in Section 1.1
(RQ1-RQ4). This covers biases that are most frequently reported and where they occur in
the software development life cycle, what consequences they produce, and which

mitigation strategies have been proposed or evaluated.

The review follows the guidelines of Kitchenham and Charters (2007), adapted in scope to
suit a bachelor's thesis. The core stages are defining the research questions, constructing a
search strategy, applying inclusion and exclusion criteria, and extracting and synthesising
data. The scale of the search and the number of included studies are kept proportionate to

the size of the work.

3.2 Search Strategy
Four academic databases were searched:
e [EEE Xplore
e ACM Digital Library

e Scopus

e Google Scholar (supplementary — first 200 results by relevance)
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The following Boolean search string was used and adapted to each database's syntax:
("cognitive bias" OR "anchoring" OR "confirmation bias" OR "overconfidence"
OR "availability heuristic" OR "sunk cost" OR "groupthink" OR "authority bias"
OR "recency bias" OR "optimism bias")
AND
("software engineering" OR "software development" OR "SDLC"
OR "code review" OR "software testing" OR "requirements engineering"
OR "effort estimation" OR "software design" OR "software architecture")

Searches targeted title, abstract, and keywords. Additional sources were identified through
forward and backward snowball sampling from key references, particularly Mohanani et
al. (2020), Aranda and Easterbrook (2005), Salman et al. (2023), and Chattopadhyay et al.
(2020).

3.3 Inclusion and Exclusion Criteria

The inclusion and exclusion criteria applied during study selection are summarised in

Table 1.

Table 1. Inclusion and exclusion criteria.

Criteria Include Exclude
Time period 1995-2025 Before 1995 foundational theory, e.g.
Kahneman & Tversky.

Language English Non-English

Relevance Studies examining cognitive bias in | Pure psychology or management
any software engineering activity studies with no SE connection

Evidence type Empirical studies, experiments, case | Opinion pieces, editorials, or blog
studies, systematic reviews, validated | posts without methodology
frameworks

Availability Full text accessible Abstract-only

A few sources from outside SE were retained in the reference list, not included for
studying software engineering directly, but for the foundational ideas which they
contribute. Furnham and Boo (2011), for example, they examine how people fix on first

impressions, which helps account for certain cognitive traps. Jorddo et al., (2020)



22

investigated overconfidence among decision-makers, a finding which is pertinent to project
estimation. As studied in Otuteye and Siddiquee (2015), it was clarified how structured
choices can be made under uncertainty, which then relates indirectly to planning activities
in development. Each of these, they support a function, informing the analysis without

constituting primary evidence.

3.4 Selection Process

The selection followed a structured three-stage process: (1) identification, (2) screening,
and (3) inclusion, consistent with established systematic-review practice (Kitchenham &
Charters, 2007). The search with numbers is illustrated in Table 2 and reported here in
PRISMA flow format (see Figure 1). In the identification stage, the Boolean search string
was run across the three academic databases (IEEE Xplore, Scopus, and ACM Digital
Library), returning 524 records (172, 316, and 36 respectively); Google Scholar was
searched separately as a supplementary source. The combined records were imported into a

reference manager, where 93 duplicates were removed, leaving 431 unique records.

Table 2. Study selection counts.

Stage Records
Identified — IEEE Xplore 172
Identified — Scopus 316
Identified — ACM Digital Library 36
Identified — database subtotal 524
Duplicates removed 93
Records screened (after deduplication) 431
Excluded at title/abstract screening 371
Full-text assessed for eligibility 60
Excluded at full-text stage 37
Included from database search 23
Additional sources (snowballing, foundational theory, grey literature) 8
Total included 31

In the screening stage, these 431 records were assessed by title and abstract against the
inclusion and exclusion criteria (Section 3.3). Most were excluded at this point, the

majority because the broad search terms produced unrelated matches (for example,
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"anchor" appearing in non-software contexts). Records passing this stage were then read in
full and judged against the same criteria, after which 23 studies from the database search
were retained. In the inclusion stage, a further 8 sources were added through forward and
backward snowball sampling and through hand-picked foundational and grey-literature
sources (for example, Stacy and MacMillan, 1995; Furnham and Boo, 2011; PMI, 2018)
that fell outside the scope of the academic database search. This yielded a final set of 31
primary sources that form the evidence base for this thesis. These are listed in the Thesis

Matrix (Appendix 1).

Identified via databases Duplicates removed
n = 524 (IEEE 172, Scopus 316, ACM 36) n =93
v
Excluded
Records screened title / abstract
n =431 n =371
v
R Excluded
Full-text assessed for eligibility full text
n =60 n =37

v

Included from database search
n = 23

Additional sources

snowballing, grey lit: +8

A 4

Total included

n =31

Figure 1. Study selection process following Kitchenham and Charters (2007), reported in
PRISMA flow format.
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3.5 Data Extraction
Each included study was systematically coded using the following extraction framework:

Table 3. Data extraction framework.

Field Description

Author(s) and year Publication details

Bias type(s) Named cognitive biases studied or discussed

SDLC stage Estimation, requirements, design, testing, code review, cross-stage, or general
Key findings Main results summarised in 1-3 sentences

Evidence type Experiment, survey, case study, conceptual paper, literature review

Mitigation proposed | Whether the study proposes or tests a debiasing strategy, and if so, what kind

Extracted data was organised into a matrix to enable cross-study comparison by bias type,
SDLC stage, and evidence strength. This matrix directly supports the structure of the
Results chapter.

3.6 Quality Assessment

Each study was assessed on four dimensions, scored 0 (not met) or 1 (met), for a maximum

score of 4:

1. Research question — Is a clear research question or objective stated?

2. Method — Is the method described with enough detail to understand or replicate?
3. Validity — Are threats to validity or limitations discussed?

4. Evidence — Are findings supported by the data or analysis presented?

The quality assessment ensures that the most reliable evidence carries the most weight in

the subsequent analysis.

In most cases, a score of three or four marked a study as carrying greater weight in the
analysis. Studies scoring two retained relevance but were assigned a secondary role.
Sources falling below this level, such as the industry reports from PMI (2018) and
PractiTest (2025), contributed only contextual background where it was useful. These
lower-rated sources are explicitly labelled so that readers can recognise their evidentiary

status.
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3.7 Data Synthesis

The synthesis was conducted qualitatively using thematic analysis. Findings were

organised along two dimensions:

By SDLC stage — estimation and planning, requirements and design, testing and
QA, code review, and cross-domain perspectives. This structure directly maps to
Sections 2.2-2.6 and the Results chapter.

By bias type — anchoring, confirmation, overconfidence/optimism, authority,
recency, groupthink, sunk cost, and others. This enables identification of which

biases are most prevalent and which are under-studied.

Mitigation strategies were further categorised into three types:

Process-based — structured estimation methods (Planning Poker, Wideband
Delphi), decision logs, checklists

Tool-based — guided review tools, structured comment templates, automated test
targeting

Communication-based — psychological safety practices, anonymous estimation,

cross-functional reviews, devil's advocate roles

This categorization allows for a multi-faceted view of how teams can practically address

bias throughout the lifecycle.

3.8 Methodological Limitations

The main methodological limitations of this review, together with the steps taken to

address them, are summarised in Table 4.

Table 4. Methodological limitations.

Limitation Description Mitigation
Publication bias Positive or significant results are | Included grey literature (master's
more likely published theses, industry whitepapers)
English-only Non-English studies excluded Acknowledged; may miss regional
research
Database coverage No single database indexes all SE | Supplemented with Google Scholar
research and snowball sampling
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introduces potential bias

Temporal boundary 1995-2025 window may exclude | Pre-2005 theory sources (Kahneman &
older foundational work Tversky, Stacy & MacMillan) included

for background
Subjectivity in coding | Single-researcher extraction | Extraction framework was predefined;

ambiguous cases noted

No meta-analysis

Heterogeneous study designs

prevent statistical pooling

Qualitative thematic synthesis used

instead

Taken together, these limitations stem mainly from the constraints of a single-author

bachelor's thesis: restricted database access, an English-only scope, and the absence of a

second reviewer to cross-check selection and coding. None of them contradicts the central

findings, but they do indicate that the review should be read as a structured synthesis of the

available evidence rather than an exhaustive or statistically pooled account. Where a

limitation could skew the results, for example, publication bias for positive findings, grey

literature was included to partially counteract it, and these are discussed in the limitations

of the review in Chapter 5.
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4. Results

This chapter presents the findings of the systematic review. It first reports frequently
studied biases and how they are distributed across the software development life cycle and
its reported outcomes, and then organises the mitigation strategies identified in the

literature into a practical catalogue.

4.1 Literature Review Findings

This section summarises what the reviewed literature reveals about cognitive biases in
software engineering. The findings are presented in three parts: the frequency and
distribution of biases across the sources, their distribution across the stages of the software

development life cycle, and the outcomes most commonly reported.

4.1.1 Bias Frequency and Distribution

The systematic review of 31 sources identified anchoring and confirmation bias as the two
most frequently studied and empirically confirmed biases across software engineering
literature, consistent with Mohanani et al.'s (2020) earlier mapping of 65 studies (see Table

5).

Table 5. Bias frequency across reviewed sources.

Bias No. of Sources Most Common Evidence Type
Anchoring 13 Controlled experiment
Confirmation bias 12 Controlled experiment / field study
Overconfidence / Optimism 6 Survey / experiment

Availability 5 Field study / conceptual

Framing 4 Controlled experiment

Groupthink / Authority 3 Survey / industry report

Sunk cost 2 Case analysis / qualitative
Decision fatigue 2 Prototype usability test

Anchoring's dominance is notable: as shown in Figure 2, it appears across multiple SDLC
stages and not only in estimation but also in design choices (Manjunath et al., 2018;
Zalewski et al., 2017) and code review. Confirmation bias is the only bias studied

exclusively within testing as its own dedicated research thread (Salman, 2016).
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Anchoring

Confirmation bias
Jverconfidence / Optimism
Availability

Framing

Groupthink / Authority
Sunk cost

Decision fatigue

o 1 2 3 4 5 6 7 8 9 10 11 12 13 1¢

Number of sources

Figure 2. Frequency of cognitive biases across 31 reviewed sources (author's own

compilation).

4.1.2 Distribution Across SDLC Phases

Bias research is not evenly distributed across the SDLC. Estimation and planning attract
the largest body of empirical work, while code review remains comparatively

underexplored, as shown in Table 6..

Table 6. Source count by SDLC phase.

SDLC Phase Sources Primary Biases Studied

Estimation / Planning 8 Anchoring, Overconfidence, Groupthink
Requirements / Design 6 Framing, Anchoring, Confirmation, Sunk cost
Code Review 3 Confirmation, Decision fatigue, Authority
Testing / QA 6 Confirmation, Anchoring, Overconfidence
Cross-stage / General 10 Multiple

Because several sources examine more than one life-cycle phase, the per-phase counts in
Table 6 sum to more than the total of 31 sources; a source is counted once for each phase

in which it appears.
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Estimation is the most-studied phase. The dedicated estimation studies confirm that
anchoring distorts effort prediction regardless of experience level or estimation method
(Aranda & Easterbrook, 2005; Shepperd et al., 2018; Gren & Svensson, 2021). Effect sizes
are among the largest in the SE bias literature (Cohen's d = 1.19; Shepperd et al., 2018).

The requirements and design stage is comparatively overlooked. Six works address it, but
most draw on conceptual argument or small case studies (Manjunath et al., 2018; Zalewski
et al., 2017) rather than controlled experiments. Mohanani et al. (2020) identify this lack of

empirical evidence as a notable gap.

Testing and quality assurance is better supported by evidence. Calikli and Bener (2015)
linked confirmation-bias strength to higher defect rates in a study of 88 participants.
Across four experiments with 206 participants, Salman et al. (2023) showed that time
pressure intensifies confirmatory behaviour, reducing effort spent on disconfirming tests.
Enoiu et al. (2024) further found that testers readily identified bias in peers but not in

themselves.

Code review receives the least attention. Bacchelli and Bird (2013) and MacLeod et al.
(2018) point to workplace factors — time pressure, power imbalances, and uneven
participation — that can skew outcomes, but neither measures these effects directly. Jetzen
et al. (2025) provide the first evaluation of debiasing methods designed specifically for

code review, though with only eight participants, limiting generalisability.

4.1.3 Observed Outcomes and Results

The reviewed literature indicates that cognitive biases give rise to difficulties in three

principal ways: (1) inaccurate estimates, (2) weaker designs, and (3) undetected defects.

1. Inaccurate estimates. Anchoring causes effort estimates to vary widely depending on the
initial figure presented, sometimes by a factor of two or more (Aranda & Easterbrook,
2005). Obsolete backlog items inflate estimates of unrelated tasks (Gren & Svensson,
2021), and overconfidence compounds this, leading teams to commit to delivery rates they

have not previously achieved (Jordao et al., 2020).

2. Weaker designs. Teams committed to early decisions overlook better alternatives,
prescriptive requirement wording constrains design exploration (Mohanani et al., 2014),
and confirmation bias during design correlates with higher defect rates (Chotisarn &

Prompoon, 2013).
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3. Undetected defects. Because testers favour confirming expected behaviour, tests tend to
seek confirmation rather than failure, allowing defects to persist (Calikli & Bener, 2015;
Salman et al., 2023). Review quality also declines over long sessions through decision
fatigue, and junior reviewers tend to defer to senior approval (Jetzen et al., 2025; PMI,

2018).

4.2 Mitigation Strategy Catalogue

The reviewed literature yields a range of practical strategies, organised below by
intervention type — process-level, tool-supported, and communication/team practices —
with mappings to the biases and phases they target.

4.2.1 Process-Level Strategies
Table 7 lists the process-level strategies identified in the literature, together with the biases

and life-cycle phases they target.

Table 7. Process-Level strategies.

Strategy Targets Phase Key Source(s)

Planning Poker (simultaneous estimate | Anchoring, Estimation Haugen (20006)

reveal) Groupthink

Wideband Delphi (independent rounds + | Group Estimation | Estimation Yang &  Laird

structured discussion) (2016)

Remove obsolete backlog items before | Anchoring Estimation Gren & Svensson

estimation (2021)

Neutral requirement framing (avoid | Framing fixation | Requirements | Mohanani et al.

prescriptive wording; encourage "why" (2014)

questions)

Architecture Decision Logs (document | Anchoring, Sunk | Design Manjunath et al.

alternatives + trade-offs explicitly) cost (2018)

Delayed commitment / design space | Anchoring, Design Zalewski et al

exploration Fixation (2017)

Structured checklists / rule-based decision | Multiple Cross-stage Otuteye &

heuristics Siddiquee (2015)

RATE framework for requirements quality RE-specific biases | Requirements | Hassnain & Ghani
(2016)

Planning Poker has strong real-world support: Haugen (2006) found it reduced median

estimation error from 42% to 25% across four agile projects, because simultaneous reveal
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prevents any one estimate from anchoring the group. Otuteye and Siddiquee (2015) argue
that predefined rules push decision-makers toward deliberate (System 2) reasoning rather
than intuitive (System 1) judgement; checklists and reference-class forecasting support this
shift in software estimation.

4.2.2 Tool-Supported Strategies

Table 8 summarises the tool-supported debiasing strategies and the biases they address.

Table 8. Tool-supported strategies.

Strategy Targets Phase Key Source(s)

Structured comment forms in | Confirmation bias Code review Jetzen et al. (2025)

code review tools

Advice lists / review guides | Confirmation, Code review Jetzen et al. (2025)
embedded in reviewer Ul Decision fatigue
Assistant review features | Confirmation Code review Jetzen et al. (2025)

(surfacing missed patterns)

Balanced test case prompting [ Confirmation Testing Salman et al. (2023)

(requiring disconfirmatory tests)

Jetzen et al. (2025) conducted one of the first studies of debiasing tools for code review.
Reviewers responded well to structured, guided tools such as advice lists and comment
templates, but rejected features perceived as intrusive or slowing them down. Nygrén
(2025) nonetheless observes that Al assistants lighten the cognitive effort of repetitive
tasks while demanding greater vigilance, since developers tend to review whatever the tool
proposes, and this itself imposes a fresh burden. Given this shift, tool-based solutions call

for careful design, so that one form of error is not quietly substituted for another.

4.2.3 Team and Communication Practices

Table 9 presents the team- and communication-based practices reported as effective against

bias.
Table 9. Team and communication practices.
Strategy Targets Phase Key Source(s)
Cross-functional ~ design | Confirmation, Authority | Design Kronqvist &  Rousi

reviews (2025)
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Psychological safety

open dissent culture

/

Groupthink, Authority Cross-stage

Kronqvist
(2025); PMI (2018)

& Rousi

Awareness training | Anchoring (partial) Estimation Shepperd et al. (2018)
workshops

Design Thinking / user | Availability, Requirements, Kronqvist &  Rousi
studies Representativeness Design (2025)

Awareness training must be treated with calibrated expectations. Shepperd et al. (2018)

showed a workshop reduced anchoring effect size from d = 1.19 to d = 0.72 — meaningful,

but not elimination. The consistent finding is that awareness helps but is insufficient alone

— structural process changes are necessary complements. Kronqvist & Rousi (2025) found

that IT professionals cited open discussion and psychological safety as their most effective

real-world tools against bias, particularly for reducing authority-driven conformity in

design decisions.

4.2.4 Summary: Bias-to-Strategy Coverage Map

Table 10 maps each major bias to its best-evidenced mitigation and the strength of the

supporting evidence.

Table 10. Best-evidenced mitigation per bias.

Bias

Best-Evidenced Mitigation

Evidence Quality

Anchoring (estimation)

Planning Poker; Wideband Delphi; remove

obsolete backlog items

High (multiple controlled

experiments)

Anchoring (design) Architecture Decision Logs; delayed Moderate (conceptual +
commitment qualitative)

Confirmation (testing) Require disconfirmatory tests; balanced High (controlled
prompting experiments)

Confirmation (code

Structured review tools; advice lists

Low-moderate (N=8

review

review) usability study)
Overconfidence Structured estimation; historical reference data | Moderate (field studies)
Authority / Groupthink Simultaneous estimate reveal; cross-functional | Moderate (field study +

survey)

Framing fixation

Neutral requirements language; "why"

questions

Moderate (controlled

experiment)

Sunk cost

Architecture Decision Logs; explicit trade-off

documentation

Low (case analysis)
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There is an evidence skew in the coverage map. Mitigations for anchoring in estimation
and confirmation bias in testing are based on multiple controlled experiments, while
strategies for anchoring in design stage, sunk cost and confirmation bias in code review are
only based on arguments or small studies. Therefore teams can confidently adopt the
estimation and testing countermeasures while also considering the design and review-stage
strategies as promising but under-evaluated. This is a gap that directly motivates the

directions discussed in Chapter 5.

@ Estimation A Req/Design 4 Testing * Code Review
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1 2 3 9 10
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Figure 3. Mitigation strategies by SDLC phase and evidence quality (author's own
compilation).
The evidence quality column highlights a clear asymmetry: mitigation strategies for
estimation biases rest on the strongest empirical foundations, while strategies for design,
architecture, and code review remain largely untested in controlled settings. This gap

represents a significant direction for future research.
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5. Discussion

This chapter interprets the findings presented in Chapter 4 and considers what they mean
for software engineering research and practice. It discusses the dominance of certain biases
and their cross-stage propagation, reflects on the limitations of both the reviewed literature

and this review, and sets out practical recommendations for development teams.

5.1 Interpretation of Findings
Anchoring and Confirmation Bias Shape Most Studies

Anchoring (13 sources) and confirmation bias (12) were by far the most frequently studied
and empirically confirmed biases across the reviewed literature, echoing Mohanani et al.'s
(2020) earlier mapping. Beyond these two dominant biases, several less-studied ones recur:
sunk cost, groupthink, availability, and framing. Teams focusing only on anchoring and

confirmation risk overlooking these, particularly during design and requirements work.

e Estimation Draws Focus Despite Lower Risk: Despite receiving the most empirical
attention, estimation is not the only source of bias; requirements and design
decisions, if flawed, propagate errors throughout the SDLC.

e Bias Grows Through Each Stage: Prescriptive requirements constrain design
(Mohanani et al., 2014), which in turn biases test design (Jahin, 2023); studying

stages in isolation underestimates the cumulative effect.

Design — Implementation ——| Code Review

An c"hm img/ Framing Sunk Cost Authority/ Confirmation
Fixation bias Fatigue bias

Figure 4. Cross-stage cognitive bias propagation across the SDLC (author's own

synthesis).

Mitigation Works, But Incompletely
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Across all mitigation evidence, three patterns emerge:

1.

Structured processes reduce but do not eliminate bias. Planning Poker reduced
estimation error from ~42% to ~25% median (Haugen, 2006), and a bias-awareness
workshop cut anchoring effect size from Cohen's d = 1.19 to 0.72 (Shepperd et al.,
2018) — meaningful reductions, but bias persists.

Tool-based interventions show promise for code review, where structured comment
forms and review guides improve feedback quality without requiring broad
organisational change (Jetzen et al., 2025). This is a tractable entry point for teams.

Awareness alone is insufficient. Enoiu et al. (2024) found that practitioners who
recognized biases in others still exhibited them personally — the bias blind spot is
itself a cognitive distortion. Training must be paired with procedural changes to

produce durable effects.

Al-Assisted Development Introduces New Unknowns

Two recent sources (Nygrén, 2025; De Alwis, 2025) indicate that Al tooling does not

eliminate bias — it may redistribute it. Al-generated test cases still skew confirmatory;

engineers conditionally trust Al outputs and then over-verify, creating new cognitive load.

As Al-assisted SE becomes standard, the existing bias mitigation literature — built on

human-only workflows — will need updating.

5.2 Limitations

Limitations of the Reviewed Literature

e A substantial share of controlled experiments use computer science students as

proxies for professional developers. Generalisability to industry contexts is
constrained, though some studies (Shepperd et al., 2018; Gren & Svensson, 2021)
include professional participants and replicate effects.

Most studies isolate one bias at a time. Real software work involves multiple
concurrent biases; their interaction effects are almost entirely unstudied.

Several high-quality studies originate from Finland and Serbia (Salman et al., 2023;
Nygrén, 2025). Cultural and organisational factors may moderate bias expression in
ways not captured.

Positive findings (bias confirmed) are more likely to be published than null results.

The true base rate of bias expression in SE may be lower than the literature implies.
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e Scope bounded to SDLC-mapped biases. Biases that primarily affect organisational

or managerial decisions above the team level (e.g., executive project selection,

vendor choice) are not covered.

e Gray literature included selectively. Industry reports (PMI, PractiTest) and a

master's thesis (De Alwis, 2025) were included to cover emerging topics, but their

methodological rigor is lower than peer-reviewed sources.

e No meta-analysis. The heterogeneity of study designs, outcome measures, and bias

operationalizations across the 31 sources prevented quantitative synthesis. Findings

are synthesized narratively.

5.3 Practical Recommendations for Teams

Based on the evidence, the following recommendations are ordered from highest to lowest

confidence (i.e., strongest empirical support first):

Table 11. Practical recommendations for teams.

Priority | Recommendation Supporting Evidence

1 Shield estimators from external anchors — do not share prior | Aranda & Easterbrook
estimates, budget constraints, or competitor timelines before | (2005); Gren &
eliciting estimates Svensson (2021)

2 Use Planning Poker or Wideband Delphi for story-point | Haugen (2006); Yang &
estimation — simultaneous reveal prevents anchor propagation | Laird (2016)
through group discussion

3 Run a bias-awareness workshop before high-stakes estimations or | Shepperd et al. (2018)
architecture decisions — even a 2—3 hour session meaningfully
reduces anchoring

4 Require disconfirmatory test cases explicitly — add a team norm | Salman et al. (2023);
or Definition of Done item: "at least N negative/boundary test | Calikli & Bener (2015)
cases per feature"

5 Introduce structured code review templates — advice lists and | Jetzen et al. (2025)
guided comment forms reduce confirmation bias and decision
fatigue without significant overhead

6 Archive and hide obsolete backlog items before estimation | Gren & Svensson (2021)

sessions — do not leave cancelled items visible in planning

boards
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7 Build psychological safety for dissent — groupthink and | Kronqvist &  Rousi
authority bias are suppressed when junior members can safely | (2025); PMI (2018)

challenge decisions; this requires deliberate team culture work

These recommendations are not a checklist to apply all at once. Teams with no current
debiasing practice should start with #1 and #2 (low cost, strong evidence) and introduce

the others incrementally.
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6. Conclusions

This review found that cognitive biases are pervasive in software engineering. The
literature concentrates on estimation, but biases propagate across all stages, from
requirements and design through to testing and code review. This research synthesized
findings from 31 primary sources published between 1995 and 2025. The results indicate
that anchoring and confirmation bias are the most empirically validated distortions,
affecting outcomes such as inaccurate scheduling, suboptimal design, and undetected
defects. While awareness of bias is common, it is insufficient as a standalone mitigation
strategy. Effective interventions require structural changes, such as the use of structured
estimation techniques, pre-defined decision criteria, and guided review tools. Al-assisted
development introduces new uncertainties, as current bias-mitigation frameworks are
designed for human-centric workflows and may not fully account for human-Al interaction
dynamics. Future research should focus on how multiple biases interact in real-world

environments and evaluate the effectiveness of interventions in Al-integrated contexts.
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The 31 primary sources included in the review, with bias type, software development life

cycle (SDLC) stage, key findings, and evidence type.

anchoring through
simultaneous reveal,
across four agile

projects.

# | Author (year) Bias type SDLC stage Key findings Evidence

type

1 | Mohanani et al. | Anchoring, Multiple / Systematic mapping of | Systemati
(2020) confirmation, and cross-stage 65 studies identifying ¢ mapping

others (37 mapped) 37 cognitive biases study
across SDLC stages;
anchoring and
confirmation most
prevalent.

2 | Stacy & Representativeness, Testing, First work linking Conceptua
MacMillan availability, debugging, cognitive bias to SE; | article
(1995) confirmation general SE argues structured,

evidence-based
methods are needed to
counter intuitive
judgement.

3 | Aranda & Anchoring, Estimation / High vs. low anchors Controlle
Easterbrook overconfidence planning produced estimates d
(2005) differing more than experimen

twofold; effect held for | t (n=23)
experts and across
methods; confidence
ranges did not correct
it.
4 | Haugen (2006) | Anchoring, Estimation / Planning Poker reduced | Field case
groupthink, planning (agile) | median estimation error | study
overconfidence (25% vs 42%) and
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Jorgensen & Anchoring, framing Estimation / The format of an Experime
Halkjelsvik planning estimation request acts | nt
(2010) as an anchor, producing
large shifts in effort
estimates even without
explicit numbers.
Cahkh & Confirmation bias Testing / QA Confirmation-bias level | Experime
Bener (2015) correlated with higher | nt
defect density across 88 | (students
subjects; logical +
reasoning skills, not profession
experience, als)
distinguished low-bias
testers.
Chotisarn & Confirmation, Design / Confirmation and Statistical
Prompoon adjustment architecture adjustment bias during | correlatio
(2013) (anchoring-related) design correlated n study
statistically with higher
software defect rates.
Bacchelli & Process/social Code review Code review serves Industrial
Bird (2013) context (decision defect-finding, quality, | case study
fatigue, authority) knowledge sharing and | (Microsof
mentoring; only 14% of | t)
comments were
defect-related;
challenges include time
pressure and uneven
participation.
Mohanani et al. | Framing bias, Requirements / | Rigid or formalised Controlle
(2014) anchoring-like design requirement wording d
fixation caused fixation: experimen
designers anchored on | t
stated requirements and
explored fewer, less
creative solutions.
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10

Otuteye &
Siddiquee
(2015)

Anchoring,
overconfidence,
confirmation,

representativeness

Cross-domain
(decision-makin

2)

Predefined
rules/heuristics force
deliberate (System 2)
reasoning; the O-S
value-investing
heuristic constrains
judgement through

fixed criteria.

Conceptua
1+
applied
method

11

Hassnain &

Ghani (2016)

General cognitive

bias (RE-related)

Requirements

engineering

Proposed and validated
the RATE framework
to analyse
human-factor and bias
issues affecting

requirements quality.

Framewor
k proposal

+ survey

12

Salman (2016)

Multiple
(confirmation,
heuristics,

judgement)

Testing / QA

Position paper arguing
testing bias research
focuses on single
biases; calls for
multi-bias
investigation; biases
triggered by
organisational and

contextual factors.

Conceptua
1/
position

paper

13

Yang & Laird
(2016)

Estimation heuristics;
overconfidence

(teaching context)

Estimation /

planning

Educational case study;
a LEGO-based
teaching framework
(SETL) for software
estimation; Wideband
Delphi rounds reduced
estimate variance
among students;
anchoring noted only as

future work.

Education
al case

studies

14

ZalewsKki et al.

(2017)

Anchoring,
confirmation,

availability

Architecture /

design

Architects relied on
heuristics; initial
familiarity with a
pattern influenced later

technology and design

Practition
er survey

+ analysis
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choices even when
suboptimal.

15 | MacLeod et al. | Decision fatigue, Code review Identified code-review | Industrial
(2018) authority, social challenges in large multi-tea

influence teams: senior reviewer | m study
overload, uneven junior
opportunities, and
speed-vs-quality
trade-offs.

16 | Shepperd, Anchoring Estimation / Very strong anchoring | Controlle
Mair & planning on productivity d
Jorgensen estimates (d~ 1.19); a | experimen
(2018) 2-3 hour workshop t (410

reduced it (d = 0.72) profession
and cut variance als)
threefold, but did not

eliminate it.

17 | Manjunath et Anchoring, Architecture / Identified 33 cognitive | Conceptua

al. (2018) confirmation, sunk design biases affecting 1+

cost, availability software architecture qualitative
decisions, with
anchoring on initial
designs among the
most influential.

18 | PMI (2018) Groupthink, Cross-stage Groupthink treated as a | Industry

authority, conformity | (team decisions) | governance problem: whitepape
when dissent is socially | r
costly, decisions reflect
hierarchy rather than
analysis. [grey
literature]

19 | Chattopadhyay | Anchoring, Design, Observation of Field

et al. (2020) confirmation, implementation, | developers in real study +
availability, debugging tasks; premature mental | interviews
representativeness models and reliance on
familiar/recent patterns
led to wrong debugging
paths and wasted effort.
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20 | Jordao et al. Overconfidence, Cross-domain Managers rated Field
(2020) optimism, anchoring | (management) answers as more survey +
accurate than they anchoring
were; =55% pull experimen
toward provided t
anchors; patterns
mirror those found in
SE estimation.
[non-SE]
21 | Gren & Anchoring & Estimation / Obsolete Family of
Svensson adjustment planning (cancelled/excluded) 6
(2021) (obsolete-requirement backlog items inflated | experimen
s effect) estimates of unrelated ts
tasks; developers could | (N=461)
not explain the
inflation; recommend
hiding such items.
22 | Ciriello & Loss | Social desirability, General [T/ Users gave high Explorator
(2023) acquiescence, technology acceptance scores yet y case
confirmation adoption did not use the tool; study
heaviest complainers
were most engaged,
showing
social-desirability
distortion of feedback.
23 | Jahin (2023) Framing bias, Requirements, Requirements framing | Mixed-me
confirmation bias design, testing shapes both design thods
ideas and confirmation | empirical
bias in testing, where study
testers check only
expected behaviour;
links stages.
24 | Salman et al. Confirmation bias Testing / QA Across four Family of
(2023) (amplified by time experiments (206 experimen
pressure) participants), testers ts
designed more
specification-consistent
than -inconsistent
cases; time pressure
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significantly worsened
the bias (p = 0.036).

25 | Enoiu, Confirmation, Testing / QA Practitioners Survey
Cusmaru & anchoring, recognised bias in (60) +
Malm (2024) groupthink, sunk others but not experimen

cost, fixation, themselves (bias blind | t(12)
overconfidence spot); multiple biases
active in test
problem-solving;
awareness training had
mixed effects.
26 | De Alwis (2025) | Confirmation bias Functional ChatGPT-4 generated Controlle
testing (test more confirmatory than | d
design) disconfirmatory tests, compariso
but overall bias level n (LLM
was not significantly vs human)
different from humans.
[grey literature]
27 | Jetzen et al. Confirmation bias, Code review Prototype debiasing Prototype
(2025) decision fatigue tools (advice lists, usability

comment templates, tests
guided workflows) (N=8)
improved review
completeness; intrusive
features were rejected.

28 | Nygrén (2025) | Cognitive load, Testing / test Al assistants reduced Qualitativ

automation/trust bias | automation effort on routine tasks e

but raised cognitive interviews
strain and the need to (N=10)
verify outputs; trust in
Al was conditional.

29 | PractiTest Availability, Bug triage / Testers overrate Industry

(2025) optimism, recency testing familiar bugs and summary
underestimate severity
through optimism,
leading to
misprioritisation. [grey
literature]
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30

Kronqvist &
Rousi (2025)

General
cognitive-bias
handling;

gender-based bias

General IT /

design

Among 93 Finnish IT
professionals,
psychological safety
and open discussion
were the most-cited
real-world tools against
bias; Design Thinking
and user studies also

used.

Mixed-me
thod
questionn

aire

31

Furnham &

Boo (2011)

Anchoring

Cross-domain

(psychology)

Review of decades of
anchoring research
across law, finance,
valuation and
negotiation; expertise
does not protect against
anchoring. [background

theory]

Literature

review
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