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The  recent  emergence  of  low-cost  RGB-D sensors  has  brought  new opportunities  for

robotics by providing affordable devices that can provide synchronized images with both

color and depth information. In this thesis, recent work on pose estimation utilizing RGB-

D sensors is reviewed. Also, a pose recognition system for rigid objects using RGB-D data

is implemented. The implementation uses half-edge primitives extracted from the RGB-D

images for pose estimation. The system is based on the probabilistic object representation

framework  by  Detry  et  al.,  which  utilizes Nonparametric  Belief  Propagation  for  pose

inference. Experiments are performed on household objects to evaluate the performance

and robustness of the system.
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Uudet,  kohtuuhintaiset  RGB-D sensorit  ovat  tuoneet  uusia  mahdollisuuksia  robotiikan

alalle pystymällä tuottamaan sekä väri- että syvyysinformaatiota reaaliajassa. Tässä työssä

käydään  läpi  RGB-D-sensoreiden  käytön  nykytilanne  asennontunnistuksessa.  Lisäksi

toteutetaan  probabilistinen  asennontunnistusalgoritmi  RGB-D-datalle.  Asennon-

tunnistukseen  käytetään  reunantunnistuksella  saaduista  reunapisteistä  jaettuja

reunanpuolikkaita. Käytetty algoritmi pohjautuu Detryn et al. julkaisemaan probabilistisen

asennontunnistuksen viitekehykseen.  Viitekehyksessä asennontunnistus  pohjautuu NBP-

menetelmän  (Nonparametric  Belief  Propagation)  käyttöön.  Reunantunnistusjärjestelmän

suorituskykyä ja virheensietokykyä testataan talousesineillä.
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ABBREVIATIONS AND SYMBOLS

DDMBSP Data-Driven Mean Shift Belief Propagation

ECV Early Cognitive Vision

ICP Iterative Closest Point

IS Importance sampling

NBP Nonparametric Belief Propagation

OUR-CVFH Oriented, Unique and Repeatable Clustered Viewpoint Feature 

Histogram

RANSAC Random Sample Consensus

RBM Rigid body motion

RGB Red, green, blue

RGB-D Red, green, blue, depth

RHT Randomized Hough Transform

SHOT Signature of Histograms of Orientations

SLAM Simultaneous localization and mapping

SIFT Scale-Invariant Feature Transform

SURF Speeded Up Robust Features

SVD Singular value decomposition

A List of accumulated primitives

cx ,cy Horizontal and vertical coordinate of optical origin in pixels

f x , f y Horizontal and vertical focal length in pixels

I D Depth image

I E Edge image

I M  Edge gradient magnitude image

I RGB RGB image

I � Edge gradient direction image

K Combined position and orientation kernel

L ,a ,b Lightness and two color components of the CIE Lab color space

mi Accumulation match counter

M ext Extrinsic camera parameters

M int Intrinsic camera parameters
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M X � UV � i � Pixel coordinates of point xi

M UV� X � u ,v� Index of point corresponding to pixel coordinates � u , v�  

nUV Edge 2D normal vector

n Primitive normal vector

N , N+ , N - Edge point neighborhood, half-neighborhoods

N Position kernel

q Orientation quaternion

r a Accumulation matching radius

r N Neighborhood radius

R List of repeated views

�  Set of real numbers

s Primitive side vector

SE� 3� Special Euclidean group

SO�3� Special orthogonal group

t Primitive tangent vector

t c Accumulation color distance threshold

tm  Minimum needed accumulation matches

t � Accumulation angle threshold

t v Accumulation number of views threshold

vi Accumulation view counter

V List of views

U� VT Components of singular value decomposition

x 3D point

X 3D point cloud

� Edge tangent 2D orientation

�  Gradient direction

� Orientation kernel

� t , � r Position kernel mean point, orientation kernel mean point

	 t , 	 r Position kernel bandwidth, orientation kernel bandwidth


 ij Compatibility potential of features i  and j    
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1 INTRODUCTION

Recently new low-cost sensors that can provide synchronized images with both color and

depth information have  become commercially  available.  They are  often referred  to  as

consumer depth cameras, 3D sensors, or RGB-D (red, green, blue and depth) sensors. In

this work, the term RGB-D sensor is used to emphasize the fact that they provide color in

addition  to  the  depth  information.  Kinect [1],  the  most  popular  of  these  sensors  was

developed by Microsoft as a touchless motion sensing input device for gaming. However,

these devices have numerous potential uses beyond gaming. In healthcare, RGB-D sensors

have been used for aiding physical rehabilitation [2], gait monitoring for elderly people [3],

and there is ongoing research on the use of touchless interfaces in assisting surgery  [4].

There is ongoing research for use of Kinect in remotely controlling industrial robotic arms

[5] [6]. In SLAM (simultaneous localization and mapping) applications, Kinect has been

used for autonomous robot navigation  [7], creating dense indoor maps [8],  and also for

augmented reality [9].

One research area that has significant potential for benefiting from RGB-D sensors is pose

estimation. Pose estimation is a typical task in computer vision and refers to determining

the position and orientation of an object in a scene. For a robot, pose estimation is an

important aspect of the interaction between the robot and its environment. Pose estimation

is used for grasping items, interacting with humans and navigating. In SLAM applications

pose estimation is known as localization when the pose being estimated is the the pose of

the camera imaging the scene.

This thesis reviews recent work on pose estimation utilizing low-cost RGB-D sensors and

presents  a pose recognition system for  rigid  objects  using RGB-D data from a Kinect

sensor. The pose estimation system is based on a probabilistic framework presented by

Detry et al. [10], in which edge segment primitives acquired from stereo vision were used

for pose estimation. In contrast to the edge segment primitives used by Detry et al., the

proposed pose estimation system uses half-edge primitives,  which  are  edge  primitives

divided into two separate parts, each having its own position, orientation and color.  
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1.1 Objectives and restrictions

The main objectives of this thesis are to find out whether Kinect is suitable for use in pose

estimation of medium-sized (with measures roughly from 5 to 25 cm) household objects

when used with half-edge primitives, and to determine how the pose estimation framework

performs on real life household objects.

In order to answer the research questions, a probabilistic pose estimation system for rigid

objects using data from a Microsoft Kinect RGB-D camera is implemented. The object

models are learned from multiple views. The implementation is focused on determining the

location and orientation of previously known objects in a single pair of RGB and depth

images. Detecting which objects are in a scene is not considered, and the implementation is

not expected to provide real-time performance. The pose estimation system is evaluated on

RGB-D data captured with a Kinect device from a set of household objects.

1.2 Structure of the thesis

Chapter 2 discusses RGB-D sensors and previous applications of RGB-D data in different

types of pose estimation. Chapter 3 introduces the pose estimation system. The chapter

starts with the choice of the primitives to be used as the input for the pose estimator. Next,

the process of extracting the primitives from a pair of RGB and depth images is described.

Then, in the model learning section, primitives from multiple views of a single object are

accumulated and used for building a feature hierarchy for the object. Finally,  the pose

estimation process is described. Chapter 4 starts by presenting the experimental setup used

for  evaluating  the  pose  estimation  system.  Next,  the  results  of  the  experiments  are

presented. In Chapter 5 discusses the results of the experiments and issues encountered

with the used pose estimation system. Also, potential improvements and suggestions for

future work are introduced. Finally, Chapter 6 concludes the thesis.
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2 PREVIOUS WORK ON POSE ESTIMATION WITH RGB-D 
DATA

In this chapter, RGB-D sensors and previous applications of RGB-D data in different types

of pose estimation are discussed. 

2.1 RGB-D sensors

The Kinect  RGB-D sensor was developed by Microsoft  as a touchless motion sensing

input device for gaming. The device was shipped with a human pose estimation system

that  can  estimate  the  pose  of  an  articulated  human  body  in  under  5  milliseconds  on

consumer  hardware  [11].  Relative  compactness  and  low  cost  have  made  Kinect  an

affordable platform for computer vision research. The device can produce both RGB and

depth images at 30 frames per second. This is accomplished with a infrared camera, a color

camera and an infrared projector. The infrared projector projects a structured dot pattern

which  the  depth  sensor  records.  Then  the  device  reconstructs  the  scene  in  3D using

triangulation [1]. One advantage of Kinect is that the depth computation is performed by

the device, which reduces resource usage and allows the computer free to perform other

tasks at the same time. Also other devices using similar depth sensing technology have

emerged, such as Asus Xtion. In a comparison of Kinect and Xtion by Gonzalez-Jorge et

al. [12] both devices produced similar results in terms of depth accuracy.

Kinect uses structured infrared light for the depth estimation. A structured light approach

can work independently of the textures of the objects in a scene, unlike passive approaches

that have difficulties in finding matching points from multiple images in smooth areas.

Also, lack of illumination in the scene does not degrade the depth estimation result since

the system provides its own illumination. Many structured light approaches, such as [13],

use temporal coding where multiple images with changing projected patterns are needed

for producing a depth estimate, which makes them unsuitable for use with moving objects.

On the other hand, Kinect uses a static dot pattern that can be used to determine depth from

a single image. Another consideration is that by using infrared light that is invisible to

humans, Kinect is non-intrusive. Also, because the depth sensing in Kinect uses a different

part of the spectrum than the RGB camera, depth and RGB images can be taken at the

same time without interference. Since the projector and two cameras are built into a single
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device, less consideration is needed in maintaining their alignment and calibration when

compared to having three separate devices.

Compared to passive sensing like traditional stereo imaging, one of the main drawbacks of

Kinect and similar RGB-D sensors is that since they work by projecting infrared light,

external sources of infrared can cause errors in the depth estimation. A strong infrared

source such as direct sunlight can render the device to be completely unable to produce a

depth image. This makes the device impractical outdoors. For an active light sensor, the

power of the used projector affects the range and sensitivity to external light sources of the

device. The maximum range of Kinect is stated to be 4 meters  [14] which may not be

sufficient for some applications in large indoor spaces.

Kinect can used in some cases where traditionally a laser scanner has been used. In [15],

Zug et al. compare Kinect against a small, portable Hokuyo 2D laser scanner in use for

robot  navigation.  In  the tests,  Kinect  was able to detect  smaller objects than the laser

scanner, but was more sensitive to object shape and distance and produced less accurate

results in map building. Still, the most significant drawback of Kinect for mapping was the

narrow 57 degree horizontal field of  view compared with the 240 degrees of the laser

scanner. Only 2D mapping along a horizontal line was considered in the comparison. Park

et al.  [16] made a similar comparison and noted that for creating a 3D map, Kinect was

better since it does not need to tilt for imaging a vertical object unlike the 2D scanner.

Also, Kinect was less sensitive to dark surface materials than the laser scanner. It should be

noted that the studies considered only depth data. If color information is needed for a laser

scanner based system, an additional camera is required.

2.2 Human pose estimation

Human body pose estimation is the process of estimating configuration of body parts from

sensor input. Early commercial systems for human pose estimation used easily localizable

physical  markers  attached  to  the  human  body,  which  provided  good  reliability  and

accuracy. However, these systems are expensive and having to wear markers is obtrusive

[17].  Also,  there  needs  to  be a calibration step  to determine  the relationship between

positions of the markers and the body parts  [18]. Markerless vision-based human pose
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estimation has been widely studied and has many application areas such as surveillance

and human-computer interaction. For surveys on the subject, see [17] and [19].

The pose recognition system that was shipped with Kinect was developed by Shotton et al.

[11] at Microsoft Research Cambridge and is based on per-pixel classification of body

parts in a single depth image. The algorithm uses a machine learning approach based on

decision forests  [20], and infers a per-pixel body part distribution.  The background is

subtracted from the depth image image so only people are left in the depth image. Color

information is not used for the pose estimation. As Shotton et al. point out, leaving out

color information greatly reduces the color and variability in clothing, hair and skin, which

reduces the amount of  needed training data.  Training data is synthesized by rendering

various shapes of human bodies in different poses from motion capture data. An earlier

attempt was made based on tracking the human pose from frame to frame, but it  was

eventually abandoned since it needed the user to assume an initial pose and tended to lose

track after a few frames [18].

After the launch of Kinect, a significant  amount of the recent research around RGB-D

cameras has focused on human pose estimation. Various algorithms have been proposed

for detecting different aspects of the human pose. For example, there are proposals for

tracking multiple people [11], an upper body [21], a head [22], and hands [23]. Besides the

used  approaches,  the  algorithms  also  vary  in  their  level  of  detail.  A  full  body  pose

estimation  algorithm might  have  a  single  joint  for  representing  all  fingers  of  a  hand

together [11], while an algorithm solely focused on hands might model each joint in each

finger separately [23].

2.3 Simultaneous localization and mapping

In SLAM, the task is to create a map of the environment and determine the camera (or

robot)  pose within the environment at the same time.  SLAM systems based on stereo

vision calculate the disparity between two images to calculate depth, and suffer from the

fact that the disparity calculation needs distinctive points in the image, making surfaces

with  little  to  no  texture  difficult  to  match  [24].  RGB-D  sensors  based  on  emitting

structured light do not suffer from this limitation and provide dense point clouds.
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Henry et al. [8] have used the Iterative Closest Point (ICP) algorithm [25] for RGB-D data

for dense mapping of indoor elements in the RGBD-ICP algorithm. The ICP algorithm

associates each point in a point set to the closest point in another set and computes a rigid

transformation that minimizes the distance between point pairs. The ICP algorithm requires

a good initial guess to avoid converging to an incorrect minimum, which is why RGBD-

ICP matches SIFT (Scale-Invariant Feature Transform) features [26] in consecutive frames

for  finding  an  initial  alignment.  To  account  for  false  SIFT  matches,  RGBD-ICP uses

RANSAC (Random Sample Consensus) [27] to find a subset of matches that corresponds

to a consistent rigid transformation.

KinectFusion by Izadi et al. [9] uses depth data from a Kinect device to generate a dense

point cloud interactively in real time. The system uses a GPU implementation of the ICP

algorithm for camera tracking. The scene model is based on using a single 3D voxel grid.

For  generating  views of  the  surface,  ray  casting  is used.  The system also  allows  3D

segmentation of single objects by repositioning them in a previously 3D reconstructed

scene.  In  addition,  KinectFusion  supports  augmented reality  where  virtual  objects  are

overlaid onto the real-world presentation and can be occluded by real objects.

2.4 Pose estimation of rigid objects

Lai  et  al.  [28] have presented a machine learning approach for  building a hierarchical

object-pose tree that can be used for identifying object category, instance and pose at the

same time from an RGB-D image. However,  the pose estimation is done only for one

degree  of  freedom  (rotation  around  the  vertical  axis)  and  the  approach  is  based  on

classification so it finds the most similar pose in the training set instead of modeling the

global 3D shape of the object. 

In [29], Park et al. propose a template matching approach for tracking moving 3D objects

in  real  time.  The method is  inspired by a 2D template matching algorithm.  Since the

approach is based on tracking, it is not suitable for pose estimation in still images. 

In [30], Detry and Piater present a model and mechanisms for probabilistically generating

an object-surface model  from unregistered views.  The model  registration is performed

using a Metropolis-Hastings algorithm with simulated annealing. In the paper, the system
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is evaluated using data from simulated scans on 3D models  and range scans. The model

works on point data and does consider color, which makes it unsuitable for distinguishing

objects with same shape but different color.

In another paper  [10], Detry et al. present a probabilistic framework for representing three-

dimensional  objects  as  a  hierarchy  of  features.  In  the  terminology  of  the  framework,

features are an abstract representation that can have multiple instances in a single scene.

The top feature represents the pose of the object. Each feature encodes the probabilistic

relative spatial configuration of its children. At the bottom of the hierarchy are primitive

features which are bound to observations, which are local visual primitives, such as short

edge segments. Detry et al. evaluated the framework on stereo vision based data created

using the Early Cognitive Vision (ECV) system by Pugeault et al. [31], [32]. However, the

framework is not tied to any specific type of 3D data and uses color information, so it is a

viable candidate for use with RGB-D data. Detry et al. have demonstrated robustness to

scene clutter and occlusion, which is why the framework was chosen to be used in this

thesis.

In a recent paper [33], Aldoma et. al. Propose an algorithm for object recognition and pose

estimation from RGB-D images by combining multiple object recognition pipelines. Three

pipelines are proposed with each using a different type of descriptor: local 2D descriptors

based  on  SIFT  [26],  local  3D  descriptors  based  on  shot  using  SHOT  (Signature  of

Histograms of Orientations)  [34], and semi-global 3D descriptors based on OUR-CVFH

(Oriented,  Unique and Repeatable Clustered  Viewpoint  Feature  Histogram)  [35].  The

local descriptors represent a small 2D or 3D neighborhood around a keypoint, while the

semi-global OUR-CVFH descriptors represent a smooth surface patch of an object. The

purpose of using multiple pipelines is that it allows to combine their strengths and diminish

weaknesses. For example, the use of SIFT intended for objects with significant textures,

while SHOT excels with objects that have distinctive 3D shapes. The pipelines produce

multiple object and pose hypotheses that are refined using ICP and finally processed using

the GO algorithm (Global Optimization for Hypothesis Verification) [36] that produces a

result where all the objects in the scene are consistent. The system has been demonstrated

to benefit from combining multiple types of descriptors and has produced good results in

challenging,  heavily  cluttered  scenes.  In  [37],  Bo  et  al.  present  another  study  using

multiple types of descriptors.  In  the study,  five different  kernel  descriptors on RGB-D
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point clouds and depth maps are used for object and category recognition. Like in the study

by Aldoma et al. [36], Bo et al. show that the results from combining multiple descriptors

are better than from using only a single type of descriptor.

Kinect has been used for pose estimation of rigid transparent objects by Lysenkov et al. in

[38]. Transparent objects are challenging for both 2D and 3D computer vision since their

appearance depends heavily on the background of the object, and current depth sensors

cannot  reliably  produce  point  clouds  from  transparent  objects.  Lysenkov  et  al.  take

advantage of the fact that Kinect produces undefined depth values for transparent objects.

Areas of unknown depth are used to segment potential locations of transparent objects,

after which silhouette-based template matching is performed to find the pose. As with

many other  algorithms involving  point  cloud registration,  the  pose is  refined  using  a

variant of ICP. The system also provides object recognition by picking the learned object

that produces the minimum value of the cost function used in the ICP step. Lysenkov et al.

also  demonstrate  that  the  system  works  well  enough  to  allow  robotic  grasping  of

transparent objects.
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3 PROBABILISTIC POSE ESTIMATION OF RIGID OBJECTS 
USING AN RGB-D SENSOR

In  this  chapter  an  approach  for  pose  estimation  based  on  applying  the  probabilistic

framework for 3D object representation by Detry et al.  [10] to data acquired using the

Kinect RGB-D sensor is presented. The chapter starts by describing the primitive choice

used  in  the  thesis,  after  which  the  pose  recognition  system  is  discussed.  The  pose

recognition system consists of three main parts: primitive extraction, model learning and

pose estimation. Figure 1 illustrates the relationships between the parts of the system.

3.1 On terminology

In  the paper by Detry et al.  [10], a  feature is an abstract  concept characterized by the

spatial relationships between the feature and its children. Traditionally, a feature is a local

perception in 2D or 3D data matching some specific criteria. Detry et al. call a local 3D

visual  perception an  observation.  In  the literature,  other  naming schemes for  local 3D

visual perceptions include shape descriptors and, as used by Pugeault et al. for the ECV

system [31], visual primitives.  In this thesis, term primitive is generally used, but to keep

in  line  with  the  terminology  used  by  Detry,  observation is  used  when  referring  to

primitives when used as input to the pose estimator.
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3.2 Half-edge primitives

There are many different types of feature descriptors in the literature. Examples of feature

descriptors for  local  image features include SIFT  [26],  multiple types of  affine region

detectors [39] and SURF [40]. The aforementioned features are highly discriminative and

suitable for point-to-point matching. In  contrast, the framework by Detry et al.  [10] is

designed to use low-level descriptors that may have hundreds to thousands of instances in a

single scene. In this work, edge based primitives are used. 

The choice of primitive affects what kind of objects the system works most reliably with.

An ideal step edge can be defined as a sudden change in the grayscale intensity of an

image, and therefore an edge detector prefers objects with clear solid areas of color over

objects  with  strong textures.  Numerous  edge detection algorithms exist  with  the  most

famous being the Canny edge detector [41].

The pose of a rigid object in three dimensions is defined over the special Euclidean group

SE� 3� � � 3� SO�3� , where  �  is  the  set  of  real  numbers  and  SO�3�  is  the  set  of

rotations in 3D space. The pose an ECV edge segment primitive as used in the work of

Detry et al. is parametrized by the location and local tangent of a 3D edge. Orientation

about the tangent is unspecified and does not have a full SO�3�  orientation, which means

that the ECV observations are defined over a subspace of SE� 3� . In pose estimation, this

leads to object pose and poses of observations being defined in different domains, which

has to be accounted for in the pose estimation process. In this thesis, primitives are defined

with a full SE� 3�  pose so they are in the same domain as the object pose.

One way to define the orientation for an edge on a planar surface is by using the edge

tangent and surface orientation. The tangent direction in 2D is orthogonal to the image

gradient at an edge point and can be projected to 3D if the local surface orientation is

known. However,  to find the local surface normal, it is necessary to find the local 3D

points around the edge, which is challenging to do reliably using stereo vision. A classical

stereo application is based on finding matching features or scanning for correspondences

along epipolar lines in a pair of stereo images  [42, pp. 139–175], which is ill-suited for

detecting points in a smooth, textureless area of an image, such as areas often found next to
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an edge.  A Kinect-style  RGB-D sensor  solves this  by projecting  a structured  infrared

pattern on the scene and imaging it using an infrared camera.

A significant issue in determining the orientation of a 3D edge is that the edge orientation

is  ambiguous when the edge tangent  is  on a surface curvature  discontinuity,  e.g.  in  a

corner. In such cases there is a different orientation on each side of the edge. One option

would be to ignore these cases but curvature discontinuities are a very common source of

edges in images and are useful for describing the shape of an object, so it is desirable to use

an approach that includes them. This can be done by dividing the two halves of each edge

point into half-edges that each have their own color and orientation. Figure  2 shows an

example illustrating the half-edge division principle for a 2D corner.

Figure  2.  Solving the ambiguity of corner orientation
by dividing the corner into two separate cases.

It would be possible to selectively perform the half-edge division only for edges that need

it by, for instance, having the angular difference of the surface normals of the opposing

half-edges exceed a threshold angle.  On the other hand, having two different  types of

strongly related primitives would give rise to new challenges further in the process. The

main issue is that due to occlusion, noise and other measurement error sources, the same

physical edge could be processed as a normal edge in one image and as two half-edges in

another. Accordingly, normal edges and half-edges would have to be matched against each

other instead of being able to consider them as completely separate cases. In this work, all

edges are divided into half-edges.

It should be noted that to gain any advantage in primitive orientation accuracy by using

half-edge  primitives,  the  imaging  system  has  to  localize  the  surface  curvature

discontinuities accurately enough. Since the Kinect sensor produces less accurate results

around depth discontinuities than on an even surface, this is a valid concern and one that is

examined in the experiments.
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3.3 Primitive extraction

This section describes the process of transforming a RGB and depth image pair into a set

of  primitives.  The  result  is  a  set  of  half-edge  primitives  that  each  have  a  location,

orientation and color.

3.3.1 Image preprocessing 

Any real world imaging system has some distortion. In tests, it has been found necessary to

reduce the distortion in the RGB images to be able to align the corresponding RGB and

depth images properly.  Also the depth images are corrected, but with the tested Kinect

unit, the effect of distortion correction on depth images is significantly smaller than on

RGB images. To reduce the effect of distortion, distortion correction is performed based on

Brown's distortion model [43]. Bilinear interpolation is used in distortion correction for the

RGB images to produce corrected RGB image I RGB . Since there is an offset between the

Kinect infrared projector and the infrared camera, the depth images have some holes where

the depth is undefined, often due to occlusion or infrared absorption of the material. It is

also desirable to preserve any depth discontinuities along object edges. For these reasons a

direct use of bilinear interpolation is not suitable for correcting the depth image. Instead,

nearest neighbor interpolation is used for correcting the depth images. Next, a bilateral

filter  [44] is  applied for  smoothing  noise  from the depth data  while  preserving depth

discontinuities at edges.  The smoothed depth image is denoted by I D .

Even after the processing the depth image has holes, typically around the borders of the

objects, which would warrant using an improved filtering approach. There are few works

on depth hole filling for RGB-D cameras, and most of the existing hole filling approaches

have been designed for stereo based systems [45]. Recently, Camplani et al. used temporal

information with a joint-bilateral filter [45], while Kim et al. [46] use a common distance

transform with a joint multilateral filter. Shen et al.  [47] approach depth denoising as a

Maximum a Posteriori  estimation problem for depth layer  labeling.  When using visual

edge features together with the depth map it would be useful to have a depth smoothing

step that considers both the depth image and RGB image together. However, implementing

such an algorithm was determined to be out of the scope of this work.
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3.3.2 Depth image reprojection

In order to utilize the RGB and depth images together effectively a mapping between them

has to be found. This can be done with the perspective camera model  [42, pp. 34–40],

[48], which can be defined as

s
uv1�� M int M ext
x
W

yW

zW

1
� , (1)

where  matrix  M ext� 
 R T�  contains  the  extrinsic  parameters describing  the

transformation from an external  reference frame to camera reference frame,  and  M int

contains  the  intrinsic  parameters describing  the transformation  from camera  to  image

reference frame. The projected point on image plane is at � su , s v ,s�  using homogeneous

coordinates,  or  simply  � u , v�  in  Euclidean  coordinates.  The  equation  can  be  further

expressed as

s
uv1�� 
 f x 0 cx

0 f y cy

0 0 1�
r 11 r 12 r 13 t 1

r 21 r 22 r 23 t 2

r 31 r 32 r 33 t 3
�
x

W

yW

zW

1
� , (2)

where f x and f y are the horizontal and vertical focal lengths of the camera in pixel units,

and � cx , cy�  is the principal point of the camera. Scalars r ij  and tij are the components of

the rotation matrix R  and translation vector T . When z� 0 , the pixel coordinates �u ,v�

can be solved using [48]


xyz�� R
xW

yW

zW �� T

s� z

�u , v�� � f x
x
z

� cx , f y
y
z

� cy�

. (3)

From equation 3 it follows that if the pixel coordinates �u ,v�  and the depth coordinate z

are  known,  like  in  the  case  of  a  depth  image  from an RGB-D sensor,  the  3D point

coordinates� x , y , z�  in the camera reference frame can be found with

� x , y ,z�� �z u� cx

f x

, z
v� cy

f y

, z� . (4)
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Equations  3 and 4 can be used to project the depth image into 3D points, transform the

points into the RGB camera reference frame and then project the points onto the RGB

image  to  find  3D  point  to  RGB  pixel  correspondences.  For  this,  the  parameters

f x, f y, cx , and cy  are required for both the RGB and the depth camera. Also the rotation

R  and translation T  of the transformation from the depth to RGB camera reference frame

are needed. The required parameters can be acquired by calibration. See [49] for discussion

on calibrating Kinect. The steps for reprojecting the depth image described in more detail

in Algorithm 1. The results from distortion correction and depth image reprojection for an

example scene can be seen in Figure 3. 
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Algorithm 1. Depth image to RGB image reprojection.

1. For each depth pixel at coordinates �uD , vD� , i  having been initialized as 0:

1.1. Project the depth image pixel into to a 3D point in metric space in depth camera frame

PD�� xD , yD , zD�  with  zD� I D� uD , vD�  being the depth information acquired  by the

Kinect device using equation 4.

1.2. Transform the points from depth camera frame to RGB camera frame.


x
RGB

yRGB

zRGB�� R
x
D

yD

zD �� T  (5)

1.3. Project the 3D points to the RGB camera to get pixel coordinates �uRGB , vRGB�  in the

RGB camera frame.

�uRGB, vRGB�� � f x
RGB xRGB

zRGB � cx
RGB , f y

RGB yRGB

zRGB � cy
RGB�  (6)

1.4. Store the 3D point as x i  in point cloud X .

1.5. Store the 2D RGB pixel to 3D point mapping M UV� X � uRGB, vRGB�� i . When there are

overlapping 3D points at the same pixel location, use the index of the nearest 3D point, i.e.

the one with the smallest zRGB  value. Also, store 2D pixel coordinates for each point as

M X � UV � i ��� uRGB, vRGB� .

1.6. Increment i by 1.



When image-level data such as color is needed for a 3D point, the mapping from points to

image pixels M X � UV can be used. When 3D point information is needed for a RGB image

pixel, the inverse mapping  M UV� X  can be used. Note that multiple 3D points may be

mapped to the same RGB pixel. This is because the depth camera has the same resolution

as the RGB camera but a narrower field of view. From now on the RGB camera reference

frame is referred to as the Kinect reference frame. Figure 4 shows a rendered point cloud

from a scene captured with Kinect.

3.3.3 Edge detection

Edges are extracted from the RGB image using the Canny edge detection algorithm [41],

which produces the edge image  I E  where the pixels are labeled as belonging to or not

belonging to an edge. As a part of the edge detection process, the Canny edge detection

algorithm also produces matrices of gradient magnitude I M  and gradient direction I �  for
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the image. The gradient magnitude is used as edge intensity and gradient direction as 2D

normal of the edges. After edge detection the 2D edge pixels are converted into 3D points

by using the mapping information acquired from the depth data. Edge pixels whose 3D

location is undefined are discarded.

3.3.4 Spatial sampling

The size of an object in an image varies depending on the distance between the camera and

the object, and as a result, the number of detected points for an edge of a given length

varies. To reduce this effect the edge primitives need to be sampled. The ECV system uses

a hexagonal grid for sampling image level 2D primitives which are later used in stereo

matching to produce 3D primitives [31].  In the case of RGB-D data, the 3D location of the

edge points is already known and it is preferable to perform the sampling in 3D space

instead of the 2D image plane. This is performed by dividing the 3D space uniformly into

cubic cells. For each cell, the edge point with the highest corresponding edge intensity is

chosen and the rest are discarded. The cell size needs to be determined manually, and in

this thesis, 5 mm was used.
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3.3.5 Primitive 3D orientation

A full  SO�3�  orientation can be described with a rotation matrix. For this, three vectors

that form an orthonormal basis are needed, with the additional rule that the determinant of

the matrix has to be 1, i.e. reflections are not considered. In this work, the orientation of a

half-edge primitive is defined with the following vectors: the local surface normal vector

n ,  the local edge tangent vector t  and finally, a vector s  that points towards the side of

the half-edge and is orthogonal to  n  and  t .  In this work vector  s  is called the side

vector.  The two side vectors of the two half-edge primitives of an edge point point in

opposite directions. From this follows that the tangent vectors of the half-edges also have

to be opposite to avoid creating an improper rotation. The orientations of the half-edge

primitives for a single edge point are illustrated in Figure 5. 

To find the orientation of the two half-edges for an edge point with 3D location  x  and

pixel coordinates �u , v� ,  a set of points that are used for defining the orientation must be

determined. First, the  neighborhood N  of  x ,  which is the set of points within search

radius r N  of x , has to be determined. For this work, a neighborhood radius of 1 cm was

used. The neighborhood is defined as

N�� x j � x j � X � �x j � x�� r N � . (7)

In this work, a k-d tree  [50] structure was used for the search. After the neighborhood

search, two half-neighborhoods N+  and N -  are created, one for each side of the edge as
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Figure 5. The orientations of two half-edge primitives for edge point x  on a plane.
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determined  by  the  image  coordinates.  Using  image  gradient  orientation  at  edge  point

�� I � � u ,v�  and 3D point to 2D mapping M X � UV , determine  

nUV �� cos� ,sin��

N+ = �x j�x j � N � �� u j , v j ��� u ,v��� nUV � 0 �
N - = �x j�x j � N � �� u j , v j ��� u ,v��� nUV � 0 �

, (8)

where �u j , v j �  are the 2D coordinates of neighborhood point x j . The edge point itself x

is included in both subsets.

Now, the normal vectors for the two point sets N+  and N -  need to be found. There are

multiple methods for finding the normal vector  n  of a set of  k points Q.  The classical

method, called PlaneSVD in [51], is by fitting a plane S� nx x� ny y� nz z� d  to the points

and then minimizing the fitting error by solving

min
b

� 
Q 1k� b� 2 , (9)

which can be done by performing a singular value decomposition (SVD) on the 
Q 1k �

matrix, where  1k  is a  k� 1  vector of ones and  b�
 nT ,d �T . From the decomposition

U� VT �
 Q 1k �  the  minimizer  �b  can  be  found  as  the  right  singular  vector in  V

corresponding to the smallest singular value in  � . It should be noted that the sign of a

normal produced this way is ambiguous. However, since the point set is constructed from a

single view using the depth camera, the normals should be oriented toward it. In other

words, normals should be inverted if they do not satisfy the equation

n�� T � x�� 0 , (10)

where T  is the location of the depth camera in the RGB camera reference frame.

In benchmarks performed in [51] the PlaneSVD method produced either the best or very

close to the best results when compared to other methods of normal estimation, so it is

used for estimating the normals in this work. Also, since the right singular vectors of a

matrix  A  are  are  the  eigenvectors of  AT A  [52],  the  eigendecomposition of


Q 1k �
T 
Q 1k �  can used to for solving b . To find b  the eigenvector corresponding to

the  smallest  eigenvalue  has  to  chosen.  In  tests  done  for  this  thesis,  using

eigendecomposition  produced  equivalent  results  to  the  SVD  but  was  always  faster,

especially with larger point sets. 
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After  finding  the  local  surface  normal  n ,  the  edge  tangent  in  3D can  be found  by

projecting  the 2D edge  tangent  vector  onto  the surface  normal  plane as illustrated  in

Figure 6. The edge tangent direction  �  in 2D is perpendicular to the gradient direction,

� ��� �� 2  or  � ���� � 2  for  the  opposing  half-edge.  Applying  equation  6,  the

projection of a 2D point with pixel coordinates �u ,v�  from the RGB camera at � 0,0,0�  is

situated on a line defined by

p� z�� zr , r ��
u� cx

RGB

f x
RGB ,

v� cy
RGB

f y
RGB ,1� . (11)

In accordance with  [53], a line in the form of  p� z�� zr  intersects a plane with normal

vector n  and having a point x  on the plane at

z�
xi� n
r� n

. (12)

From equations 11 and 12 follows

z� x� n

�
u� cx

RGB

f x
RGB ,

v� cy
RGB

f y
RGB ,1�� n

,
(13)

after which the z  value can be inserted into the line equation in 11 to find the intersection

point.  Equation  13 is  applied  to  the  edge  point  at  � u , v�  and  its  tangent

�u� cos� , v� sin� �  to produce projected points p1 and p2 . The tangent vector t  is then

the difference of the projected points,

t � p2� p1 . (14)

After the the normal vector n  and tangent vector t  have been determined, the side vector

s  can be created by taking a cross product of n  and t . The resulting vector is orthogonal

to both n  and t  and its direction is determined by the right-hand rule.

Finally, the vectors are normalized to produce vectors  �n ,  �s  and  �t  which can then be

arranged into the proper rotation matrix R  that represents the orientation of the half-edge

primitive. 

R� 
 �t 1 �s1 �n1

�t 2 �s2 �n2

�t 3 �s3 �n3
�  (15)
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The steps  for  determining  the  3D orientation  and color  for  a  half-edge  primitive  are

summarized in Algorithm 2. 

Figure  6. Projection  of  the  tangent  orientation  from the 2D
image to the half-edge normal plane in 3D.
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Algorithm 2. Edge 3D orientation.

For each edge point at x  with RGB image coordinates �u , v� :

1. Retrieve all points x j within range r to retrieve the neighborhood N .

2. Using equations in 8, create two half-neighborhoods N+  and N - .

3. For each point set Q  in � X N+ , X N-� :

3.1. Perform eigendecomposition on 
Q 1k �
T 
Q 1k�   and choose the eigenvector

corresponding  to  the  smallest  eigenvalue to  find  b�
 nT ,d �T ,  and  extract  the

normal vector n .

3.2 If  n  is  not  pointing towards the depth camera (equation 10),  invert  it  by

setting n ,� � n .

3.3. Apply equation 13 to points � u , v�  and � u� cos� , v� sin� � to produce points

p1 and p2 . Subtract p1 from p2  to produce the tangent vector t .

3.4. Use cross product on n  and t  to produce the side vector s� n� t .

3.5. Produce normalized vectors �n , �s  and �t .

3.6. Arrange the normalized vectors into rotation matrix R� 
 �t �s �n � .

� 0,0,0�

�u� cos� , v� cos� �

p1

p2

� u , v�

n
t



3.3.6 Rotation matrix to rotation quaternion

The orientation kernel in the framework by Detry et al. [10] is defined using quaternions,

which  is  why  the  rotation  matrices  should  be  converted  to  quaternion  representation.

Quaternions  are  an  extension  of  complex  numbers  with  a  real  component  and  three

imaginary components. A quaternion of magnitude 1, also known as a unit quaternion, can

be used for representing a rotation. For a rotation by angle �  about an axis defined by a

unit vector �� ��� x , � y , � z� , the corresponding unit quaternion is

q� sin �
2

� i � x , j � y , k � z�� cos�
2

, (16)

where sin �
2

� i � x , j � y , k � z�  is the imaginary part and cos�
2

 is the real part. For further

information on properties of quaternions in rotations, see  [54]. For  converting rotation

matrices into quaternion representation a method such as the one presented in [55] can be

used.

3.3.7 Color information

The color of a half-edge is the local color on the side of the half-edge. The color can be

calculated as the mean color of the half-neighborhood of the half-edge, 

c=� �r , �g ,�b�  , (17)

where �r , �g  and �b  are the mean values of red, green and blue color components of the

corresponding point set.

For matching colors, it is desirable to have a perceptually uniform color space such as CIE

Lab. In the Lab color space, the Euclidean distance between two colors correlates strongly

with the human perception  [56]. Another advantage of the Lab color space is that the

lightness value is encoded in the L  component, which reduces the effects of illumination

on the  other  components  which  encode  color.  For  these  reasons  the  RGB colors  are

converted to the Lab color space. After this, the primitive vector is  � x ,q ,cLab� , where

x�� x , y , z�  is  the position,  q�� qx , qy , qz ,qw�  contains the real  components and the

imaginary  component  of  the  orientation  quaternion  and  cLab�� L ,a ,b�  is  the  color

information. Figure 7 shows an RGB image, the corresponding edge image and the result

of primitive extraction from the object in the scene.
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3.4 Model learning

In model learning, primitives are accumulated from a set views of a single object to create

a model for a full 3D object. Next, the primitives are clustered into a number of classes and

used to build a feature hierarchy for use in pose estimation. 

3.4.1 Primitive accumulation from multiple views

Only part of an object is visible in a single view. Therefore, to gather primitives for a

complete object, multiple views are needed. Assuming that the pose of the object to be
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(a)    (b)

                 

(c) (d)

Figure 7. Primitive extraction: a) Captured scene with a box of salt. b) Image after canny
edge detection. c) Half-edge primitives extracted from the salt box in the scene. d) Detail

from (c) shows the side vectors of primitives on an edge between two faces of the box. 



learned is known in each view, the naive way to do this is to transform the primitives in

each view to the reference frame of the object and concatenate all of them into one set of

primitives. The transformation to object reference frame can be performed by applying the

inverse  transformation  of  the  object  pose  to  the  primitives.  The  main  drawback  of

accumulating all primitives into a single set is that it also preserves erroneous primitives

from each view. For example, the silhouette of an object often is perceived as an edge in

the image and produces primitives that may not correspond to any physical feature of the

object. For a spherical object the silhouette looks like a circle from any direction, which is

counterproductive for determining its orientation.

Advanced methods for accumulating 3D primitives from multiple views, such as the one

proposed by Pugeault et al.  [57], typically involve some variation of Kalman filter. The

advantage of Kalman filter based methods is that the Kalman filter allows updating the

estimate of a primitive state along with information the uncertainty of the state estimate.

One of the main shortcomings of using a Kalman filter based method is that estimates of

the noise covariances in the system are needed in the implementation. For this reason a

simpler approach is used in this work.

In the approach applied in this thesis, correspondences from multiple views are used to

determine which primitives to keep and which to discard. Assuming that a primitive should

be detected in multiple successive views, i.e. the angle between successive views is small

enough, primitives that have not received enough matches in  ta  views can be removed.

Algorithm 3 shows a method for removing primitives that have less than tm  occurrences in

t a  views. The algorithm uses five threshold values: the minimum number of matches a

feature must have tm , the number of views processed before a primitive without enough

matches expires t v , while r a , t �  and t c  are the metric distance limit, angular difference

limit and color distance limit for a match. The algorithm assumes a looping sequence of

views (e.g. a 360 degree turn) and repeats the first t v  views to allow primitives from the

last views to be matched with primitives from the first views.

The accumulation algorithm does place some restrictions on the image sequences. The

view angle differences should be small enough to have each primitive in multiple views,

but large enough the prevent view-related erroneous primitives (such as the ones caused by
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the object silhouette) being accumulated. The pose of the object in each view needs to be

known.  Also,  to  prevent  outlier  primitives  from other  objects,  the  object  needs  to  be

segmented from the surroundings, which was done manually in the experiments for this

thesis. Comparison of results produced by the naive approach without primitive matching

and those by Algorithm 3 can be seen in Figure 8.
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Algorithm 3. Primitive accumulation from multiple views.

1. Initialize list of accumulated primitives A , match counter mi , view number counter vi

as empty lists, and list of views V � �V1, V 2, ... ,V n�  .

2. Set first t v  elements of V elements as list R .

2. For each view in sequence  �V , R� :

2.1. For each primitive p�� x ,q ,cLab�  in the view:

2.1.1.  Perform  inverse  transformation  on  the  position  and  orientation  to
produce transformed primitive p ,�� x , ,q , ,cLab�

2.1.2.  Find all  primitives  p i
,  in  A  within  radius  r a  having orientation

difference of less than a angle t �  and color distance of less than t c .

2.1.3. Increment match counter mi  for the matching primitives.

2.2. Increment view counter vi  for each primitive in A  and remove the primitives
that have vi � t v  but have less than tm  matches in mi , i.e. mi  tm .

2.3. If the current view is from V , add each primitive p ,  to A  as p i
,  with zero

matches in mi  and zero views in view counter vi .



3.4.2 Building a feature hierarchy

The  feature  hierarchy  has  two  types  of  features:  primitive  features and  metafeatures.

Primitive features are linked to the half-edge primitives used as  observations. Primitive

features are grouped together into metafeatures, and the top level metafeature represents

the pose of the object. For the rigid objects used in this work, using multiple levels of

metafeatures was slower and provided worse results in preliminary tests, so a two-level

hierarchy  was  used  in  the  experiments.  A  two-level  hierarchy  has  one  metafeature

connected to multiple primitive features.

To learn the feature hierarchy of an object, the primitives are first divided into k  classes.

For the experiments in this thesis, the classes were created using k-means clustering [58]

with  the  primitive  colors.  The  optimal  choice  of  k  for  an  object  depends  on  the

appearance of the object and was chosen by hand for each object in this thesis. Using only

a  and  b  of the  � L ,a ,b�  color components for the k-means clustering and primitive

classification  provided  more  reliable  and  more  stable  results  than  using  all  three

components.  Therefore,  the  lightness  value  L  of  the  primitives  was  ignored  in  the

experiments. Figure 9 shows an example of an object with primitives divided into multiple

classes.

The spatial  relationship of  feature  i  and its  child  j  is  encoded as the  compatibility

potential  
 ij . For an explanation on how the compatibility potentials are calculated, see

the paper [10] by Detry et al.

32

Figure 9. Primitives of an object divided into four classes.



3.5 Pose estimation

The pose  estimation  algorithm detects  the  pose  of  a learned  model  in  a  scene  using

Nonparametric Belief  Propagation (NBP).  Half-edge features from the pose estimation

scene are used as input observations for the pose detector. Each observation in the scene is

classified  to  the  nearest  class  according  to  the  Euclidean color  distances  to  the  class

centers. Each class corresponds to a primitive feature. In this approach, performing direct

point-to-point matches is avoided by considering groups of similar points instead.

Each  pose  estimation  scene  contains  a  significant  amount  of  observations  outside the

object being detected. For filtering the outlier observations, two methods are used. First,

observations that are outside a threshold range for the color distance to the corresponding

class center are discarded.  In the second filtering step, observations that are distant enough

from observations in other classes to be unlikely to belong to the object are removed. In the

current implementation, an outlier observation is defined as an observation having nearby

observations from less than half of the total number of classes inside a radius determined

by the learned object diameter. The second step is performed in ascending order for each

class according to the number of observation each class contains. The performed filtering

typically reduced the amount of observations in a one-object scene from around 4000 to

around 1500.

The probability densities in the system are expressed using kernel density estimation as

K � x ; � , 	 �� N� ! ; � t , 	 t �� � � � ; � r , 	 r � , (18)

where N���  is a trivariate isotropic Gaussian kernel and � ���  is an orientation kernel on

SO�3� ,  defined  using  the  Dimroth-Watson  distribution  [10].  Symbols

�� t , 	 t �  and � � r ,	 r �  denote the position kernel  and orientation kernel  mean point  and

bandwidth.

The pose estimation is performed using NBP with two-level importance sampling (IS) as

described in the paper by Detry et.  [10]. The main implementation difference is that the

paper  used ECV observations which are defined on a subspace of the full  pose space

SE� 3� , while the half-edge primitives used in this work have a full  SE� 3�  pose. In the

paper,  analytic messages are used to account for the different domains of observations.

However,  analytic  messages also serve another  purpose: They allow using observation
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potentials of primitive features directly in weighting importance samples, so the number of

samples in a message can be kept smaller  than the number of  samples in observation

potentials without introducing inaccuracies to the weighting. 

The pose estimator returns the largest mode of the top feature as the pose of the object.

Figure 10 shows an example of a correctly estimated pose.
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Figure 10. A successfully estimated pose.



4 EXPERIMENTS

The presented approach to primitive extraction, model learning and pose estimation was

evaluated on a data set gathered using a robotic arm for rotating objects. The pose of the

robot end-effector was used as the ground truth pose. The implementation was done using

MATLAB with some of the functions written in C and C++. 

In addition to the data captured using the robotic arm, available public RGB-D datasets

were  considered.  The  large-scale  RGB-D object  dataset  published  by  Lai  et  al.  [59]

consists  of  multiple  views  of  300  objects  organized into  51  categories  imaged  on  a

turntable using a Kinect-style RGB-D camera. The main problem with the dataset was that

since the ground truth pose is given as a turntable angle with no information on the object

location or the axis of rotation, so the full 6 degree-of-freedom ground truth pose would

have  had  to  be  estimated  from  the  scene.  The  recent CERTH/ITI  Kinect  dataset  by

Doumanoglou et al. [60], also imaged on a turntable, does contain the position and rotation

axis of the turntable, but was not available when using public datasets was considered.

Other studied datasets, like  [61] and the datasets related to  [62] and [63] contain indoor

scenes with multiple objects and no ground truth poses for the objects so they were also

deemed unsuitable.

4.1 Experimental setup

The  experimental  setup  consisted  of  a  Kinect  device on  a  tripod,  a  table-mounted

Mitsubishi  Melfa  RV-3SB robotic  arm  with  a  Robotiq  3-finger  gripper  and  a  set  of

household objects.

Five  objects  were used for  learning.  The objects  were  chosen to  be graspable  with  a

downwards  grasp to enable using the robotic arm for moving them. The objects were

named as follows: saltbox (a yellow box of salt), saltcyl_yellow (a yellow cylindrical salt

container),  saltcyl_white (a white-blue cylindrical  salt  container),  shampoo  (a bottle of

shampoo),  spray (a spray bottle). Of these objects,  saltbox and saltcyl_yellow have very

similar graphics on the label, but differ by shape. The objects are presented in Figure 11.

Three image sequences featuring the objects were captured, each with a different purpose.
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4.1.1 Table rotation sequence

The table rotation sequence contains a single object rotated around the vertical axis. The

sequence was used for accumulating primitives from multiple views and for evaluating

pose estimation accuracy and reliability in a simple scene with no distractions from nearby

objects. The robot gripper pose was used as the ground truth pose.

For each object, a sequence of 16 images was captured with a full rotation around the

vertical axis on a table. For each image in a sequence, the object was grabbed from the

table with the robot arm using a downward grasp, lifted, rotated a fixed amount, lowered

on the table and released. After this the arm was lifted up to prevent it from occluding the

object  in the images.  The grasping poses were chosen to minimize slipping and other

undesirable movements during the capture. Figure 12 shows cropped images of the table

sequence for the box of salt.

4.1.2 Lifted rotation sequence

The lifted rotation sequence contains a single object held in a tilted grasp by the robot arm.

The object is also rotated around the vertical axis. The aim of this sequence was to evaluate

pose estimation accuracy from a novel view of not present in the learning set of the object.
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Figure 11. The objects used for learning in the experiments.



Due to practical reasons, the robot gripper partially occludes the lifted object in some of

the images in the sequence. Again, the robot gripper pose was used as the ground truth

pose. The object was grasped, lifted and held in the robot hand. Like in the table rotation

sequence, 16 images were taken with a full rotation around the vertical axis. The spray

bottle was left out of the lifted sequence since the grasp proved too unstable to maintain the

pose reliably. Cropped images of the box of salt in the lifted sequence are presented in

Figure 13.

4.1.3 Cluttered sequence

Finally,  a sequence of images with multiple objects in the same scene on a table was

captured. The purpose of the images was to test the effect of clutter and occlusion on pose

estimation. For this image set, no ground truth pose was available so only visual inspection

of the results was performed. To reduce the effect of object pose on the results, the objects

were oriented so that what was considered the most distinctive part was facing the camera.

Due to the visual similarity of  saltbox and  saltcyl_yellow, two images were taken with

saltcyl_yellow out of the view to test  the effect  of adding or removing similar colored

objects. Cropped images from the cluttered sequence are shown in Figure 14.
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Figure 12.  Cropped images and image numbering for the saltbox object in
the table sequence.



4.2 Transformation from Kinect to robot reference frame

In the experiments, the pose of an object was defined as the pose of the robot gripper

holding the object. In cases where the object is released onto the table, the pose of the

gripper  at  the moment of  release was used. Consequently,  a mapping from the Kinect

reference frame to the robot reference frame is needed. This can be done by finding a rigid

body motion (RBM) that transforms a 3D point in the Kinect reference frame into a point

in the robot reference frame.
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Figure 13. Cropped images and image numbering for the saltbox object in the
lifted sequence.

Figure 14. Cropped images and image numbering for the cluttered sequence.



A set of four small holes in the table with measured coordinates robot reference frame was

used for finding the RBM. The holes were small enough not to be visible in the depth map.

The positions of the points in an RGB image were input manually, after which the mean

location of the 3D points within a 5 mm radius of the input RGB pixel were used as the

point coordinates in Kinect  frame. The purpose of taking the mean of the surrounding

points was to average the noise in the direction of the table surface normal. Figure  15

shows an example image with the used point configuration. 

After finding coordinates of the four points in both robot and Kinect reference frame, the

corresponding RBM was be found using SVD [64], after which the RBM could be used to

transform the primitives into robot reference frame. Since the used algorithm produces the

estimated rotation in matrix form, it was most convenient to apply the transformation to the

primitives before converting the orientations from matrix to quaternion representation.

4.3 Primitive accumulation

Primitives were accumulated using Algorithm  3 described in Section  3.4.1 to generate

primitive  models  for  learning.  Only  images  from  the table  sequence  were  used  for

accumulation.  The  objects  were  segmented  for  learning  by  manually  inputting  a  3D

bounding box to the volume the object  would be found in.  All  primitives outside the

bounding box were removed for the accumulation step. Accumulated primitives from the

five test objects are shown in Figure 16.
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Figure 15. The points used for RBM estimation.
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4.4 Tests

For  tests,  a  feature  hierarchy  was  learned  for  each accumulated  object.  Then  pose

estimation  was  performed  on  each  view  of  an  object  in  the  table  and  lifted  rotation

sequences. Since the probabilistic pose detector produces a different result each time, the

pose estimation was repeated 10 times for each view, resulting in 160 pose estimates for a

sequence of 16 views. For each pose estimation result, location and orientation errors were

computed using the ground truth pose as a reference. Poses were estimated from the full,

unsegmented primitives for each view.

The cluttered sequence was tested in a way similar to the rotation sequences and pose

estimation was performed 10 times for  each object  in  each scene.  However,  since no

ground truth pose was available, the results had to be evaluated visually from images.

4.5 Rotation sequence results

The results for each of the two rotation sequences are summarized in Table 1. The mean

error values were calculated only for successful estimates. The results from failed pose

estimates tended to differ significantly from the correct pose, sometimes by over half a

meter, and including them into the mean error calculation would have skewed the mean

values significantly. A successful estimate was defined as being on the correct object with

roughly correct orientation, the threshold values used here were a location error of less than

3 cm and an orientation error of less than 30 degrees. For a graphical representation of per-

image results, see Appendix 1.

40



Table 1. Summary of results for the rotation sequences. The error values are mean values
over successful estimations, with location error in cm and orientation error in degrees. 

Table sequence 1-16 Lifted sequence 17-32

Succ. rate Loc. err. Ori. err Succ. rate Loc. err. Ori. err.

saltbox 134/160 0.7 7.3 97/160 1.2 9.0

saltcyl_yellow 104/160 0.5 10.8 84/160 0.9 10.7

saltcyl_white 105/160 0.7 10.1 79/160 1.2 14.2

shampoo 75/160 1.3 10.5 17/160 1.4 12.8

spray 97/160 1.3 9.4 N/A N/A N/A

The bottle of shampoo was clearly the most challenging object for the pose estimator. This

is due to its uniform color, smooth surface and lack of significant visual detail. Often the

pose estimator failed to correctly locate the bottle, placing it in the surroundings, such as

the  base  of  the  robot.  The  orientation  of  the  bottle  was  estimated  to  any  degree  of

reliability only when the front label was facing the camera. In the lifted sequence, the pose

estimation for the shampoo bottle failed almost unconditionally.

In the spray image set, it was noticed that due to not being able to rise high enough at the

used  position,  the robot  gripper  had occluded the top  of  the  spray  bottle  slightly  but

noticeably  in  some of  the  images  in  the sequence.  Nevertheless,  this  failed to  have a

significant  impact  on the pose estimation results.  Another  observation was that  in  the

image where the spray nozzle was pointing at the infrared projector, the top part of the

spray bottle was completely absent from the depth data. In general, the pose of spray bottle

was estimated correctly from side views, but pose estimation from front and rear views

failed. No lifted sequence was captured from the spray object due to practical reasons.

The white-blue cylindrical salt container in  the  saltcyl_white set showed a failure mode

typical for the pose estimator. When the front label was not visible, a primitive feature was

left  without any observations.  Ignoring observationless primitive features in the feature

hierarchy made it possible to get some results in such cases, but this often resulted in a

failure. See Figure 17 for examples of well-recognized poses and poses that tended to fail.
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Poses  estimation  was  the  most  reliable  for  objects  saltbox,  saltcyl_yellow and

saltcyl_white.  One of the reasons for this is that  the objects had multiple clear,  easily

distinguished areas of color. Also,  saltbox and saltcyl_yellow had a red stripe around the

top, and  saltcyl_white had a dark blue cap, which helped in locating and orienting the

objects.. For saltbox and saltcyl_yellow, location accuracy dropped significantly only when

the red stripe was obscured by the robot gripper in the lifted sequence.

With the used success criteria, orientation estimation failed significantly more often than

location estimation. Part of this was due to the rotational symmetry of most of the objects.

The pose estimator often finds the pose of an object up to an ambiguity around the axis of

symmetry. Since the object pose is defined as the pose of the gripper, it tends to be roughly

on the vertical axis of symmetry, which makes the location relatively stable under rotation

around the axis. From the tested objects, only the spray bottle lacked rotational symmetry,

and failure to find the proper orientation for the bottle typically led to a failure in finding

the location. Figure  18 shows how the location and orientation errors are distributed for

objects saltbox and saltcyl_yellow. Due to the box shape of the object, orientation errors

for saltbox are distributed distinctively around 90 degree steps. In contrast, the orientation

errors for the cylindrical saltcyl_yellow are distributed much more evenly. 
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(a) (b) (c) (d)

Figure 17. Cropped images from saltbox sequences. Poses from images (a) and (b) were
estimated successfully most of the time, while estimation from (c) and (d) failed each time.



4.6 Cluttered scene results

Pose estimation was performed 10 times for each learned object in each of the 5 images in

the sequence of cluttered images. The criteria for a successful pose estimate were the same

as for the rotation sequences, but estimated visually. The results are shown in Table 2.

Table 2. Number of pose estimation successes for the cluttered sequence, out of 10
attempts. Object saltcyl_white was not present in images 2 and 5 and is marked as N/A.

Object Image 1 Image 2 Image 3 Image 4 Image 5 Mean

saltbox 9 10 10 10 9 9.6

saltcyl_yellow 7 N/A 6 0 N/A 4.3

saltcyl_white 8 8 8 6 7 7.4

shampoo 4 7 3 3 2 3.8

spray 6 10 5 5 2 5.6

43

      (b)

Figure  18.  Orientation and position errors relative to the reference pose, combined from
both rotation sequences for (a) saltbox and (b) saltcyl_yellow. Each dot represents a pose

estimation attempt. Position errors larger then 20 cm are shown as triangles.



The best performing objects were saltbox and saltcyl_white. Both were correctly identified

each time and in case of failures, only the orientation was wrong. Object  saltcyl_yellow

performed otherwise similarly to the white salt container, but it was sometimes misplaced

on the box of salt, especially in image 4 where a significant part of the object is occluded.

Pose estimation on the spray object performed well otherwise but it had to be a tendency to

get  confused  by  either  saltbox  or  saltcyl_yellow.  Figure  19 shows  a  successful  pose

estimate for the object.  Figure  20 shows a typical pose estimation failure for the spray

bottle in cluttered image 5. The spray bottle has a red neck, which has been aligned to the

red stripe on the box of salt. The label of the spray bottle has blue and green colors that

have been aligned with the blue mountain and the green field on the label of the box of

salt. Like in the previous tests, the shampoo object performed poorly. On more than half of

the attempts, the pose estimator failed to find the correct object.

The tests show that the pose estimator can cope with some amount of clutter and occlusion,

provided  that  no  primitive  feature  is  completely  occluded.  The  sensitivity  to  missing

features significantly restricts the situations the system can be applied in. Also, having

objects of similar color nearby increases the risk of pose estimation failures. The results

cannot be directly compared to those by Detry et al. [10] since the in addition to using a

different type of observation, the used objects and views are rather different. 

(a) (b)

Figure 19. Example of a successfully estimated pose in image 1 of the cluttered
sequence.  (a)  The original  image.  (b)  The pose of  the spray bottle  has been
estimated from the input primitives.
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4.7 Edge accuracy

Edge images and half-edge primitives produced from the table sequence for the  saltbox

object  were  examined  visually  to  determine  whether  the  half-edge  primitives can  be

detected accurately at depth discontinuities. The RGB and depth images were determined

to be aligned closely, but the edge images were noisy around depth discontinuities such as

the object silhouette. See Figure  21 for an example of detected RGB edges on a depth

image. Attempts were made to remove false half-edges on the depth discontinuity side of

an edge by discarding half-edges that did not meet a threshold value of required points in

the neighborhood. With a neighborhood search radius of 1 cm, a threshold value of 30

points was enough to remove most false half-edges, but since the point density decreases

when the distance to the camera increases, an optimal threshold value would depend on the

distance. Another related issue is missing edges due to holes in the depth map. A better

depth filtering approach could help reduce both false and missing half-edges.
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Next, extracted half-edge primitives around the corners of the box of salt were visually

inspected  to  find  how  well  the  surface  curvature  discontinuities  were  preserved.  In

practice,  the  angles  between  the  normals  of  corresponding  half-edge  primitives  were

noticeably  less than the actual  surface  angles.  See Figure  22 for  an  example  of  this.

Primitive extraction was also repeated without using bilateral filtering to make sure it was

not  causing  any  unwanted  smoothing  in  the  corners.  To  determine  the  cause  of  the

smoothed  corners,  cross  sections  from  a  point  cloud from  the  box  were  examined.

Inspected visually, a corner in a cross section typically had a radius of curvature of around

4 to 8 mm, which is enough to cause significant smoothing in the resulting primitives.

Figure  23 shows a point cloud produced from the red stripe around the box of salt and

illustrates a rounded corner.

Figure  22. Half-edge  primitives  on  intersections  of  multiple  faces  of  a  box,
normals shown. The actual angles between the faces are around 90 degrees.
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Figure 23. A rounded corner. Top view of a point cloud from the red stripe around
the box of salt, with a circle of 5 mm radius for reference.



There is  some research  on normal  estimation methods on sharp features such as  [65],

where Boulch and Marlet suggest using a  Randomized Hough Transform (RHT)  [66] to

produce corner-preserving normal estimates for point clouds produced by laser scans. Any

adaptation of such methods should take into account the specific characteristics of Kinect

point clouds, which may be challenging due to the significant amount of smoothing present

in the curvature discontinuities. 

4.8 Computation time and memory usage

The computation times of main tasks of the pose estimation system were measured and

averaged  over  several  runs.  The  results  measured  using  3  GHz  6-core  AMD 1075T

processor are shown in Table  3. The run times are correlated to the complexity of each

scene. All aspects of the system would benefit from optimization and parallelization but

the slowest single task is clearly pose estimation. Under the assumptions by Detry et al.

[10], the computational cost of product of d analytic messages is O� dn2 logn� , where n

is the number of particles supporting a density,  if density evaluation is done using k-d

trees. Currently inference is done by iterating through all the samples in the density, which

makes it  O� dn3�  under the same assumptions. Another good candidate for optimization

would be more effective pruning of observations that are not relevant to the object being

detected.  Irrelevant  observations create  noise which has to  be countered by increasing

sample sizes.

In addition to computation time, memory usage was measured. Peak memory usage as

reported  by  the  MATLAB  Profiler  was  under  20  MB  for primitive  extraction,

accumulation and learning. Peak memory usage for pose detection in a cluttered scene was

reported to be approximately 40 MB. However, the reported numbers do not include the

memory  used  by  the  MATLAB  environment  itself.  When  running  in  a  minimal

environment  without  a  graphical  user  interface,  peak  resident  memory  usage  of  the

MATLAB environment while running  pose estimation was approximately 250 MB as

reported by the top utility on Linux.
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Table 3. Computation times in seconds for different objects.

Object Primitive
extraction for

1 image

Accumulation
of 16 images

Hierarchy
building

Pose
estimation

saltbox 3.36 1.38 0.29 23.64

saltcyl_yellow 3.40 1.38 0.24 20.73

saltcyl_white 3.30 0.73 0.14 14.75

shampoo 3.23 0.72 0.25 20.31

spray 3.56 1.36 0.27 21.19
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5 DISCUSSION

Kinect was able to create depth data all parts of the test objects, except in some specific

cases  where  parts  of  an  object  were  not  detected  due  to  a  difficult  shape  and  pose

combination.  With  the  tested  objects,  these  cases  were  rare.  Thus,  Kinect  can  be

recommended as part of a pose estimation pipeline for medium-sized household objects.

However,  the  half-edge  primitives  were  not  always  detected  reliably.  The  half-edge

primitives were extracted reliably in areas with significant visual detail and low surface

curvature. Around surface discontinuities the primitive extraction was less reliable due to

corner smoothing by Kinect and could use improvement.

The system showed some tolerance to clutter and occlusion, but it was highly dependent on

the object being detected and the surrounding objects. The main weakness of the used

framework was that it requires observations from each primitive feature to be present in

pose estimation. It  is not uncommon for an object to have colors that are unobservable

from some view directions. As an example, a cube with a different color on each face does

not have any orientation in which all the colors can be seen at the same time. Such shapes

can  be expected  to  perform badly  in  the  implemented pose estimation system.  In  the

experiments, primitive features that did not have any observations in feature detection were

treated as if they did not exist in the feature hierarchy. Still, the results in such cases were

generally poor. In addition, in a real life scene it is common for a primitive feature to have

outlier observations from other objects. A situation where a primitive feature has only

outlier observations is unlikely to produce a good result.

One of the disadvantages the used probabilistic system is that it produces different results

each time for the same input. In the case of pose estimation of challenging scenes, the

probabilistic variation can be the difference between a good result and a complete failure.

One way to alleviate the issue would be to repeat the pose estimation process multiple

times and perform a probabilistic vote on the results. However, this is not practical with the

already computationally intensive implementation. Another, straightforward option is to

simply  increase  the  sample  sizes,  which  also  increases  the  memory  usage  and

computational cost of the system. A better option is to filter samples that are not expected

to contribute to the final result, which both reduces the amount of computation needed and

removes noise.
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5.1 Future work

The most significant issue of the framework is the sensitivity to object shape, appearance

and pose. This is very noticeable when some primitive features are missing from the view

of the object being detected, and especially in cases where some other object in the scene

has instances of  the missing primitive feature.  Any future improvement  of  system the

should address the issue in some way.

Other notable issues include the computation being slow for practical use, and the lack of

repeatability of results due to random sampling. For applications where the ability of NBP

to  compute  complete  posterior  densities  is  not  needed,  using  Data-Driven  Mean-Shift

Belief  Propagation (DDMBSP) by  Park  et  al.  [67] should  be investigated.  DDMBSP

applies  scale  space  theory  to  Mean-Shift  Belief  Propagation  (MSBP)  [68] to  reduce

sensitivity to local maxima. In tests by Park, DDMBSP has shown to be more accurate,

significantly faster,  and also less sensitive to local maxima than NBP  [69] so it  could

provide both faster and more repeatable results than the current approach.

To  improve  the  accuracy  of  the  primitive  extraction around  the  depth  and  curvature

discontinuities of  object  surfaces,  improved approaches to depth image processing and

normal estimation should be studied.

The current method of filtering outlier primitives at the classification step based on a fixed

color  distance  threshold  is  overly  simplistic.  A  more probabilistically  sound approach

would be to perform statistical analysis on the k-means clustered learning data. In addition

to color information, point-to-feature distances could be considered. The statistics could

then be used in the pose estimation to determine the probability that a primitive belongs to

a primitive feature. Then the probability could be used to discard outliers.

At the moment, the system is a long way from being completely autonomous. Parameters

like the number of classes to be used in k-means clustering were chosen manually.  In

addition, the object segmentation for learning was done by hand. A scene segmentation

algorithm could be used by a robot for finding objects to learn [70] [71]. Also, the current

accumulation algorithm needs an accurate pose estimate for each view, which could be

challenging in a live environment.
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6 CONCLUSION

In this thesis recent work on pose estimation on RGB-D data from Kinect-style sensors

was reviewed and a pose estimation system was implemented. The system chosen to be

implemented was the probabilistic framework for visual 3D object representation by Detry

et  al.  The  framework  uses  Nonparametric  Belief  Propagation  for  pose  inference.  The

implementation used half-edge primitives that were created by dividing a edge primitive

into two parts were used for pose estimation.

The pose estimation system was evaluated using Kinect RBD-D data from five medium-

sized  household  objects.  Two  rotation  sequences  were  captured  for  each  object.  The

objects were moved using a robotic gripper and the gripper pose was used as the ground

truth pose. To test robustness to clutter and occlusion, pose estimation was performed on a

series of images where multiple objects were close to each other.

Kinect  was found have sufficient  depth accuracy for finding depth maps for the tested

medium-sized  household  objects,  but  with  some  caveats.  Half-edge  primitives  were

extracted  successfully  in  areas  with  clear  visual  details  and  low  curvature,  but  their

accuracy suffered around depth discontinuities such as near edges of the object silhouette,

and the need for better depth image processing and normal estimation methods became

apparent.  

The pose estimator was found to be sensitive to object shape, appearance and pose. For

objects with clear details in multiple colors in every view direction, the pose was found

successfully  most  of  the  time.  Objects  with  less  colors  and  detail  tended  to  be  less

successful, especially in the cluttered scenes where the pose estimator often confused them

with other objects. Other notable issues were lack of repeatability of results and slow pose

estimation performance. To improve pose estimation speed and repeatability of results, it

was suggested to use Data-Driven Mean-Shift Belief Propagation instead of Nonparametric

Belief Propagation.
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